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Questions # 1:

A company hosts a database that runs on an Amazon RDS instance deployed to multiple
Availability Zones. A periodic script negatively affects a critical application by querying the
database. How can application performance be improved with minimal costs?

Options:

O A.

Add functionality to the script to identify the instance with the fewest active connections and
query that instance.

O B.

Create a read replica of the database. Configure the script to query only the read replica.
O C.

Instruct the development team to manually export new entries at the end of the day.

O D.

Use Amazon ElastiCache to cache the common queries the script runs.

Answer

B
Explanation

Option Aintroduces complexity and does not scale well.

Option Bcreates a read replica, offloading read traffic from the primary RDS instance
without impacting the critical application.

Option Cis manual and inefficient.

Option Dmight help for caching frequently queried data but is not ideal for ad-hoc
reporting.Therefore, Option B is the best choice.

Questions # 2:

A company has a serverless web application that is comprised of AWS Lambda functions. The
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application experiences spikes in traffic that cause increased latency because of cold starts.
The company wants to improve the application’s ability to handle traffic spikes and to
minimize latency. The solution must optimize costs during periods when traffic is low.

Options:

O A.

Configure provisioned concurrency for the Lambda functions. Use AWS Application Auto
Scaling to adjust the provisioned concurrency.

O B.

Launch Amazon EC2 instances in an Auto Scaling group. Add a scheduled scaling policy to
launch additional EC2 instances during peak traffic periods.

O C.

Configure provisioned concurrency for the Lambda functions. Set a fixed concurrency level to
handle the maximum expected traffic.

O D.

Create a recurring schedule in Amazon EventBridge Scheduler. Use the schedule to invoke the
Lambda functions periodically to warm the functions.

Answer

A
Explanation

Key Requirements:

Handle traffic spikes efficiently and reduce latency caused by cold starts.
Optimize costs during low traffic periods.

Analysis of Options:

Option A:

Provisioned Concurrency:Reduces cold start latency by pre-warming Lambda
environments for the required number of concurrent executions.

AWS Application Auto Scaling:Automatically adjusts provisioned concurrency based on
demand, ensuring cost optimization by scaling down during low traffic.

Correct Approach:Provides a balance between performance during traffic spikes and cost
optimization during idle periods.
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Option B:

Using EC2 instances with Auto Scaling introduces unnecessary complexity for a serverless
architecture. It requires additional management and does not address the issue of cold
starts for Lambda.

Incorrect Approach:Contradicts the serverless design philosophy and increases operational
overhead.

Option C:

Setting a fixed concurrency level ensures performance during spikes but does not
optimize costs during low traffic. This approach would maintain provisioned instances
unnecessarily.

Incorrect Approach:Lacks cost optimization.
Option D:

Using EventBridge Scheduler for periodic invocations may reduce cold starts but does not
dynamically scale based on traffic demand. It also leads to unnecessary invocations during
idle times.

Incorrect Approach:Suboptimal for high traffic fluctuations and cost control.
AWS Solution Architect References:
AWS Lambda Provisioned Concurrency

AWS Application Auto Scaling with Lambda

Questions # 3:

A solutions architect is configuring a VPC that has public subnets and private subnets. The VPC
and subnets use IPv4 CIDR blocks. There is one public subnet and one private subnet in each
of three Availability Zones (AZs). An internet gateway is attached to the VPC.

The private subnets require access to the internet to allow Amazon EC2 instances to download
software updates.

Which solution will meet this requirement?

Options:
O A.

Create a NAT gateway in one of the public subnets. Update the route tables that are attached
to the private subnets to forward non-VPC traffic to the NAT gateway.

Page 4 of 16



O B.

Create three NAT instances in each private subnet. Create a private route table for each
Availability Zone that forwards non-VPC traffic to the NAT instances.

o C.

Attach an egress-only internet gateway in the VPC. Update the route tables of the private
subnets to forward non-VPC traffic to the egress-only internet gateway.

O D.

Create a NAT gateway in one of the private subnets. Update the route tables that are attached
to the private subnets to forward non-VPC traffic to the NAT gateway.

Answer

A
Explanation

Private subnets require outbound internet access to download updates, but they must not
have public IPs or direct inbound access.

The recommended AWS solution is to create a NAT gateway in a public subnet. Private
subnet route tables are updated to route internet-bound traffic (0.0.0.0/0) to the NAT
gateway. The NAT gateway then uses the internet gateway attached to the VPC to
communicate with the internet.

Option B (NAT instances) is an older approach and less scalable/maintainable than NAT
gateways. Option C (egress-only internet gateway) is for IPv6 outbound-only traffic, not
IPv4. Option D is invalid because NAT gateways must be deployed in public subnets.

[References:, AWS Well-Architected Framework — Reliability Pillar
(https://d1.awsstatic.com/whitepapers/architecture/AWS_Well-Architected_Framework.pdf)
, NAT Gateways
(https://docs.aws.amazon.com/vpc/latest/userguide/vpc-nat-gateway.html), VPC Internet
Gateways and Subnet Routing

(https://docs.aws.amazon.com/vpc/latest/userguide/VPC _Internet_Gateway.html), , , ]

Questions # 4:

A company wants to publish a private website for its on-premises employees. The website
consists of several HTML pages and image files. The website must be available only through
HTTPS and must be available only to on-premises employees. A solutions architect plans to
store the website files in an Amazon S3 bucket.
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Which solution will meet these requirements?

Options:
O A.

Create an S3 bucket policy to deny access when the source IP address is not the public IP
address of the on-premises environment Set up an Amazon Route 53 alias record to point to
the S3 bucket. Provide the alias record to the on-premises employees to grant the employees
access to the website.

O B.

Create an S3 access point to provide website access. Attach an access point policy to deny
access when the source IP address is not the public IP address of the on-premises
environment. Provide the S3 access point alias to the on-premises employees to grant the
employees access to the website.

o C.

Create an Amazon CloudFront distribution that includes an origin access control (OAC) that is
configured for the S3 bucket. Use AWS Certificate Manager for SSL. Use AWS WAF with an IP
set rule that allows access for the on-premises IP address. Set up an Amazon Route 53 alias
record to point to the CloudFront distribution.

O D.

Create an Amazon CloudFront distribution that includes an origin access control (OAC) that is
configured for the S3 bucket. Create a CloudFront signed URL for the objects in the bucket. Set
up an Amazon Route 53 alias record to point to the CloudFront distribution. Provide the signed
URL to the on-premises employees to grant the employees access to the website.

Answer

C
Explanation

This solution usesCloudFrontto serve the website securely over HTTPS usingAWS
Certificate Manager (ACM)for SSL certificates.Origin Access Control (OAC)ensures that only
CloudFront can access the S3 bucket directly. AWS WAFwith an IP set rule restricts access
to the website, allowing only the on-premises IP address.Route 53is used to create an alias
record pointing to the CloudFront distribution. This setup ensures secure, private access to
the website with low administrative overhead.

Option A and B: S3 bucket policies and access points do not provide HTTPS support, nor do
they offer the same level of security as CloudFront with WAF.

Option D: Signed URLs are more suitable for temporary, expiring access rather than a
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permanent solution for on-premises employees.
AWS References:

Amazon CloudFront with Origin Access Control

Questions # 5:

A company is migrating a new application from an on-premises data center to a new VPC in
the AWS Cloud. The company has multiple AWS accounts and VPCs that share many subnets
and applications.

The company wants to have fine-grained access control for the new application. The company
wants to ensure that all network resources across accounts and VPCs that are granted
permission to access the new application can access the application.

Options:
O A.

Set up a VPC peering connection for each VPC that needs access to the new application VPC.
Update route tables in each VPC to enable connectivity.

O B.

Deploy a transit gateway in the account that hosts the new application. Share the transit
gateway with each account that needs to connect to the application. Update route tables in
the VPC that hosts the new application and in the transit gateway to enable connectivity.

O C.

Use an AWS PrivatelLink endpoint service to make the new application accessible to other
VPCs. Control access to the application by using an endpoint policy.

O D.

Use an Application Load Balancer (ALB) to expose the new application to the internet.
Configure authentication and authorization processes to ensure that only specified VPCs can
access the application.

Answer

C
Explanation
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AWS PrivatelLinkis the most suitable solution for providing fine-grained access control
while allowing multiple VPCs, potentially across multiple accounts, to access the new
application. This approach offers the following advantages:

Fine-grained control: Endpoint policies can restrict access to specific services or principals.

No need for route table updates: Unlike VPC peering or transit gateways, AWS PrivateLink
does not require complex route table management.

Scalable architecture: PrivateLink scales to support traffic from multiple VPCs.

Secure connectivity: Ensures private connectivity over the AWS network, without exposing
resources to the internet.

Why Other Options Are Not Ideal:
Option A:
VPC peering is not scalable when connecting multiple VPCs or accounts.

Route table management becomes complex as the number of VPCs increases.Not
scalable.

Option B:

While transit gateways provide scalable VPC connectivity, they are not ideal for fine-
grained access control.

Transit gateways allow connectivity but do not inherently restrict access to specific
applications.Not ideal for fine-grained access control.

Option D:

Exposing the application through an ALB over the internet is not secure and does not align
with the requirement to use private network resources.Security risk.

AWS References:
AWS PrivateLink:AWS Documentation - PrivateLink

AWS Networking Services Comparison:AWS Whitepaper - Networking Services

Questions # 6:

Question:

A company runs a mobile game app that stores session data (up to 256 KB) for up to 48 hours.
The data updates frequently and must be deleted automatically after expiration. Restorability
is also required.
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Options:

Options:
O A.

Use an Amazon DynamoDB table to store the session data. Enable point-in-time recovery
(PITR) and TTL.

O B.
Use Amazon MemoryDB and enable PITR and TTL.
O C.

Store session data in S3 Standard. Enable Versioning and a Lifecycle rule to expire objects
after 48 hours.

O D.

Store data in S3 Intelligent-Tiering with Versioning and a Lifecycle rule to expire after 48
hours.

Answer

A
Explanation

Amazon DynamoDB supports both TTL (Time to Live) for automatic deletion and Point-in-
Time Recovery (PITR) for backup and restore of table data. It's ideal for frequently updated
data with short retention requirements and minimal operational overhead.

TTL attribute ensures expired items are automatically removed.
PITR enables recovery from accidental deletes or application errors.

[References:, DynamoDB TTL, DynamoDB PITR, ]

Questions # 7:

A company recently migrated a data warehouse to AWS. The company has an AWS Direct
Connect connection to AWS. Company users query the data warehouse by using a
visualization tool. The average size of the queries that the data warehouse returns is 50 MB.
The average visualization that the visualization tool produces is 500 KB in size. The result sets
that the data warehouse returns are not cached.
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The company wants to optimize costs for data transfers between the data warehouse and the
company.

Which solution will meet this requirement?

Options:
O A.

Host the visualization tool on premises. Connect to the data warehouse directly through the
internet.

O B.

Host the visualization tool in the same AWS Region as the data warehouse. Access the
visualization tool through the internet.

O C.

Host the visualization tool on premises. Connect to the data warehouse through the Direct
Connect connection.

O D.

Host the visualization tool in the same AWS Region as the data warehouse. Access the
visualization tool through the Direct Connect connection.

Answer

D
Explanation

A. On-premises tool via internet:Incurs high costs due to large data transfers over the
internet.

B. AWS Region tool via internet:Does not utilize Direct Connect, leading to potential
latency and higher costs.

C. On-premises tool via Direct Connect:Adds latency for querying and visualization.

D. AWS Region tool via Direct Connect:Reduces latency and leverages Direct Connect for
optimized data transfer costs.

[References:AWS Direct Connect, , , ]

Questions # 8:
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A gaming company is developing a game that requires significant compute resources to
process game logic, player interactions, and real-time updates. The company needs a
compute solution that can dynamically scale based on fluctuating player demand while
maintaining high performance. The company must use a relational database that can run
complex queries.

Options:
O A.

Deploy Amazon EC2 instances to supply compute capacity. Configure Auto Scaling groups to
achieve dynamic scaling based on player count. Use Amazon RDS for MySQL as the database.

O B.

Refactor the game logic into small, stateless functions. Use AWS Lambda to process the game
logic. Use Amazon DynamoDB as the database.

O C.

Deploy an Amazon Elastic Container Service (Amazon ECS) cluster on AWS Fargate to supply
compute capacity. Scale the ECS tasks based on player demand. Use Amazon Aurora
Serverless v2 as the database.

O D.

Use AWS ParallelCluster for high performance computing (HPC). Provision compute nodes that
have GPU instances to process the game logic and player interactions. Use Amazon RDS for
MySQL as the database.

Answer

C
Explanation

Amazon ECS with AWS Fargate provides serverless container compute that can scale tasks
dynamically in response to demand. This matches the unpredictable scaling requirements
of a gaming workload. Aurora Serverless v2 provides on-demand, autoscaling relational
database capacity while supporting complex SQL queries. EC2 with Auto Scaling (A) works
but requires significant management overhead. Lambda with DynamoDB (B) is not
suitable because the workload requires a relational database and long-running processes.
ParallelCluster with HPC (D) is designed for batch scientific workloads, not dynamic,
interactive gaming. Option C provides the correct balance of elasticity, performance, and
managed services for both compute and relational database needs.

[References:» Amazon ECS User Guide — Scaling ECS tasks with Fargatee Amazon Aurora
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‘ User Guide — Aurora Serverless v2 for dynamic workloads, ] ’

Questions # 9:

A company is migrating a legacy application from an on-premises data center to AWS. The
application relies on hundreds of cron Jobs that run between 1 and 20 minutes on different
recurring schedules throughout the day.

The company wants a solution to schedule and run the cron jobs on AWS with minimal
refactoring. The solution must support running the cron jobs in response to an event in the
future.

Which solution will meet these requirements?

Options:
O A.

Create a container image for the cron jobs. Use Amazon EventBridge Scheduler to create a
recurring schedule. Run the cron job tasks as AWS Lambda functions.

O B.

Create a container image for the cron jobs. Use AWS Batch on Amazon Elastic Container
Service (Amazon ECS) with a scheduling policy to run the cron jobs.

O C.

Create a container image for the cron jobs. Use Amazon EventBridge Scheduler to create a
recurring schedule Run the cron job tasks on AWS Fargate.

O D.

Create a container image for the cron jobs. Create a workflow in AWS Step Functions that uses
a Wait state to run the cron jobs at a specified time. Use the RunTask action to run the cron
job tasks on AWS Fargate.

Answer

C
Explanation

This solution is the most suitable for running cron jobs on AWS with minimal refactoring,
while also supporting the possibility of running jobs in response to future events.

Container Image for Cron Jobs: By containerizing the cron jobs, you can package the
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environment and dependencies required to run the jobs, ensuring consistency and ease of
deployment across different environments.

Amazon EventBridge Scheduler: EventBridge Scheduler allows you to create a recurring
schedule that can trigger tasks (like running your cron jobs) at specific times or intervals.
It provides fine-grained control over scheduling and integrates seamlessly with AWS
services.

AWS Fargate: Fargate is a serverless compute engine for containers that removes the
need to manage EC2 instances. It allows you to run containers without worrying about the
underlying infrastructure. Fargate is ideal for running jobs that can vary in duration, like
cron jobs, as it scales automatically based on the task's requirements.

Why Not Other Options?:

Option A (Lambda): While AWS Lambda could handle short-running cron jobs, it has
limitations in terms of execution duration (maximum of 15 minutes) and might not be
suitable for jobs that run up to 20 minutes.

Option B (AWS Batch on ECS): AWS Batch is more suitable for batch processing and
workloads that require complex job dependencies or orchestration, which might be more
than what is needed for simple cron jobs.

Option D (Step Functions with Wait State): While Step Functions provide orchestration
capabilities, this approach would introduce unnecessary complexity and overhead
compared to the straightforward scheduling with EventBridge and running on Fargate.

AWS References:

Amazon EventBridge Scheduler- Details on how to schedule tasks using Amazon
EventBridge Scheduler.

AWS Fargate- Information on how to run containers in a serverless manner using AWS
Fargate.

Questions # 10:

An online food delivery company wants to optimize its storage costs. The company has been
collecting operational data for the last 10 years in a data lake that was built on Amazon S3 by
using a Standard storage class. The company does not keep data that is older than 7 years. A
solutions architect frequently uses data from the past 6 months for reporting and runs queries
on data from the last 2 years about once a month. Data that is more than 2 years old is rarely
accessed and is only used for audit purposes.

Which combination of solutions will optimize the company's storage costs? (Select TWO.)
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Options:
O A.

Create an S3 Lifecycle configuration rule to transition data that is older than 6 months to the
S3 Standard-Infrequent Access (S3 Standard-lA) storage class. Create another S3 Lifecycle
configuration rule to transition data that is older than 2 years to the S3 Glacier Deep Archive
storage class.

O B.

Create an S3 Lifecycle configuration rule to transition data that is older than 6 months to the
S3 One Zone-Infrequent Access (S3 One Zone-IA) storage class. Create another S3 Lifecycle
configuration rule to transition data that is older than 2 years to the S3 Glacier Flexible
Retrieval storage class.

O C.

Use the S3 Intelligent-Tiering storage class to store data instead of the S3 Standard storage
class.

O D.
Create an S3 Lifecycle expiration rule to delete data that is older than 7 years.
O E.

Create an S3 Lifecycle configuration rule to transition data that is older than 7 years to the S3
Glacier Deep Archive storage class.

Answer

A D
Explanation

Comprehensive and Detailed Explanation From Exact Extract of Amazon Web
Services (AWS) Architect documents:

To optimize costs for long-term data storage, AWS recommends using S3 Lifecycle
policies to automate transitions across storage classes and ultimately expire old data.

S3 Standard-IA is suited for data that is accessed less frequently but requires
millisecond retrieval times. It is ideal for 6-month-old data still used in monthly
reports.

S3 Glacier Deep Archive is the lowest-cost option, designed for data accessed
once or twice a year, such as regulatory audits — perfect for 2+ year-old data.

Lifecycle expiration rules allow S3 to automatically delete objects older than 7
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years, aligning with the business retention policy.

These transitions are cost-effective and fully automated, aligning with the Cost
Optimization pillar in the AWS Well-Architected Framework.

?7?? Reference:

S3 Storage Class Comparison

Lifecycle Management
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