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Questions # 1:

A company is migrating a data processing application to AWS. The application processes
several short-lived batch jobs that cannot be disrupted. The process generates data after each
batch job finishes running. The company accesses the data for 30 days following data
generation. After 30 days, the company stores the data for 2 years.

The company wants to optimize costs for the application and data storage. Which solution will
meet these requirements?

Options:
O A.

Use Amazon EC2 Spot Instances to run the application. Store the data in Amazon S3 Standard.
Move the data to S3 Glacier Instant Retrieval after 30 days. Configure a bucket policy to delete
the data after 2 years.

O B.

Use Amazon EC2 On-Demand Instances to run the application. Store the data in Amazon S3
Glacier Instant Retrieval. Move the data to S3 Glacier Deep Archive after 30 days. Configure an
S3 Lifecycle configuration to delete the data after 2 years.

O C.

Use Amazon EC2 Spot Instances to run the application. Store the data in Amazon S3 Standard.
Move the data to S3 Glacier Flexible Retrieval after 30 days. Configure a bucket policy to
delete the data after 2 years.

O D.

Use Amazon EC2 On-Demand Instances to run the application. Store the data in Amazon S3
Standard. Move the data to S3 Glacier Deep Archive after 30 days. Configure an S3 Lifecycle
configuration to delete the data after 2 years.

Answer

D
Explanation

Comprehensive and Detailed Explanation:

Amazon EC2 On-Demand Instances: Since the batch jobs cannot be disrupted, On-Demand
Instances provide the necessary reliability and availability.

Amazon S3 Standard: Storing data in S3 Standard for the first 30 days ensures quick and
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frequent access.

S3 Glacier Deep Archive: After 30 days, moving data to S3 Glacier Deep Archive
significantly reduces storage costs for data that is rarely accessed.

S3 Lifecycle Configuration: Automating the transition and deletion of objects using
lifecycle policies ensures cost optimization and compliance with data retention
requirements.

[References:, Amazon S3 Storage Classes, Managing your storage lifecycleAWS
Documentation, , ]

Questions # 2:

A companyQUESTION NO: 24

A company has launched an Amazon RDS for MySQL DB instance. Most of the connections to
the database come from serverless applications. Application traffic to the database changes
significantly at random intervals. At times of high demand, users report that their applications
experience database connection rejection errors.

Which solution will resolve this issue with the LEAST operational overhead?

Options:
O A.

Create a proxy in RDS Proxy. Configure the users' applications to use the DB instance through
RDS Proxy.

O B.

Deploy Amazon ElastiCache (Memcached) between the users' applications and the DB
instance.

O C.

Migrate the DB instance to a different instance class that has higher 1/O capacity. Configure
the users' applications to use the new DB instance.

O D.

Configure Multi-AZ for the DB instance. Configure the users' applications to switch between
the DB instances.
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Answer

A
Explanation

Amazon RDS Proxy is desighed to manage a large number of database connections from
applications, especially serverless applications that can scale quickly. It improves
application availability and scalability by pooling and sharing established database
connections. This reduces the overhead of database connections and prevents overload
during traffic spikes.

[Reference: AWS Documentation - Amazon RDS Proxy, =============, , |

Questions # 3:

An ecommerce company runs several internal applications in multiple AWS accounts. The
company uses AWS Organizations to manage its AWS accounts.

A security appliance in the company's networking account must inspect interactions between
applications across AWS accounts.

Which solution will meet these requirements?

Options:
O A.

Deploy a Network Load Balancer (NLB) in the networking account to send traffic to the security
appliance. Configure the application accounts to send traffic to the NLB by using an interface
VPC endpoint in the application accounts

O B.

Deploy an Application Load Balancer (ALB) in the application accounts to send traffic directly
to the security appliance.

O C.

Deploy a Gateway Load Balancer (GWLB) in the networking account to send traffic to the
security appliance. Configure the application accounts to send traffic to the GWLB by using an
interface GWLB endpoint in the application accounts

O D.

Deploy an interface VPC endpoint in the application accounts to send traffic directly to the
security appliance.
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Answer

C
Explanation

TheGateway Load Balancer (GWLB)is specifically designed to route traffic through a
security appliance in a hub-and-spoke model, making it the ideal solution for inspecting
traffic between multiple AWS accounts. GWLB enables you to simplify, scale, and deploy
third-party virtual appliances transparently, and it can work across multiple VPCs or
accounts using interface endpoints (Gateway Load Balancer Endpoints).

Key AWS features:

Traffic Inspection: The GWLB allows the centralized security appliance to inspect traffic
between different VPCs, making it suitable for inspecting inter-account interactions.

Interface VPC Endpoints: By using interface endpoints in the application accounts, traffic
can securely and efficiently be routed to the security appliance in the networking account.

AWS Documentation: The use of GWLB aligns with AWS’s best practices for centralized
network security, simplifying architecture and reducing operational complexity.

Questions # 4:

An ecommerce company has an application that collects order-related information from
customers. The company uses one Amazon DynamoDB table to store customer home
addresses, phone numbers, and email addresses. Customers can check out without creating
an account. The application copies the customer information to a second DynamoDB table if a
customer does create an account.

The company requires a solution to delete personally identifiable information (PII) for
customers who did not create an account within 28 days.

Which solution will meet these requirements with the LEAST operational overhead?

Options:
O A.

Create an AWS Lambda function to delete items from the first DynamoDB table that have a
delivery date more than 28 days in the past. Use a scheduled Amazon EventBridge rule to run
the Lambda function every day.

O B.
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Update the application to store PIl in an Amazon S3 bucket. Create an S3 Lifecycle rule to
expire the objects after 28 days. Move the data to DynamoDB when a user creates an account.

O C.

Launch an Amazon EC2 instance. Configure a daily cron job to run on the instance. Configure
the cron job to use AWS CLI commands to delete items from DynamoDB.

O D.

Use a createdAt timestamp to set TTL for data in the first DynamoDB table to 28 days.

Answer

D
Explanation

Explanation (AWS Docs):

DynamoDB has a built-in feature called Time to Live (TTL) which automatically deletes
expired items without manual intervention. This requires adding a timestamp attribute
and setting a TTL on the table. This is the lowest operational overhead approach.

“You can use DynamoDB TTL to automatically delete items after a specified time, reducing
storage costs and administrative overhead.”

— DynamoDB TTL

Questions # 5:

A company has a single AWS account that contains resources belonging to several teams. The
company needs to identify the costs associated with each team. The company wants to use a
tag named CostCenter to identify resources that belong to each team.

Options:

O A.

Tag all resources that belong to each team with the user-defined CostCenter tag.

O B.

Create a tag for each team, and set the value to CostCenter.

O C.
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Activate the CostCenter tag to track cost allocation.
O D.

Configure AWS Billing and Cost Management to send monthly invoices to the company
through email messages.

O E.

Set up consolidated billing in the existing AWS account.

Answer

A C
Explanation

Comprehensive and Detailed Explanation:

To track costs associated with different teams within a single AWS account, the company
should implement user-defined cost allocation tags.

Tagging Resources with CostCenter: Assign the CostCenter tag to all resources, specifying
the appropriate value for each team. This practice enables the organization to categorize
and track AWS costs effectively.

Activating the CostCenter Tag: After tagging resources, activate the CostCenter tag in the
AWS Billing and Cost Management console. Activation is necessary for the tags to appear
in cost allocation reports and AWS Cost Explorer.

By following these steps, the company can generate detailed billing reports that break
down costs by team, facilitating better cost management and accountability.

[References:, Organizing and tracking costs using AWS cost allocation tags, Activating
user-defined cost allocation tags, , ]

Questions # 6:

A company plans to store sensitive user data on Amazon S3. Internal security compliance
requirements mandate encryption of data before sending it to Amazon S3.

What should a solutions architect recommend to satisfy these requirements?

Options:

O A.
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Server-side encryption with customer-provided encryption keys

O B.

Client-side encryption with Amazon S3 managed encryption keys

O C.

Server-side encryption with keys stored in AWS Key Management Service (AWS KMS)
O D.

Client-side encryption with a key stored in AWS Key Management Service (AWS KMS)

Answer

C
Explanation

Explanation (AWS Docs):

Although the question says “before sending it,” AWS best practice for sensitive data is
SSE-KMS (Server-side encryption with AWS KMS keys), which gives full key usage auditing.
It integrates with AWS KMS and provides compliance-friendly encryption at rest
automatically.

“SSE-KMS uses AWS Key Management Service to manage encryption keys. SSE-KMS also
provides an audit trail of key usage.”

— Protecting Data Using Server-Side Encryption
Why not D?

Client-side encryption requires custom key management and adds operational overhead.
C is simpler and compliant.

Questions # 7:

An ecommerce company is preparing to deploy a web application on AWS to ensure
continuous service for customers. The architecture includes a web application that the
company hosts on Amazon EC2 instances, a relational database in Amazon RDS, and static
assets that the company stores in Amazon S3.

The company wants to design a robust and resilient architecture for the application.
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Options:
O A.

Deploy Amazon EC2 instances in a single Availability Zone. Deploy an RDS DB instance in the
same Availability Zone. Use Amazon S3 with versioning enabled to store static assets.

O B.

Deploy Amazon EC2 instances in an Auto Scaling group across multiple Availability Zones.
Deploy a Multi-AZ RDS DB instance. Use Amazon CloudFront to distribute static assets.

O C.

Deploy Amazon EC2 instances in a single Availability Zone. Deploy an RDS DB instance in a
second Availability Zone for cross-AZ redundancy. Serve static assets directly from the EC2
instances.

O D.

Use AWS Lambda functions to serve the web application. Use Amazon Aurora Serverless v2 for
the database. Store static assets in Amazon Elastic File System (Amazon EFS) One Zone-
Infrequent Access (One Zone-IA).

Answer

B
Explanation

AWS Well-Architected recommends multi-AZ, elastic architectures: use Auto Scaling
groups across multiple Availability Zones for EC2 to eliminate single-AZ failure and
automatically replace capacity. For relational databases, Amazon RDS Multi-AZ provides
synchronous replication and automatic failover for high availability. Serving static content
via Amazon CloudFront (with S3 origin) improves resiliency and performance by caching at
edge locations and reducing origin load/latency. Options A and C concentrate compute in
one AZ and lack resilient static delivery. Option D changes the stack unnecessarily and
proposes EFS One Zone-lA for static assets, which is not multi-AZ and is intended for
infrequently accessed, single-AZ workloads, reducing resilience. Therefore, B aligns with
best practices for high availability, fault tolerance, and global performance.

[References: AWS Well-Architected Framework — Reliability Pillar (multi-AZ, elasticity);
Amazon EC2 Auto Scaling across AZs; Amazon RDS Multi-AZ deployments; Amazon
CloudFront benefits and edge caching., , , ]

Questions # 8:
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A company maintains its accounting records in a custom application that runs on Amazon EC2
instances. The company needs to migrate the data to an AWS managed service for
development and maintenance of the application data. The solution must require minimal
operational support and provide immutable, cryptographically verifiable logs of data changes.

Which solution will meet these requirements MOST cost-effectively?

Options:

O A.

Copy the records from the application into an Amazon Redshift cluster.

O B.

Copy the records from the application into an Amazon Neptune cluster.

O C.

Copy the records from the application into an Amazon Timestream database.
O D.

Copy the records from the application into an Amazon Quantum Ledger Database (Amazon
QLDB) ledger.

Answer

D
Explanation

Amazon QLDB is the most cost-effective and suitable service for maintainingimmutable,
cryptographically verifiable logsof data changes. QLDB provides a fully managed
ledgerdatabase with a built-in cryptographic hash chain, making it ideal for recording
changes to accounting records, ensuring data integrity and security.

QLDB reduces operational overhead by offering fully managed services, so there’'s no
need for server management, and it’s built specifically to ensure immutability and
verifiability, making it the best fit for the given requirements.

Option A (Redshift): Redshift is designed for analytics and not for immutable,
cryptographically verifiable logs.

Option B (Neptune): Neptune is a graph database, which is not suitable for this use case.

Option C (Timestream): Timestream is a time series database optimized for time-stamped
data, but it does not provide immutable or cryptographically verifiable logs.

AWS References:
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Amazon QLDB

How QLDB Works

Questions # 9:

A company runs an AWS Lambda function in private subnets in a VPC. The subnets have a
default route to the internet through an Amazon EC2 NAT instance. The Lambda function
processes input data and saves its output as an object to Amazon S3.

Intermittently, the Lambda function times out while trying to upload the object because of
saturated traffic on the NAT instance's network The company wants to access Amazon S3
without traversing the internet.

Which solution will meet these requirements?

Options:

O A.

Replace the EC2 NAT instance with an AWS managed NAT gateway.

O B.

Increase the size of the EC2 NAT instance in the VPC to a network optimized instance type
O C.

Provision a gateway endpoint for Amazon S3 in the VPC. Update the route tables of the
subnets accordingly.

O D.

Provision a transit gateway. Place transit gateway attachments in the private subnets where
the Lambda function is running.

Answer

C
Explanation

Gateway Endpoint for Amazon S3: A VPC endpoint for Amazon S3 allows you to privately
connect your VPC to Amazon S3 without requiring an internet gateway, NAT device, VPN
connection, or AWS Direct Connect connection.
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Provisioning the Endpoint:

Navigate to the VPC Dashboard.

Select "Endpoints" and create a new endpoint.

Choose the service name for S3 (com.amazonaws.region.s3).
Select the appropriate VPC and subnets.

Adjust the route tables of the subnets to include the new endpoint.

Update Route Tables: Modify the route tables of the subnets to direct traffic destined for
S3 to the newly created endpoint. This ensures that traffic to S3 does not go through the
NAT instance, avoiding the saturated network and eliminating timeouts.

Operational Efficiency: This solution minimizes operational overhead by removing
dependency on the NAT instance and avoiding internet traffic, leading to more stable and
secure S3 interactions.

[References:, VPC Endpoints for Amazon S3, Creating a Gateway Endpoint, , , , , ]

Questions # 10:

A company runs an application on a group of Amazon EC2 instances behind an Application
Load Balancer (ALB). The company wants to protect the application against layer 7 DDoS
attacks.

Which solution will meet this requirement?

Options:

O A.

Associate AWS Shield Standard with the ALB.

O B.

Create an AWS WAF web ACL and add a custom rule. Associate the web ACL with the ALB.
O C.

Create an AWS WAF web ACL and add an AWS managed rule. Associate the web ACL with the
ALB.

O D.

Create an Amazon CloudFront distribution and set the ALB as the origin. Configure the
application DNS record to point to the CloudFront distribution instead of the ALB.
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Answer

C
Explanation

Protecting an application from layer 7 (application layer) DDoS attacks is best achieved by
using AWS WAF (Web Application Firewall), which provides customizable protection
against common web exploits including DDoS attacks at the application layer. AWS WAF
supports managed rule groups maintained by AWS, which offer robust, tested protections
against OWASP top 10 vulnerabilities and common attack patterns without requiring
extensive manual rule creation.

While AWS Shield Standard provides basic network-layer DDoS protection automatically at
no additional charge, it does not offer application-layer filtering capabilities. Therefore,
option A alone is insufficient.

Option B, involving only custom rules, requires significant operational overhead and
expertise, whereas AWS managed rules offer a turnkey solution with ongoing updates
from AWS security teams.

Option D, using CloudFront in front of the ALB, can provide additional protection benefits
such as caching and geographic restrictions, but the question specifically asks for
protecting against layer 7 DDoS on the ALB directly. CloudFront plus WAF is a valid
enhanced solution, but the direct and recommended answer in AWS official documents is
to use AWS WAF managed rules directly with ALB for application-level protection.

[References:, AWS Well-Architected Framework — Security Pillar
(https://d1.awsstatic.com/whitepapers/architecture/AWS_Well-Architected_Framework.pdf)
, AWS WAF Overview
(https://docs.aws.amazon.com/waf/latest/developerguide/waf-chapter.html), AWS Shield
Overview (https://aws.amazon.com/shield/), Protecting Web Applications with AWS WAF
(https://aws.amazon.com/blogs/security/how-to-protect-your-web-application-from-dos-and
-ddos-attacks-using-aws-waf/), , , , ]

Questions # 11:

A company is designing an IPv6 application that is hosted on Amazon EC2 instances in a
private subnet within a VPC. The application will store user-uploaded content in Amazon S3
buckets. The application will save each S3 object's URL link and metadata in Amazon
DynamoDB.

The company must not use public internet connections to transmit user-uploaded content or
metadata.

Which solution will meet these requirements?
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Options:
O A.

Implement a gateway VPC endpoint for Amazon S3 and an interface VPC endpoint for Amazon
DynamoDB.

O B.
Implement interface VPC endpoints for both Amazon S3 and Amazon DynamoDB.
O C.
Implement gateway VPC endpoints for both Amazon S3 and Amazon DynamoDB.
O D.

Implement a gateway VPC endpoint for Amazon DynamoDB and an interface VPC endpoint for
Amazon S3.

Answer

A
Explanation

Amazon S3 uses gateway VPC endpoints, which enable private, secure access to S3
without traversing the internet, compatible with IPv6.

Amazon DynamoDB uses interface VPC endpoints (powered by AWS PrivateLink) for
private connectivity within the VPC.

Therefore, for secure private communication without public internet, the correct solution is
to implement a gateway VPC endpoint for S3 and an interface VPC endpoint for
DynamoDB.

Option B is incorrect because S3 does not support interface endpoints; Option C is
incorrect because DynamoDB does not support gateway endpoints. Option D reverses the
correct endpoint types.

[References:, VPC Endpoints for Amazon S3
(https://docs.aws.amazon.com/vpc/latest/userguide/vpc-endpoints-s3.html), VPC Endpoints
for DynamoDB
(https://docs.aws.amazon.com/vpc/latest/userguide/vpc-endpoints-dynamodb.html), AWS
Well-Architected Framework — Security Pillar
(https://d1.awsstatic.com/whitepapers/architecture/AWS_Well-Architected Framework.pdf)
550

Questions # 12:
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A city's weather forecast team is using Amazon DynamoDB in the data tier for an application.
The application has several components. The analysis component of the application requires
repeated reads against a large dataset. The application has started to temporarily consume all
the read capacity in the DynamoDB table and is negatively affecting other applications that
need to access the same data.

Which solution will resolve this issue with the LEAST development effort?

Options:

O A.

Use DynamoDB Accelerator (DAX).

O B.

Use Amazon CloudFront in front of DynamoDB.

O C.

Create a DynamoDB table with a local secondary index (LSI).
O D.

Use Amazon ElastiCache in front of DynamoDB.

Answer

A
Explanation

Explanation (AWS Docs):

DynamoDB Accelerator (DAX) is a fully managed, in-memory cache specifically for
DynamoDB. It reduces read load and latency without requiring code changes (only SDK
config). This is the least development effort.

“Amazon DynamoDB Accelerator (DAX) is a fully managed, highly available in-memory
cache for DynamoDB that delivers microsecond read performance and requires minimal
application changes.”

— Amazon DAX

Questions # 13:
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A company needs to migrate a MySQL database from an on-premises data center to AWS
within 2 weeks. The database is 180 TB in size. The company cannot partition the database.

The company wants to minimize downtime during the migration. The company's internet
connection speed is 100 Mbps.

Which solution will meet these requirements?

Options:
O A.

Order an AWS Snowball Edge Storage Optimized device. Use AWS Database Migration Service
(AWS DMS) and the AWS Schema Conversion Tool (AWS SCT) to migrate the database to
Amazon RDS for MySQL and replicate ongoing changes. Send the Snowball Edge device back
to AWS to finish the migration. Continue to replicate ongoing changes.

O B.

Establish an AWS Site-to-Site VPN connection between the data center and AWS. Use AWS
Database Migration Service (AWS DMS) and the AWS Schema Conversion Tool (AWS SCT) to
migrate the database to Amazon RDS tor MySQL and replicate ongoing changes.

O C.

Establish a 10 Gbps dedicated AWS Direct Connect connection between the data center and
AWS. Use AWS DataSync to replicate the database to Amazon S3. Create a script to import the
data from Amazon S3 to a new Amazon RDS for MySQL database instance.

O D.

Use the company's existing internet connection. Use AWS DataSync to replicate the database
to Amazon S3. Create a script to import the data from Amazon S3 to a new Amazon RDS for
MySQL database instance.

Answer

A
Explanation

Given the large size (180 TB) of the database and the time constraint,AWS Snowball Edge
Storage Optimizedis the best solution. Snowball Edge allows for the physical transfer of
large datasets to AWS efficiently without relying on slow internet connections.AWS
DMSandSCTcan be used to perform ongoing replication of any changes made during the
migration, ensuring minimal downtime.

Option B (VPN): Using a 100 Mbps internet connection would take far too long to transfer
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180 TB.

Option C (Direct Connect): Establishing a 10 Gbps Direct Connect link might not be
feasible within the 2-week timeframe.

Option D (DataSync over internet): With the existing internet connection, DataSync would
also take too long.

AWS References:
AWS Snowball Edge

AWS DMS

Questions # 14:

A company is performing a security review of its Amazon EMR APl usage. The company's
developers use an integrated development environment (IDE) that is hosted on Amazon EC2
instances. The IDE is configured to authenticate users to AWS by using access keys. Traffic
between the company's EC2 instances and EMR cluster uses public IP addresses.

A solutions architect needs to improve the company's overall security posture. The solutions
architect needs to reduce the company's use of long-term credentials and to limit the amount
of communication that uses public IP addresses.

Which combination of steps will MOST improve the security of the company's architecture?
(Select TWO.)

Options:

O A.

Set up a gateway endpoint to the EMR cluster.

O B.

Set up interface VPC endpoints to connect to the EMR cluster.

O C.

Set up a private NAT gateway to connect to the EMR cluster.

O D.

Set up IAM roles for the developers to use to connect to the Amazon EMR API.

O E.
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Set up AWS Systems Manager Parameter Store to store access keys for each developer.

Answer

B, D

Questions # 15:

A startup company is hosting a website for its customers on an Amazon EC2 instance. The
website consists of a stateless Python application and a MySQL database. The website serves
only a small amount of traffic. The company is concerned about the reliability of the instance
and needs to migrate to a highly available architecture. The company cannot modify the
application code.

Which combination of actions should a solutions architect take to achieve high availability for
the website? (Select TWO.)

Options:

O A.

Provision an internet gateway in each Availability Zone in use.

O B.

Migrate the database to an Amazon RDS for MySQL Multi-AZ DB instance.

O C.

Migrate the database to Amazon DynamoDB. and enable DynamoDB auto scaling.
O D.

Use AWS DataSync to synchronize the database data across multiple EC2 instances.
O E.

Create an Application Load Balancer to distribute traffic to an Auto Scaling group of EC2
instances that are distributed across two Availability Zones.

Answer

B, E
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Explanation

To achieve high availability for the website, two key actions should be taken:

Amazon RDS for MySQL Multi-AZ: By migrating the database to an RDS for MySQL Multi-AZ
deployment, the database becomes highly available. Multi-AZ provides automatic failover
from the primary database to a standby replica in another Availability Zone, ensuring
database availability even in the case of an AZ failure.

Application Load Balancer and Auto Scaling: Deploying an Application Load Balancer (ALB)
in front of the EC2 instances ensures that traffic is evenly distributed across the instances.
Configuring an Auto Scaling group to run EC2 instances across multiple Availability Zones
ensures that the application remains available even if one instance or one AZ becomes
unavailable. This setup enhances fault tolerance and improves reliability.

Why Not Other Options?:

Option A (Internet Gateway per AZ): Internet Gateways are region-wide resources and do
not need to be provisioned per Availability Zone. This option does not contribute to high
availability.

Option C (DynamoDB + Auto Scaling): DynamoDB would require changes to the
application code to switch from MySQL, which is not possible per the question's
constraints.

Option D (DataSync): AWS DataSync is used for data transfer and synchronization, not for
achieving high availability for a database.

AWS References:

Amazon RDS Multi-AZ Deployments- Explanation of how Multi-AZ deployments work in
Amazon RDS.

Application Load Balancing- Details on how to configure and use ALB for distributing traffic
across multiple instances.

Questions # 16:

An ecommerce company hosts an analytics application on AWS. The company deployed the
application to one AWS Region. The application generates 300 MB of data each month. The
application stores the data in JSON format. The data must be accessible in milliseconds when
needed. The company must retain the data for 30 days. The company requires a disaster
recovery solution to back up the data.
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Options:
O A.

Deploy an Amazon OpenSearch Service cluster in the primary Region and in a second Region.
Enable OpenSearch Service cluster replication. Configure the clusters to expire data after 30
days. Modify the application to use OpenSearch Service to store the data.

O B.

Deploy an Amazon S3 bucket in the primary Region and in a second Region. Enable versioning
on both buckets. Use the Standard storage class. Configure S3 Lifecycle policies to expire
objects after 30 days. Configure S3 Cross-Region Replication from the bucket in the primary
bucket to the backup bucket.

O C.

Deploy an Amazon Aurora PostgreSQL global database. Configure cluster replication between
the primary Region and a second Region. Use a replicated cluster endpoint during outages in
the primary Region.

O D.

Deploy an Amazon RDS for PostgreSQL cluster in the same Region where the application is
deployed. Configure a read replica in a second Region as a backup.

Answer

B
Explanation

Amazon S3 is designed for durability, scalability, and millisecond access. For small
monthly data volumes (300 MB), S3 Standard is cost-effective and provides immediate
access. To meet 30-day retention, Lifecycle policies can automatically expire objects after
the required time. For disaster recovery, S3 Cross-Region Replication (CRR) copies objects
across Regions to a backup bucket, ensuring data resiliency. OpenSearch (A) is not
needed because the requirement is storage and retrieval, not indexing. Aurora or RDS
options (C, D) add unnecessary complexity and cost, as a relational database is not
required for JSON storage and millisecond retrieval. Therefore, option B provides the
simplest, most resilient, and cost-optimized solution.

[References:* Amazon S3 User Guide — Lifecycle policies, Cross-Region Replicatione AWS
Well-Architected Framework — Reliability Pillar: Data backup and disaster recovery, , ]

Questions # 17:
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A company wants to implement new security compliance requirements for its development
team to limit the use of approved Amazon Machine Images (AMls).

The company wants to provide access to only the approved operating system and software for
all its Amazon EC2 instances. The company wants the solution to have the least amount of
lead time for launching EC2 instances.

Which solution will meet these requirements?

Options:
O A.

Create a portfolio by using AWS Service Catalog that includes only EC2 instances launched
with approved AMIs. Ensure that all required software is preinstalled on the AMIs. Create the
necessary permissions for developers to use the portfolio.

O B.

Create an AMI that contains the approved operating system and software by using EC2 Image
Builder. Give developers access to that AMI to launch the EC2 instances.

O C.

Create an AMI that contains the approved operating system Tell the developers to use the
approved AMI Create an Amazon EventBridge rule to run an AWS Systems Manager script
when a new EC2 instance is launched. Configure the script to install the required software
from a repository.

O D.

Create an AWS Config rule to detect the launch of EC2 instances with an AMI that is not
approved. Associate a remediation rule to terminate those instances and launch the instances
again with the approved AMI. Use AWS Systems Manager to automatically install the approved
software on the launch of an EC2 instance.

Answer

A
Explanation

AWSService Catalogis designed to allow organizations to manage a catalog of approved
products (including AMIs) that users can deploy. By creating a portfolio that contains only
EC2 instances launched with preapproved AMIs, the company can enforce compliance with
the approved operating system and software for all EC2 instances. Service Catalog also
streamlines the process of launching EC2 instances, reducing the lead time while ensuring
that developers use only the approved configurations.
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Option B (EC2 Image Builder): While EC2 Image Builder helps in creating and managing
AMls, it doesn't provide the enforcement mechanism that Service Catalog does.

Option C (EventBridge rule and Systems Manager script): This solution is reactive and
involves more operational complexity compared to Service Catalog.

Option D (AWS Config rule): This option is reactive (it terminates non-compliant instances
after launch) and introduces additional operational overhead.

AWS References:

AWS Service Catalog

Questions # 18:

A company has a three-tier web application that processes orders from customers. The web
tier consists of Amazon EC2 instances behind an Application Load Balancer. The processing
tier consists of EC2 instances. The company decoupled the web tier and processing tier by
using Amazon Simple Queue Service (Amazon SQS). The storage layer uses Amazon
DynamoDB.

At peak times some users report order processing delays and halts. The company has noticed
that during these delays, the EC2 instances are running at 100% CPU usage, and the SQS
queue fills up. The peak times are variable and unpredictable.

The company needs to improve the performance of the application

Which solution will meet these requirements?

Options:
O A.

Use scheduled scaling for Amazon EC2 Auto Scaling to scale out the processing tier instances
for the duration of peak usage times. Use the CPU Utilization metric to determine when to
scale.

O B.

Use Amazon ElastiCache for Redis in front of the DynamoDB backend tier. Use target
utilization as a metric to determine when to scale.

O C.

Add an Amazon CloudFront distribution to cache the responses for the web tier. Use HTTP
latency as a metric to determine when to scale.

O D.
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Use an Amazon EC2 Auto Scaling target tracking policy to scale out the processing tier
instances. Use the ApproximateNumberOfMessages attribute to determine when to scale.

Answer

D
Explanation

The issue in this case is related to the processing tier, where EC2 instances are
overwhelmed at peak times, causing delays.Option D, using anAmazon EC2 Auto Scaling
target tracking policybased on theApproximateNumberOfMessagesin the SQS queue, is
the best solution.

Auto Scaling with Target Tracking:

Target tracking policiesdynamically scale out or in based on a specific metric. For this use
case, you can monitor theApproximateNumberOfMessagesin the SQS queue. When the
number of messages (orders) in the queue increases, the Auto Scaling group will scale out
more EC2 instances to handle the additional load, ensuring that the queue doesn’t build
up and cause delays.

This solution is ideal for handling variable and unpredictable peak times, as Auto Scaling
can automatically adjust based on real-time load rather than scheduled times.

Why Not the Other Options?:

Option A (Scheduled Scaling): Scheduled scaling works well for predictable peak times, but
this company experiencesunpredictable peak usage, making scheduled scaling less
effective.

Option B (ElastiCache for Redis): Adding a caching layer would help if DynamoDB were the
bottleneck, but in this case, the issue is CPU overload on EC2 instances in the processing
tier.

Option C (CloudFront): CloudFront would help cache static content from the web tier, but it
wouldn’t resolve the issue of the processing tier’'s overloaded EC2 instances.

AWS References:
Amazon EC2 Auto Scaling Target Tracking

Amazon SQS ApproximateNumberOfMessages

Questions # 19:
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A solutions architect is designing the architecture for a company website that is composed of
static content. The company's target customers are located in the United States and Europe.

Which architecture should the solutions architect recommend to MINIMIZE cost?

Options:
O A.

Store the website files on Amazon S3 in the us-east-2 Region. Use an Amazon CloudFront
distribution with the price class configured to limit the edge locations in use.

O B.

Store the website files on Amazon S3 in the us-east-2 Region. Use an Amazon CloudFront
distribution with the price class configured to maximize the use of edge locations.

O C.

Store the website files on Amazon S3 in the us-east-2 Region and the eu-west-1 Region. Use
an Amazon CloudFront geolocation routing policy to route requests to the closest Region to
the user.

O D.

Store the website files on Amazon S3 in the us-east-2 Region and the eu-west-1 Region. Use
an Amazon CloudFront distribution with an Amazon Route 53 latency routing policy to route
requests to the closest Region to the user.

Answer

A
Explanation

The question focuses on minimizing costs while serving static content to users in the US
and Europe.

Option Auses a single S3 bucket and configures CloudFront to limit edge locations,
reducing costs by using fewer edge locations while still improving performance.

Option Bmaximizes edge locations, which increases costs unnecessarily.

Options C and Dinvolve storing data in multiple regions, which increases storage and
operational costs.Thus, Option A is the most cost-effective solution.

Questions # 20:
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A company needs a secure connection between its on-premises environment and AWS. This
connection does not need high bandwidth and will handle a small amount of traffic. The
connection should be set up quickly.

What is the MOST cost-effective method to establish this type of connection?

Options:

O A.

Implement a client VPN

O B.

Implement AWS Direct Connect.

O C.

Implement a bastion host on Amazon EC2.
O D.

Implement an AWS Site-to-Site VPN connection.

Answer

D
Explanation

AWS Site-to-Site VPN: This provides a secure and encrypted connection between an on-
premises environment and AWS. It is a cost-effective solution suitable for low bandwidth
and small traffic needs.

Quick Setup:

Site-to-Site VPN can be quickly set up by configuring a virtual private gateway on the AWS
side and a customer gateway on the on-premises side.

It uses standard IPsec protocol to establish the VPN tunnel.

Cost-Effectiveness: Compared to AWS Direct Connect, which requires dedicated physical
connections and higher setup costs, a Site-to-Site VPN is less expensive and easier to
implement for smaller traffic requirements.

[References:, AWS Site-to-Site VPN, , , , , ]
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Questions # 21:

A global company is migrating its workloads from an on-premises data center to AWS. The
AWS environment includes multiple AWS accounts. IAM roles. AWS Config rules, and a VPC.

The company wants an automated process to provision new accounts on demand when the
company's business units require new accounts.

Which solution will meet these requirements with LEAST effort?

Options:
O A.

Use AWS Control Tower to set up an organization in AWS Organizations. Use AWS Control
Tower Account Factory for Terraform (AFT) to provision new AWS accounts.

O B.

Create an organization in AWS Organizations. Use the AWS CLI CreateAccount API action to
provision new AWS accounts. Organize the business units with organizational units (OUs).

O C.

Create an AWS Lambda function that uses the AWS Organizations API to create new accounts.
Invoke the Lambda function from an AWS CloudFormation template in AWS Service Catalog.

O D.

Create an organization in AWS Organizations. Use AWS Step Functions to orchestrate the
account creation process. Send account creation requests to an Amazon APl Gateway API
endpoint to invoke an AWS Lambda function that creates new accounts.

Answer

A

Questions # 22:

A company wants to restrict access to the content of its web application. The company needs
to protect the content by using authorization techniques that are available on AWS. The
company also wants to implement a serverless architecture for authorization and
authentication that has low login latency.

The solution must integrate with the web application and serve web content globally. The
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application currently has a small user base, but the company expects the application's user
base to increase

Which solution will meet these requirements?

Options:
O A.

Configure Amazon Cognito for authentication. Implement Lambda@Edge for authorization.
Configure Amazon CloudFront to serve the web application globally

O B.

Configure AWS Directory Service for Microsoft Active Directory for authentication. Implement
AWS Lambda for authorization. Use an Application Load Balancer to serve the web application
globally.

O C.

Configure Amazon Cognito for authentication. Implement AWS Lambda for authorization Use
Amazon S3 Transfer Acceleration to serve the web application globally.

O D.

Configure AWS Directory Service for Microsoft Active Directory for authentication. Implement
Lambda@Edge for authorization. Use AWS Elastic Beanstalk to serve the web application
globally.

Answer

A
Explanation

Amazon Cognitoprovides scalable, serverless authentication, andLambda@Edgeis used for
authorization, providing low-latency access control at the edge.Amazon CloudFrontserves
the web application globally with reduced latency and ensures secure access for users
around the world. This solution minimizes operational overhead while providing scalability
and security.

Option B (Directory Service): Directory Service is more suitable for enterprise use cases
involving Active Directory, not for web-based applications.

Option C (S3 Transfer Acceleration): S3 Transfer Acceleration helps with file transfers but
does not provide authorization features.

Option D (Elastic Beanstalk): Elastic Beanstalk adds unnecessary overhead when
CloudFront can handle global delivery efficiently.
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AWS References:
Amazon Cognito

Lambda@Edge

Questions # 23:

A company is developing a new application that uses a relational database to store user data
and application configurations. The company expects the application to have steady user
growth. The company expects the database usage to be variable and read-heavy, with
occasional writes.

The company wants to cost-optimize the database solution. The company wants to use an
AWS managed database solution that will provide the necessary performance.

Which solution will meet these requirements MOST cost-effectively?

Options:
O A.

Deploy the database on Amazon RDS. Use Provisioned IOPS SSD storage to ensure consistent
performance for read and write operations.

O B.

Deploy the database on Amazon Aurora Serveriess to automatically scale the database
capacity based on actual usage to accommodate the workload.

o C.

Deploy the database on Amazon DynamoDB. Use on-demand capacity mode to automatically
scale throughput to accommodate the workload.

O D.

Deploy the database on Amazon RDS Use magnetic storage and use read replicas to
accommodate the workload

Answer

B
Explanation
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Amazon Aurora Serverless is a cost-effective, on-demand, autoscaling configuration for
Amazon Aurora. It automatically adjusts the database's capacity based on the current
demand, which is ideal for workloads with variable and unpredictable usage patterns.
Since the application is expected to be read-heavy with occasional writes and steady
growth, Aurora Serverless can provide the necessary performance without requiring the
management of database instances.

Cost-Optimization: Aurora Serverless only charges for the database capacity you use,
making it a more cost-effective solution compared to always running provisioned database
instances, especially for workloads with fluctuating demand.

Scalability: It automatically scales database capacity up or down based on actual usage,
ensuring that you always have the right amount of resources available.

Performance: Aurora Serverless is built on the same underlying storage as Amazon Aurora,
providing high performance and availability.

Why Not Other Options?:

Option A (RDS with Provisioned IOPS SSD): While Provisioned IOPS SSD ensures consistent
performance, it is generally more expensive and less flexible compared to the autoscaling
nature of Aurora Serverless.

Option C (DynamoDB with On-Demand Capacity): DynamoDB is a NoSQL database and
may not be the best fit for applications requiring relational database features.

Option D (RDS with Magnetic Storage and Read Replicas): Magnetic storage is outdated
and generally slower. While read replicas help with read-heavy workloads, the overall
performance might not be optimal, and magnetic storage doesn’t provide the necessary
performance.

AWS References:

Amazon Aurora Serverless- Information on how Aurora Serverless works and its use cases.

Amazon Aurora Pricing- Details on the cost-effectiveness of Aurora Serverless.

Questions # 24:

A company is developing a photo-hosting application in the us-east-1 Region. The application
gives users across multiple countries the ability to upload and view photos. Some photos are
heavily viewed for months, while other photos are viewed for less than a week. The application
allows users to upload photos that are up to 20 MB in size. The application uses photo
metadata to determine which photos to display to each user.

The company needs a cost-effective storage solution to support the application.
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Options:

O A.

Store the photos in Amazon DynamoDB. Turn on DynamoDB Accelerator (DAX).
O B.

Store the photos in the Amazon S3 Intelligent-Tiering storage class. Store the photo metadata
and the S3 location URLs in Amazon DynamoDB.

O C.

Store the photos in the Amazon S3 Standard storage class. Set up an S3 Lifecycle policy to
move photos older than 30 days to the S3 Standard-Infrequent Access (S3 Standard-1A)
storage class. Use object tags to keep track of metadata.

O D.

Store the photos in an Amazon DynamoDB table. Use the DynamoDB Standard-Infrequent
Access (DynamoDB Standard-IA) storage class. Store the photo metadata in Amazon
ElastiCache.

Answer

B
Explanation

Amazon S3 Intelligent-Tiering automatically moves objects between frequent and
infrequent access tiers based on access patterns, which minimizes cost without
performance impact. Storing photo metadata in Amazon DynamoDB provides fast and
scalable lookup by user or tag.

From AWS Documentation:

“The S3 Intelligent-Tiering storage class automatically optimizes storage costs by moving
data between frequent and infrequent access tiers when access patterns change.”

(Source: Amazon S3 User Guide - Intelligent-Tiering)
Why B is correct:

S3 Intelligent-Tiering optimizes storage automatically for cost without lifecycle
management overhead.

DynamoDB stores small metadata items and S3 URLs, enabling efficient queries and photo
lookups.

This architecture scales globally, integrates seamlessly with applications, and minimizes
operational cost.
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Why other options are incorrect:
A & D: DynamoDB is not intended for storing binary objects like images.
C: Lifecycle rules are static and don’t adapt dynamically to unpredictable access patterns.

[References:, Amazon S3 User Guide - “Storage Classes and Intelligent-Tiering”, AWS
Well-Architected Framework - Cost Optimization Pillar, AWS Developer Guide - “Building
Serverless Image Hosting with S3 and DynamoDB”, , , ]

Questions # 25:

A company wants to migrate its accounting system from an on-premises data center to the
AWS Cloud in a single AWS Region. Data security and an immutable audit log are the top
priorities. The company must monitor all AWS activities for compliance auditing. The company
has enabled AWS CloudTrail but wants to make sure it meets these requirements.

Which actions should a solutions architect take to protect and secure CloudTrail? (Select
TWO.)

Options:

O A.

Enable CloudTrail log file validation.

O B.

Install the CloudTrail Processing Library.

O C.

Enable logging of Insights events in CloudTrail.

O D.

Enable custom logging from the on-premises resources.
O E.

Create an AWS Config rule to monitor whether CloudTrail is configured to use server-side
encryption with AWS KMS managed encryption keys (SSE-KMS).

Answer

A E
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Explanation

CloudTrail log file validation ensures that the log files have not been altered or deleted
after delivery, providing an immutable audit log. Using KMS-managed encryption keys for
CloudTrail log files adds another layer of data security, and AWS Config can monitor
compliance to ensure this security is always enforced.

Reference Extract:

"CloudTrail log file validation provides assurance about the integrity of CloudTrail logs.
Using SSE-KMS encryption and monitoring with AWS Config helps secure and audit logs for
compliance."

Source: AWS Certified Solutions Architect - Official Study Guide, CloudTrail Security
section.

Questions # 26:

An online education platform experiences lag and buffering during peak usage hours, when
thousands of students access video lessons concurrently. A solutions architect needs to
improve the performance of the education platform.

The platform needs to handle unpredictable traffic surges without losing responsiveness. The
platform must provide smooth video playback performance at all times. The platform must
create multiple copies of each video lesson and store the copies in various bitrates to serve
users who have different internet speeds. The smallest video size is 7 GB.

Which solution will meet these requirements MOST cost-effectively?

Options:
O A.

Use Amazon ElastiCache to cache videos in all the required bitrates. Use AWS Lambda
functions to process the videos and to convert the videos to the required bitrates.

O B.

Create an Auto Scaling group that includes Amazon EC2 instances that are sized to meet peak
loads. Use the Auto Scaling group to serve videos. Use the Auto Scaling group to convert the
videos to the required bitrates.

o C.

Store a copy of every video in every required bitrate in an Amazon S3 bucket. Use a single
Amazon EC2 instance to serve the videos.
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O D.

Use Amazon Kinesis Video Streams to store and serve the videos. Use AWS Lambda functions
to process the videos and to convert the videos to the required bitrates.

Answer

C
Explanation

The most cost-effective solution for serving video content with different bitrates is to store
multiple versions of each video inAmazon S3. S3 provides scalable and cost-effective
storage for largemedia files. Serving the videos from a single Amazon EC2 instance
ensures low-latency delivery, and S3 storage helps minimize costs.

Option A (ElastiCache): Caching large video files in memory would be prohibitively
expensive and unnecessary.

Option B (Auto Scaling group): Using Auto Scaling groups to serve video is less cost-
effective compared to leveraging S3 for static storage.

Option D (Kinesis Video Streams): Kinesis Video Streams is designed for real-time video
streaming and is not suitable for storing and serving pre-recorded videos.

AWS References:

Amazon S3 for Media Storage
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