# CertsMania

Free Questions for SAA-C03

Shared by Carol on Dec 2, 2025

For More Free Questions and Preparation Resources

Check the Links on Last Page

Page 1 of 16



Questions # 1:

An online food delivery company wants to optimize its storage costs. The company has been
collecting operational data for the last 10 years in a data lake that was built on Amazon S3 by
using a Standard storage class. The company does not keep data that is older than 7 years. A
solutions architect frequently uses data from the past 6 months for reporting and runs queries
on data from the last 2 years about once a month. Data that is more than 2 years old is rarely
accessed and is only used for audit purposes.

Which combination of solutions will optimize the company's storage costs? (Select TWO.)

Options:
O A.

Create an S3 Lifecycle configuration rule to transition data that is older than 6 months to the
S3 Standard-Infrequent Access (S3 Standard-IA) storage class. Create another S3 Lifecycle
configuration rule to transition data that is older than 2 years to the S3 Glacier Deep Archive
storage class.

O B.

Create an S3 Lifecycle configuration rule to transition data that is older than 6 months to the
S3 One Zone-Infrequent Access (S3 One Zone-lA) storage class. Create another S3 Lifecycle
configuration rule to transition data that is older than 2 years to the S3 Glacier Flexible
Retrieval storage class.

o C.

Use the S3 Intelligent-Tiering storage class to store data instead of the S3 Standard storage
class.

O D.
Create an S3 Lifecycle expiration rule to delete data that is older than 7 years.
O E.

Create an S3 Lifecycle configuration rule to transition data that is older than 7 years to the S3
Glacier Deep Archive storage class.

Answer

A, D
Explanation

To optimize costs for long-term data storage, AWS recommends using S3 Lifecycle policies
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to automate transitions across storage classes and ultimately expire old data.

S3 Standard-IA is suited for data that is accessed less frequently but requires millisecond
retrieval times. It is ideal for 6-month-old data still used in monthly reports.

S3 Glacier Deep Archive is the lowest-cost option, designed for data accessed once or
twice a year, such as regulatory audits — perfect for 2+ year-old data.

Lifecycle expiration rules allow S3 to automatically delete objects older than 7 years,
aligning with the business retention policy.

These transitions are cost-effective and fully automated, aligning with the Cost
Optimization pillar in the AWS Well-Architected Framework.

?7?? Reference:

S3 Storage Class Comparison

Lifecycle Management

Questions # 2:

A company runs several applications on Amazon EC2 instances. The company stores
configuration files in an Amazon S3 bucket.

A solutions architect must provide the company's applications with access to the configuration
files. The solutions architect must follow AWS best practices for security.

Which solution will meet these requirements?

Options:

O A.

Use the AWS account root user access keys.

O B.

Use the AWS access key ID and the EC2 secret access key.

O C.

Use an IAM role to grant the necessary permissions to the applications.
O D.

Activate multi-factor authentication (MFA) and versioning on the S3 bucket.
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Answer

C
Explanation

The best security practice when providing EC2 instances access to AWS services (like S3)
is to use an IAM role with an instance profile. This avoids hardcoding secrets and enables
automatic credential rotation.

“We strongly recommend that you use IAM roles for applications that run on Amazon EC2
instances to securely access AWS services.”

— IAM Roles for Amazon EC2

Benefits:

No manual credentials

Temporary and automatically rotated keys

Least privilege access via IAM policies

Incorrect Options:

A: Root user access is not to be used for programmatic access.

B: Storing secret keys is insecure and discouraged.

D: MFA/versioning improves object protection, not access control.

[References:, Best Practices for IAM, Using IAM Roles with EC2, , , ]

Questions # 3:

A company runs an application on Microsoft SQL Server databases in an on-premises data
center. The company wants to migrate to AWS and optimize costs for its infrastructure on
AWS.

Which solution will meet these requirements?

Options:
O A.

Migrate the databases to Amazon EC2 instances that use SQL Server Amazon Machine Images
(AMIs) provided by AWS.
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O B.

Migrate to Amazon Aurora PostgreSQL by using Babelfish for Aurora PostgreSQL.

O C.

Migrate the databases to a PostgreSQL database that runs on Amazon EC2 instances.

O D.

Migrate the databases to Amazon RDS for Microsoft SQL Server.

Answer

B
Explanation

Amazon Aurora PostgreSQL with Babelfish allows SQL Server applications to run directly
on Aurora PostgreSQL with minimal code changes. Babelfish adds a SQL Server-
compatible endpoint, significantly lowering costs compared to running licensed SQL Server
instances on RDS or EC2.

AWS Documentation Extract:

“Babelfish for Aurora PostgreSQL enables Aurora to understand T-SQL and SQL Server wire
protocol, allowing you to run SQL Server applications on Amazon Aurora PostgreSQL with
lower costs.”

(Source: Babelfish for Aurora PostgreSQL documentation)
A, D: SQL Server on EC2 or RDS incurs high Microsoft licensing costs.
C: Plain PostgreSQL would require more code refactoring than Babelfish.

[Reference: AWS Certified Solutions Architect - Official Study Guide, Babelfish and Cost
Optimization., , ]

Questions # 4:

A company wants to design a microservices architecture for an application. Each microservice
must perform operations that can be completed within 30 seconds.

The microservices need to expose RESTful APls and must automatically scale in response to
varying loads. The APIs must also provide client access control and rate limiting to maintain
equitable usage and service availability.

Which solution will meet these requirements with the LEAST operational overhead?
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Options:
O A.

Use Amazon Elastic Container Service (Amazon ECS) on Amazon EC2 to host each
microservice. Use Amazon APl Gateway to manage the RESTful API requests.

O B.

Deploy each microservice as a set of AWS Lambda functions. Use Amazon APl Gateway to
manage the RESTful APl requests.

O C.

Host each microservice on Amazon EC2 instances in Auto Scaling groups behind an Elastic
Load Balancing (ELB) load balancer. Use the ELB to manage the RESTful API requests.

O D.

Deploy each microservice on Amazon Elastic Beanstalk. Use Amazon CloudFront to manage
the RESTful API requests.

Answer

C

Questions # 5:

A company has set up hybrid connectivity between an on-premises data center and AWS by
using AWS Site-to-Site VPN. The company is migrating a workload to AWS.

The company sets up a VPC that has two public subnets and two private subnets. The
company wants to monitor the total packet loss and round-trip-time (RTT) between the data
center and AWS.

Which solution will meet these requirements with the LEAST operational overhead?

Options:
O A.

Use Amazon CloudWatch Network Monitor to set up Internet Control Message Protocol (ICMP)
probe monitoring from each subnet to the on-premises destination.

O B.

Create an Amazon EC2 instance in each subnet. Create a scheduled job to send Internet
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Control Message Protocol (ICMP) packets to the on-premises destination.
O C.

Create an AWS Lambda function in each subnet. Write a script to perform Internet Control
Message Protocol (ICMP) connectivity checks.

O D.

Create an AWS Batch job in each subnet. Write a script to perform Internet Control Message
Protocol (ICMP) connectivity checks.

Answer

A
Explanation

The requirement is to monitor network metrics such as total packet loss and round-trip
time (RTT) between on-premises and AWS over Site-to-Site VPN with minimal operational
overhead. AWS CloudWatch Network Monitor (formerly known as VPC Network Manager)
provides a managed solution to monitor connectivity, including packet loss and latency,
between AWS and on-premises networks. This solution does not require managing any
additional infrastructure like EC2 instances or Lambda functions and thus reduces
operational overhead significantly.

CloudWatch Network Monitor leverages AWS-managed probes and integrates natively with
CloudWatch dashboards and alarms, enabling automated, centralized monitoring of
network health. This aligns with the AWS Well-Architected Framework’s operational
excellence pillar by minimizing manual intervention and enabling proactive detection of
network issues.

Option B, C, and D involve creating custom probes with EC2, Lambda, or Batch jobs, which
increases complexity, cost, and maintenance effort. They also require scheduling, script
management, and additional monitoring infrastructure.

[References:, AWS Well-Architected Framework — Operational Excellence Pillar
(https://d1.awsstatic.com/whitepapers/architecture/AWS_Well-Architected Framework.pdf)
, Amazon CloudWatch Network Monitor
(https://docs.aws.amazon.com/vpc/latest/networkmanager/monitor.html), AWS Site-to-Site
VPN Monitoring
(https://docs.aws.amazon.com/vpn/latest/s2svpn/monitoring-cloudwatch.html), , , ]

Questions # 6:

A company runs a Microsoft Windows SMB file share on-premises to support an application.
The company wants to migrate the application to AWS. The company wants to share storage
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across multiple Amazon EC2 instances.

Which solutions will meet these requirements with the LEAST operational overhead? (Select
TWO.)

Options:

O A.

Create an Amazon Elastic File System (Amazon EFS) file system with elastic throughput.

O B.

Create an Amazon FSx for NetApp ONTAP file system.

O C.

Use Amazon Elastic Block Store (Amazon EBS) to create a self-managed Windows file share on
the instances.

O D.
Create an Amazon FSx for Windows File Server file system.
O E.

Create an Amazon FSx for OpenZFS file system.

Answer

A D

Explanation

A. Amazon EFS:Provides a scalable, shared file storage solution with minimal operational

overhead. It's ideal for Linux-based workloads.

B. Amazon FSx for NetApp ONTAP:More suited for workloads requiring NetApp-specific
features.

C. Amazon EBS:Requires manual management of file shares, which increases operational
overhead.

D. Amazon FSx for Windows File Server:Best suited for Windows SMB workloads with low
operational overhead.

E. Amazon FSx for OpenZFS:Better for Linux and Unix-based workloads.

[References:Amazon EFS,Amazon FSx, , , , ]
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Questions # 7:

A company runs an on-premises application on a Kubernetes cluster. The company recently
added millions of new customers. The company's existing on-premises infrastructure is unable
to handle the large number of new customers. The company needs to migrate the on-premises
application to the AWS Cloud.

The company will migrate to an Amazon Elastic Kubernetes Service (Amazon EKS) cluster. The
company does not want to manage the underlying compute infrastructure for the new
architecture on AWS.

Which solution will meet these requirements with the LEAST operational overhead?

Options:
O A.

Use a self-managed node to supply compute capacity. Deploy the application to the new EKS
cluster.

O B.

Use managed node groups to supply compute capacity. Deploy the application to the new EKS
cluster.

O C.

Use AWS Fargate to supply compute capacity. Create a Fargate profile. Use the Fargate profile
to deploy the application.

O D.

Use managed node groups with Karpenter to supply compute capacity. Deploy the application
to the new EKS cluster.

Answer

C
Explanation

AWS Fargate is a serverless compute engine for containers that works with Amazon EKS.
With Fargate, you do not need to provision or manage EC2 instances or clusters. You
simply define and deploy your pods, and Fargate automatically launches the required
compute resources. This results in the lowest operational overhead because AWS
manages the infrastructure. Fargate profiles allow you to specify which pods run on
Fargate.
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AWS Documentation Extract:

“AWS Fargate is a serverless, pay-as-you-go compute engine that lets you focus on
building applications without managing servers. With Amazon EKS and Fargate, you only
need to define your application’s pods; Fargate provisions and manages the required
compute resources for you.”

(Source: Amazon EKS documentation, AWS Fargate integration)
Other options:
A: Self-managed nodes require you to manage EC2 instances.

B: Managed node groups reduce some overhead, but you are still responsible for patching
and managing the EC2 instances.

D: Managed node groups with Karpenter automate scaling but do not remove the need to
manage underlying instances.

[Reference: AWS Certified Solutions Architect - Official Study Guide, EKS and Fargate
Section., , ]

Questions # 8:

A company needs to design a hybrid network architecture The company's workloads are
currently stored in the AWS Cloud and in on-premises data centers The workloads require
single-digit latencies to communicate The company uses an AWS Transit Gateway transit
gateway to connect multiple VPCs

Which combination of steps will meet these requirements MOST cost-effectively? (Select
TWO.)

Options:

O A.

Establish an AWS Site-to-Site VPN connection to each VPC.

O B.

Associate an AWS Direct Connect gateway with the transit gateway that is attached to the
VPCs.

O C.
Establish an AWS Site-to-Site VPN connection to an AWS Direct Connect gateway.

O D.
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Establish an AWS Direct Connect connection. Create a transit virtual interface (VIF) to a Direct
Connect gateway.

O E.

Associate AWS Site-to-Site VPN connections with the transit gateway that is attached to the
VPCs

Answer

B, D

Explanation

AWS Direct Connect: Provides a dedicated network connection from your on-premises data
center to AWS, ensuring low latency and consistent network performance.

Direct Connect Gateway Association:

Direct Connect Gateway: Acts as a global network transit hub to connect VPCs across
different AWS regions.

Association with Transit Gateway: Enables communication between on-premises data
centers and multiple VPCs connected to the transit gateway.

Transit Virtual Interface (VIF):

Create Transit VIF: To connect Direct Connect with a transit gateway.

Setup Steps:

Establish a Direct Connect connection.

Create a transit VIF to the Direct Connect gateway.

Associate the Direct Connect gateway with the transit gateway attached to the VPCs.

Cost Efficiency: This combination avoids the recurring costs and potential performance
variability of VPN connections, providing a robust, low-latency hybrid network solution.

[References:, AWS Direct Connect, Transit Gateway and Direct Connect Gateway, , ,,,, ]

Questions # 9:

A company is developing a latency-sensitive application. Part of the application includes
several AWS Lambda functions that need to initialize as quickly as possible. The Lambda
functions are written in Java and contain initialization code outside the handlers to load
libraries, initialize classes, and generate unique IDs.
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Which solution will meet the startup performance requirement MOST cost-effectively?

Options:
O A.

Move all the initialization code to the handlers for each Lambda function. Activate Lambda
SnapStart for each Lambda function. Configure SnapStart to reference the $LATEST version of
each Lambda function.

O B.

Publish a version of each Lambda function. Create an alias for each Lambda function.
Configure each alias to point to its corresponding version. Set up provisioned concurrency
configuration for each Lambda function to point to the corresponding alias.

O C.

Publish a version of each Lambda function. Set up a provisioned concurrency configuration for
each Lambda function to point to the corresponding version. Activate Lambda SnapStart for
the published versions of the Lambda functions.

O D.

Update the Lambda functions to add a pre-snapshot hook. Move the code that generates
unique IDs into the handlers. Publish a version of each Lambda function. Activate Lambda
SnapStart for the published versions of the Lambda functions.

Answer

D
Explanation

Same scenario as above—cost-effective cold start reduction for Java Lambdas is best
achieved by using Lambda SnapStart with the correct code structure. Unique IDs and
similar non-deterministic logic should be in the handler or in a pre-snapshot hook.
SnapStart is supported only for published versions. This combination offers cold start
performance at a lower cost than provisioned concurrency.

AWS Documentation Extract:

"When using Lambda SnapStart for Java, ensure non-deterministic initialization code, such
as unique ID generators, is executed inside the handler or in a pre-snapshot hook.
SnapStart is supported only on published versions."

(Source: AWS Lambda documentation, SnapStart for Java)

[Reference: AWS Certified Solutions Architect - Official Study Guide, Lambda Performance
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‘ Section., , ] ’

Questions # 10:

A company's expense tracking application gives users the ability to upload images of receipts.
The application analyzes the receipts to extract information and stores the raw images in
Amazon S3. The application is written in Java and runs on Amazon EC2 On-Demand Instances
in an Auto Scaling group behind an Application Load Balancer.

The compute costs and storage costs have increased with the popularity of the application.

Which solution will provide the MOST cost savings without affecting application performance?

Options:
O A.

Purchase a Compute Savings Plan for the maximum number of necessary EC2 instances. Store
the uploaded files in Amazon Elastic File System (Amazon EFS).

O B.

Decrease the minimum number of EC2 instances in the Auto Scaling group. Use On-Demand
Instances for peak scaling. Store the uploaded files in Amazon Elastic File System (Amazon
EFS).

O C.

Decrease the maximum number of EC2 instances in the Auto Scaling group. Set up S3
Lifecycle policies to archive the raw images to lower-cost storage tiers after 30 days.

O D.

Purchase a Compute Savings Plan for the minimum number of necessary EC2 instances. Use
On-Demand Instances for peak scaling. Set up S3 Lifecycle policies to archive the raw images
to lower-cost storage tiers after 30 days.

Answer

D
Explanation

Purchasing a Compute Savings Plan for the minimum baseline usage ensures cost savings.
Using On-Demand Instances for peak times ensures flexibility without over-provisioning.
S3 Lifecycle policies enable automatic transition of objects to lower-cost storage classes
such as S3 Glacier orS3 Intelligent-Tiering, further reducing storage costs.
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‘ [Reference: AWS Documentation - Savings Plans and S3 Lifecycle Management, , , , ] ’

Questions # 11:

A company runs a web application that uses Amazon RDS for MySQL to store relational data.
Data in the database does not change frequently.

A solutions architect notices that during peak usage times, the database has performance
issues when it serves the data. The company wants to improve the performance of the
database.

Which combination of steps will meet these requirements? (Select TWO.)

Options:

O A.

Integrate AWS WAF with the application.

O B.

Create a read replica for the database. Redirect read traffic to the read replica.
O C.

Create an Amazon ElastiCache (Memcached) cluster. Configure the application and the
database to integrate with the cluster.

O D.

Use the Amazon S3 One Zone-Infrequent Access (S3 One Zone-IA) storage class to store the
data that changes infrequently.

O E.

Migrate the database to Amazon DynamoDB. Configure the application to use the DynamoDB
database.

Answer

B, C

Explanation

To improve read performance for a MySQL-based RDS database under load, you can:

Use Read Replicas: Amazon RDS supports MySQL read replicas, which help offload read
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operations from the primary database, improving performance during high traffic.

Use ElastiCache (Memcached): Adding an in-memory cache layer using Amazon
ElastiCache reduces the load on the RDS instance by serving frequent queries directly
from memory, especially when data is not updated often.

Option A (AWS WAF) is for web security, not database performance. Option D relates to
storage optimization, not query latency. Option E would require re-architecting from
relational to NoSQL, which is unnecessary and disruptive.
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