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Questions # 1:

A company is migrating mobile banking applications to run on Amazon EC2 instances in a VPC.
Backend service applications run in an on-premises data center. The data center has an AWS
Direct Connect connection into AWS. The applications that run in the VPC need to resolve DNS
requests to an on-premises Active Directory domain that runs in the data center.

Which solution will meet these requirements with the LEAST administrative overhead?

Options:
O A.

Provision a set of EC2 instances across two Availability Zones in the VPC as caching DNS
servers to resolve DNS queries from the application servers within the VPC.

O B.

Provision an Amazon Route 53 private hosted zone. Configure NS records that point to on-
premises DNS servers.

o C.

Create DNS endpoints by using Amazon Route 53 Resolver. Add conditional forwarding rules to
resolve DNS namespaces between the on-premises data center and the VPC.

O D.

Provision a new Active Directory domain controller in the VPC with a bidirectional trust
between this new domain and the on-premises Active Directory domain.

Answer

C
Explanation

Amazon Route 53 Resolver endpoints allow you to integrate DNS between AWS and on-
premises environments easily. By creating inbound and outbound resolver endpoints, you
can configure conditional forwarding rules so that DNS queries for your on-premises AD
domain are forwarded to the on-premises DNS servers. This approach is fully managed,
scales automatically, and requires the least administrative overhead.

AWS Documentation Extract:

" Route 53 Resolver provides DNS resolution between AWS and on-premises
environments, using endpoints and forwarding rules to manage DNS query routing
seamlessly. "
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(Source: Route 53 Resolver documentation)
A, D: Require provisioning, managing, and patching EC2 servers or domain controllers.
B: NS records in a private hosted zone do not provide true DNS forwarding.

[Reference: AWS Certified Solutions Architect - Official Study Guide, Hybrid DNS
Integration., , , ]

Questions # 2:

A company is creating an application. The company stores data from tests of the application in
multiple on-premises locations.

The company needs to connect the on-premises locations to VPCs in an AWS Region in the
AWS Cloud. The number of accounts and VPCs will increase during the next year. The network
architecture must simplify the administration of new connections and must provide the ability
to scale.

Which solution will meet these requirements with the LEAST administrative overhead?

Options:
O A.

Create a peering connection between the VPCs. Create a VPN connection between the VPCs
and the on-premises locations.

O B.

Launch an Amazon EC2 instance. On the instance, include VPN software that uses a VPN
connection to connect all VPCs and on-premises locations.

O C.

Create a transit gateway. Create VPC attachments for the VPC connections. Create
VPNattachments for the on-premises connections.

O D.

Create an AWS Direct Connect connection between the on-premises locations and a central
VPC. Connect the central VPC to other VPCs by using peering connections.

Answer
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Explanation

AWS Transit Gateway simplifies network connectivity by acting as a hub that can connect
VPCs and on-premises networks through VPN or Direct Connect. It provides scalability and
reduces administrative overhead by eliminating the need to manage complex peering
relationships as the number of accounts and VPCs grows.

[Reference: AWS Documentation - Transit Gateway, = ============,, , |

Questions # 3:

A company has a web application that uses several web servers that run on Amazon EC2
instances. The instances use a shared Amazon RDS for MySQL database.

The company requires a secure method to store database credentials. The credentials must be
automatically rotated every 30 days without affecting application availability.

Which solution will meet these requirements?

Options:
O A.

Store database credentials in AWS Secrets Manager. Create an AWS Lambda function to
automatically rotate the credentials. Use Amazon EventBridge to run the Lambda function on
a schedule. Grant the necessary IAM permissions to allow the web servers to access Secrets
Manager.

O B.

Store database credentials in AWS Systems Manager OpsCenter. Grant the necessary IAM
permissions to allow the web servers to access OpsCenter.

O C.

Store database credentials in an Amazon S3 bucket. Create an AWS Lambda function to
automatically rotate the credentials. Use Amazon EventBridge to run the Lambda function on
a schedule. Grant the necessary IAM permissions to allow the web servers to retrieve
credentials from the S3 bucket.

O D.

Store the credentials in a local file on each of the web servers. Use an AWS KMS key to encrypt
the credentials. Create a cron job on each server to rotate the credentials every 30 days.
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Answer

A
Explanation

AWS Secrets Manager is a fully managed service specifically designed to securely store
and automatically rotate database credentials, API keys, and other secrets. Secrets
Manager provides built-in integration with Amazon RDS for automatic credential rotation
on a configurable schedule without requiring downtime. It also manages the secure
distribution of the credentials to authorized services, such as your web servers, using |IAM
policies. Manual solutions (S3, files, cron jobs) do not provide the same level of
automation, audit, or security.

Reference Extract from AWS Documentation / Study Guide:

" AWS Secrets Manager enables you to rotate, manage, and retrieve database credentials
securely. It supports automatic rotation of secrets for supported AWS databases without
requiring application downtime. "

Source: AWS Certified Solutions Architect - Official Study Guide, Security and Secrets
Management section.

Questions # 4:

The DNS provider that hosts a company ' s domain name records is experiencing outages that
cause service disruption for a website running on AWS. The company needs to migrate to a
more resilient managed DNS service and wants the service to run on AWS.

What should a solutions architect do to rapidly migrate the DNS hosting service?

Options:
O A.

Create an Amazon Route 53 public hosted zone for the domain name. Import the zone file
containing the domain records hosted by the previous provider.

O B.

Create an Amazon Route 53 private hosted zone for the domain name. Import the zone file
containing the domain records hosted by the previous provider.

O C.

Create a Simple AD directory in AWS. Enable zone transfer between the DNS provider and
AWS Directory Service for Microsoft Active Directory for the domain records.

Page 5 of 98



O D.

Create an Amazon Route 53 Resolver inbound endpoint in the VPC. Specify the IP addresses
that the provider ' s DNS will forward DNS queries to. Configure the provider ' s DNS to forward
DNS queries for the domain to the IP addresses that are specified in the inbound endpoint.

Answer

A
Explanation

Amazon Route 53 is a highly available and scalable authoritative DNS service. To move a
public domain, you create a public hosted zone, import or recreate the zone records, and
then update the registrar to use the Route 53 name servers assigned to the zone. Route
53 is globally distributed and designed for rapid propagation and resilience, and supports
features such as health checks and routing policies. A private hosted zone (Option B) is
resolvable only by VPCs that are associated with it and is not for public internet DNS.
Directory Service and zone transfers (Option C) are unrelated to Route 53 public DNS
hosting. Route 53 Resolver inbound endpoints (Option D) provide hybrid DNS forwarding
for VPC workloads, not authoritative public hosting. Therefore, the fastest AWS-native
migration path to a resilient managed DNS is to create a Route 53 public hosted zone and
import the existing zone file.

[References: Amazon Route 53 Developer Guide — “Public hosted zones,” “Migrating DNS
to Amazon Route 53,” “Updating domain registrar with Route 53 name servers”; AWS
Well-Architected — Reliability (use managed, highly available DNS)., , , , ]

Questions # 5:

A telemarketing company is designing its customer call center functionality on AWS. The
company needs a solution that provides multiple speaker recognition and generates transcript
files. The company wants to query the transcript files to analyze the business patterns.

Which solution will meet these requirements?

Options:
O A.

Use Amazon Rekognition for multiple speaker recognition. Store the transcript files in Amazon
S3. Use machine learning (ML) models to analyze the transcript files.

O B.

Use Amazon Transcribe for multiple speaker recognition. Use Amazon Athena to analyze the
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transcript files.

o C.

Use Amazon Translate for multiple speaker recognition. Store the transcript files in Amazon
Redshift. Use SQL queries to analyze the transcript files.

O D.

Use Amazon Rekognition for multiple speaker recognition. Store the transcript files in Amazon
S3. Use Amazon Textract to analyze the transcript files.

Answer

B
Explanation

Amazon Transcribe supports automatic speech recognition (ASR) with speaker diarization
(i.e., multiple speaker identification). The transcripts can be stored in Amazon S3 and
queried using Amazon Athena, which provides a serverless, pay-as-you-go interactive
querying model.

[Reference: AWS Documentation - Amazon Transcribe + Amazon Athena for Speech-to-
Insights Pipelines, =============, , , ]

Questions # 6:

A startup company is hosting a website for its customers on an Amazon EC2 instance. The
website consists of a stateless Python application and a MySQL database. The website serves
only a small amount of traffic. The company is concerned about the reliability of the instance
and needs to migrate to a highly available architecture. The company cannot modify the
application code.

Which combination of actions should a solutions architect take to achieve high availability for
the website? (Select TWO.)

Options:
O A.

Provision an internet gateway in each Availability Zone in use.

O B.

Migrate the database to an Amazon RDS for MySQL Multi-AZ DB instance.
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O C.

Migrate the database to Amazon DynamoDB. and enable DynamoDB auto scaling.
O D.

Use AWS DataSync to synchronize the database data across multiple EC2 instances.
O E.

Create an Application Load Balancer to distribute traffic to an Auto Scaling group of EC2
instances that are distributed across two Availability Zones.

Answer

B, E
Explanation

To achieve high availability for the website, two key actions should be taken:

Amazon RDS for MySQL Multi-AZ: By migrating the database to an RDS for MySQL Multi-AZ
deployment, the database becomes highly available. Multi-AZ provides automatic failover
from the primary database to a standby replica in another Availability Zone, ensuring
database availability even in the case of an AZ failure.

Application Load Balancer and Auto Scaling: Deploying an Application Load Balancer (ALB)
in front of the EC2 instances ensures that traffic is evenly distributed across the instances.
Configuring an Auto Scaling group to run EC2 instances across multiple Availability Zones
ensures that the application remains available even if one instance or one AZ becomes
unavailable. This setup enhances fault tolerance and improves reliability.

Why Not Other Options?:

Option A (Internet Gateway per AZ): Internet Gateways are region-wide resources and do
not need to be provisioned per Availability Zone. This option does not contribute to high
availability.

Option C (DynamoDB + Auto Scaling): DynamoDB would require changes to the
application code to switch from MySQL, which is not possible per the question 's
constraints.

Option D (DataSync): AWS DataSync is used for data transfer and synchronization, not for
achieving high availability for a database.

AWS References:

Amazon RDS Multi-AZ Deployments- Explanation of how Multi-AZ deployments work in
Amazon RDS.
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Application Load Balancing- Details on how to configure and use ALB for distributing traffic
across multiple instances.

Questions # 7:

A company is planning to deploy its application on an Amazon Aurora PostgreSQL Serverless
v2 cluster. The application will receive large amounts of traffic. The company wants to
optimize the storage performance of the cluster as the load on the application increases

Which solution will meet these requirements MOST cost-effectively?

Options:
O A.

Configure the cluster to use the Aurora Standard storage configuration.

O B.

Configure the cluster storage type as Provisioned IOPS.
O C.

Configure the cluster storage type as General Purpose.

O D.

Configure the cluster to use the Aurora I/O-Optimized storage configuration.

Answer

D
Explanation

Aurora I/0-Optimized: This storage configuration is designed to provide consistent high
performance for Aurora databases. It automatically scales IOPS as the workload increases,
without needing to provision IOPS separately.

Cost-Effectiveness: With Aurora 1/0-Optimized, you only pay for the storage and 1/O you
use, making it a cost-effective solution for applications with varying and unpredictable 1/0
demands.

Implementation:

During the creation of the Aurora PostgreSQL Serverless v2 cluster, select the 1/0O-
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Optimized storage configuration.

The storage system will automatically handle scaling and performance optimization based
on the application load.

Operational Efficiency: This configuration reduces the need for manual tuning and ensures
optimal performance without additional administrative overhead.

[References:, Amazon Aurora I/O-Optimized, , ,,,, ]

Questions # 8:

A healthcare company is developing an AWS Lambda function that publishes notifications to
an encrypted Amazon Simple Notification Service (Amazon SNS) topic. The notifications
contain protected health information (PHI).

The SNS topic uses AWS Key Management Service (AWS KMS) customer-managed keys for
encryption. The company must ensure that the application has the necessary permissions to
publish messages securely to the SNS topic.

Which combination of steps will meet these requirements? (Select THREE.)

Options:
O A.

Create a resource policy for the SNS topic that allows the Lambda function to publish
messages to the topic.

O B.

Use server-side encryption with AWS KMS keys (SSE-KMS) for the SNS topic instead of
customer-managed keys.

O C.

Create a resource policy for the encryption key that the SNS topic uses that has the necessary
AWS KMS permissions.

O D.

Specify the Lambda function ' s Amazon Resource Name (ARN) in the SNS topic's
resourcepolicy.

O E.

Associate an Amazon API Gateway HTTP API with the SNS topic to control access to the topic
by using APl Gateway resource policies.
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O F.

Configure a Lambda execution role that has the necessary IAM permissions to use a customer-
managed key in AWS KMS.

Answer

A CF

Explanation

To securely publish messages to an encrypted Amazon SNS topic, the following steps are

required:

A. Resource policy for SNS topic:Ensures that the Lambda function is explicitly allowed to
publish messages to the topic.

C. Resource policy for KMS key:Provides the necessary permissions to use the customer-
managed key for encryption.

F. Lambda execution role:Grants the Lambda function the necessary IAM permissions to
use the encryption key.

Other options:
Bis invalid because using SSE-KMS does not eliminate the need for resource policies.

Doverlaps with A, but specifying the ARN in the topic policy is covered by creating the
resource policy.

Eis unrelated as APl Gateway is not required for this setup.
AWS Documentation Reference:

Amazon SNS and KMS Permissions

Questions # 9:

How can a company detect and notify security teams about PIl in S3 buckets?

Options:
O A.

Use Amazon Macie. Create an EventBridge rule for SensitiveData findings and send an SNS
notification.
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O B.

Use Amazon GuardDuty. Create an EventBridge rule for CRITICAL findings and send an SNS
notification.

o C.

Use Amazon Macie. Create an EventBridge rule for SensitiveData:S30bject/Personal findings
and send an SQS notification.

O D.

Use Amazon GuardDuty. Create an EventBridge rule for CRITICAL findings and send an SQS
notification.

Answer

A
Explanation

Amazon Macieis purpose-built for detecting PIl in S3.

Option Auses EventBridge to filter SensitiveData findings and notify via SNS, meeting the
requirements.

Options B and Dinvolve GuardDuty, which is not designed for PIl detection.

Option Cuses SQS, which is less suitable for immediate notifications.

Questions # 10:

A company hosts an application on AWS. The application gives users the ability to upload
photos and store the photos in an Amazon S3 bucket. The company wants to use Amazon
CloudFront and a custom domain name to upload the photo files to the S3 bucket in the eu-
west-1 Region.

Which solution will meet these requirements? (Select TWO.)

Options:
O A.

Use AWS Certificate Manager (ACM) to create a public certificate in the us-east-1 Region. Use
the certificate in CloudFront
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O B.

Use AWS Certificate Manager (ACM) to create a public certificate in eu-west-1. Use the
certificate in CloudFront.

O C.

Configure Amazon S3 to allow uploads from CloudFront. Configure S3 Transfer Acceleration.
O D.

Configure Amazon S3 to allow uploads from CloudFront origin access control (OAC).

O E.

Configure Amazon S3 to allow uploads from CloudFront. Configure an Amazon S3 website
endpoint.

Answer

B, D
Explanation

To upload photos to an S3 bucket using Amazon CloudFront with a custom domain name,
the following components are required:

ACM in us-east-1 (Option A): When using CloudFront with HTTPS, the SSL/TLS certificate
must be created in theus-east-1Region. AWS Certificate Manager (ACM) handles the
provisioning, management, and renewal of public certificates, making this a cost-effective
and low-maintenance solution.

S3 Transfer Acceleration (Option C): Transfer Acceleration allows faster uploads to S3 from
CloudFront by routing traffic through AWS’s edge locations. This significantly speeds up
the data upload process, especially for users that are geographically distant from the S3
bucket ' s region.

Option B (ACM in eu-west-1): CloudFront only supports certificates created in us-east-1.

Option D and E (OAC and website endpoint): These are not ideal for handling secure
uploads or efficient data transfers in this case.

AWS References:
Using ACM with CloudFront

Amazon S3 Transfer Acceleration
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Questions # 11:

A company runs a high-traffic web application that has a three-tier architecture consisting of a
web layer, an application layer, and a database layer. The web layer and application layer run
on Amazon EC2 instances behind an Application Load Balancer (ALB). The application layer is
stateless and supports automatic scaling. The database layer uses Amazon RDS for MySQL in
a Multi-AZ configuration and relies on a relational architecture.

The company is preparing for a large marketing event that is expected to drive a sharp
increase in read traffic. The company must ensure that the application remains highly
available and responsive under load. The company wants to scale the application 's
architecture components but does not want to modify the application.

Which combination of solutions will meet these requirements? (Select THREE.)

Options:

O A.

Deploy an Amazon CloudFront distribution. Specify the web layer as the origin.
O B.

Enable automatic scaling for EC2 instances in the application layer.

O C.

Migrate the database to Amazon Aurora. Configure Aurora Auto Scaling and Aurora Replicas.
O D.

Set up an Amazon ElastiCache (Redis OSS) cluster in front of the database.

O E.

Replace the ALB with a Network Load Balancer (NLB).

O F.

Migrate the database to an Amazon DynamoDB table.

Answer

A B, C
Explanation

The correct answers are A, B, and C because the company needs to handle a sharp
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increase in read traffic , maintain high availability , and avoid application changes .
These three options improve scaling at different layers of the architecture while remaining
aligned with the current application design.

A. Amazon CloudFront helps reduce load on the web tier by caching content closer to
users at edge locations. This improves responsiveness and reduces the number of
requests that must reach the origin web servers during the marketing event. It is a
common way to scale web traffic without changing the application.

B. Auto Scaling for the application layer is also appropriate because the application
layer is already described as stateless and supports automatic scaling. Adding or
removing EC2 instances based on demand helps the application remain responsive under
high load.

C. Amazon Aurora with Aurora Replicas and Aurora Auto Scaling is the best way to
scale the relational database layer for read-heavy workloads. Aurora Replicas can offload
read traffic from the writer instance, and Aurora Auto Scaling can automatically adjust
replica capacity based on demand. This preserves the relational architecture while
improving read scalability and availability.

Option D can reduce database read pressure, but adding ElastiCache effectively requires
the application to use the cache, which conflicts with the requirement to avoid modifying
the application. Option E is incorrect because replacing the ALB with an NLB does not
solve the application’s scaling or read-traffic bottlenecks. Option F is incorrect because
migrating from a relational database to DynamoDB would require a major redesign.

So the best combination is CloudFront , Auto Scaling for the stateless application
tier , and Aurora with read scaling features .

Questions # 12:

An insurance company wants to migrate an application that calculates insurance premiums to
AWS. The company must run calculations immediately when a customer submits information
through the application. The application usually takes 10 seconds to process a calculation.

Which solution will meet this requirement?

Options:
O A.

Set up an Amazon API Gateway HTTP API to receive the data. Use an AWS Lambda function to
process the data immediately.

O B.

Upload the customer data to an Amazon S3 bucket. Start an Amazon EC2 Spot Instance to
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process every data upload.
O C.

Set up AWS Transfer Family to receive the customer data. Configure an Amazon EKS job to
process the customer data on a schedule.

O D.

Upload the data to an Amazon S3 bucket. Invoke an AWS Batch job to process every customer
data upload.

Answer

A
Explanation

The critical requirement is immediate processing upon customer submission, with a typical
compute duration of about 10 seconds. This is an ideal fit for a synchronous, request-
driven, serverless pattern: APl Gateway + AWS Lambda. API Gateway provides a managed
HTTPS front door for the application, handles request validation/throttling if needed, and
integrates directly with Lambda. Lambda is designed for short-lived computations, scales
automatically with request volume, and can complete 10-second tasks well within typical
Lambda execution limits.

Option A therefore meets the requirement with low latency and minimal operational
overhead. When a customer submits data, APl Gateway invokes the Lambda function
immediately, and the function returns the calculated premium response. This preserves an
interactive user experience and avoids provisioning or managing servers. It also handles
bursts gracefully because Lambda concurrency can scale quickly, and APl Gateway can
absorb high request rates.

Option B is unsuitable because launching a Spot instance per upload introduces significant
startup latency (instance launch time) and is not reliable due to Spot interruptions. Option
C and D are not “immediate”: Transfer Family is for file transfers, and scheduled EKS jobs
or Batch jobs introduce queuing and scheduling delays. While Batch can be event-driven,
it is typically used for longer-running or batch-oriented workloads and still has job-start
overhead compared to Lambda.

Therefore, A best matches the requirements for immediate execution, scalability, and low
operational burden while maintaining responsive performance for customers.

Questions # 13:

A website uses EC2 instances with Auto Scaling and EFS. How can the company optimize
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costs?

Options:
O A.

Reconfigure the Auto Scaling group to set a desired number of instances. Turn off scheduled
scaling.

O B.
Create a new launch template version that uses larger EC2 instances.
O C.

Reconfigure the Auto Scaling group to use a target tracking scaling policy.

O D.

Replace the EFS volume with instance store volumes.

Answer

C
Explanation

Option Censures dynamic scaling based on demand using a target tracking scaling policy,
optimizing costs.

Option Aresults in over-provisioning, leading to higher costs.

Option Bincreases costs by using larger instances.

Option Dis not feasible as instance store volumes are ephemeral and unsuitable for shared
storage like EFS.

Questions # 14:

A company wants to use AWS Direct Connect to connect on-premises networks to AWS. The
company runs many VPCs in a single Region and plans to scale to hundreds of VPCs.

Which service will simplify and scale the network architecture?
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Options:

O A.

VPC endpoints

O B.

AWS Transit Gateway
O C.

Amazon Route 53

O D.

AWS Secrets Manager

Answer

B
Explanation

As the number of VPCs grows, managing individual VPC connections becomes complex
and unscalable. AWS Transit Gateway is specifically designed to act as a central hub that
connects multiple VPCs and on-premises networks through Direct Connect.

Option B simplifies network architecture by allowing hundreds or thousands of VPCs to
connect through a single gateway, reducing routing complexity and operational overhead.
Transit Gateway supports scalable routing, centralized inspection, and simplified
expansion.

The other options do not address network connectivity or scaling challenges. Therefore, B
is the correct solution.

Questions # 15:

A company is planning to deploy a data processing platform on AWS. The data
processingplatform is based on PostgreSQL. The company stores the data that the platform
must process on premises.

To comply with regulations, the company must not migrate the data to the cloud. However,
the company wants to use AWS managed data analytics solutions.

Which solution will meet these requirements?
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Options:
O A.

Create an Amazon RDS for PostgreSQL database in a VPC. Create an interface VPC endpoint to
connect the on-premises PostgreSQL database to the RDS for PostgreSQL database.

O B.

Create Amazon EC2 instances in an Auto Scaling group on AWS Outposts. Install PostgreSQL
data analytics software on the instances.

O C.

Create an Amazon EMR cluster on AWS Outposts. Connect the EMR cluster to the on-premises
PostgreSQL database to perform data processing locally.

O D.

Create an Amazon EMR cluster in a VPC. Connect the EMR cluster to Amazon RDS for SQL
Server with a linked server to connect to the company ' s data processing platform.

Answer

C
Explanation

AWS Outposts extends AWS infrastructure and services to on-premises locations. Running
Amazon EMR on Outposts allows for processing data that resides locally while benefiting
from the managed services of EMR. This enables compliance with data residency
requirements and provides scalability and manageability for analytics.

[Reference: AWS Documentation - Amazon EMR on Outposts, =============, , |

Questions # 16:

A company wants to protect AWS-hosted resources, including Application Load Balancers and
CloudFront distributions. They need near real-time visibility into attacks and a dedicated AWS
response team for DDoOS events.

Which AWS service meets these requirements?

Options:

O A.
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AWS WAF

O B.

AWS Shield Standard

O C.

Amazon Macie

O D.

AWS Shield Advanced

Answer

D

Explanation

AWS Shield Advanced provides:

* 24/7 access to the AWS DDoS Response Team (DRT)

* Near real-time attack visibility and metrics

* Protection for CloudFront, ALB, NLB, and Route 53

Shield Standard (Option B) does not include DDoS response team support.
WAF (Option A) provides rules-based filtering, not DDoS assistance.

Macie (Option C) is for PIl discovery, not DDoS protection.

Questions # 17:

A company runs an application that stores and shares photos. Users upload photos to an
Amazon S3 bucket. Approximately 150 photos are uploaded daily. The company wants to
create a thumbnail for each new photo and store it in a second S3 bucket.

Which solution will meet these requirements MOST cost-effectively?

Options:

O A.
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Use an Amazon EMR cluster and scheduled scripts.

O B.

Use an always-on EC2 instance with scheduled scripts.

O C.

Configure an S3 event notification to invoke an AWS Lambda function on each upload.
O D.

Use S3 Storage Lens to invoke a Lambda function.

Answer

C
Explanation

The workload described is event-driven, low volume, and sporadic, making serverless
architecture the most cost-effective choice. AWS Lambda, when triggered by S3 event
notifications, runs only when new photos are uploaded and incurs cost only for execution
time.

Option C uses S3 event notifications to invoke a Lambda function whenever a new object
is created. The Lambda function generates a thumbnail and uploads it to a second S3
bucket. This solution requires no servers, no scheduling, and no idle compute costs,
making it extremely cost-efficient for 150 uploads per day.

Options A and B involve running long-lived compute resources that would remain idle most
of the time, resulting in unnecessary cost. Option D is invalid because S3 Storage Lens is
designed for storage analytics and reporting, not event-driven processing.

Therefore, C is the most cost-effective and operationally efficient solution.

Questions # 18:

A company runs a production application on a fleet of Amazon EC2 instances. The application
reads messages from an Amazon Simple Queue Service (Amazon SQS) queue and processes
the messages in parallel. The message volume is unpredictable and highly variable.

The company must ensure that the application continually processes messages without any
downtime.

Which solution will meet these requirements MOST cost-effectively?
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Options:

O A.

Use only Spot Instances to handle the maximum capacity required.

O B.

Use only Reserved Instances to handle the maximum capacity required.
O C.

Use Reserved Instances to handle the baseline capacity. Use Spot Instances to provide
additional capacity when required.

O D.

Use Reserved Instances in an EC2 Auto Scaling group to handle the minimum capacity.
Configure an auto scaling policy that is based on the SQS queue backlog.

Answer

C
Explanation

AWS guidance is to cover steady baseline with commitments (Reserved Instances or
Savings Plans) and use EC2 Spot Instances for burst capacity to minimize cost. Spot
provides up to 90% discounts and is well-suited to fault-tolerant, queue-based workloads;
interruptions are handled by replacing capacity automatically while messages remain
durably in SQS. Using only Spot (A) risks capacity gaps; only Rls sized for peak (B) wastes
cost during low demand. Option D scales on backlog but uses On-Demand for bursts,
which is more expensive than Spot. With C, baseline capacity (RIs) keeps processing
continuously (no downtime), and Spot adds cost-efficient throughput during spikes,
aligning with Well-Architected cost and reliability patterns for queue workers.

[References: EC2 Spot Best Practices — burst with Spot for interruptible/queued
workloads; SQS — durable buffering; Well-Architected Cost Optimization — cover steady
state with commitments, scale bursts with discounted capacity., , ]

Questions # 19:

A company hosts an application on Amazon EC2 On-Demand Instances in an Auto Scaling
group. Application peak hours occur at the same time each day. Application users experience
slow application performance at the start of peak hours. The application performs normally
2-3 hours after peak hours begin. The company wants to ensure that the application works
properly at the start of peak hours.

Page 22 of 98



Which solution will meet these requirements?

Options:

O A.

Configure an Application Load Balancer to distribute traffic properly to the instances.
O B.

Configure a dynamic scaling policy for the Auto Scaling group to launch new instances based
on memory utilization.

o C.

Configure a dynamic scaling policy for the Auto Scaling group to launch new instances based
on CPU utilization.

O D.

Configure a scheduled scaling policy for the Auto Scaling group to launch new instances before
peak hours.

Answer

D
Explanation

The correct answer is D because the application peak hours occur at the same time each
day , and the performance issue happens specifically at the start of peak hours . This
indicates that the company knows in advance when additional capacity will be needed. A
scheduled scaling policy is the most appropriate solution because it allows the Auto
Scaling group to increase capacity before demand rises, ensuring that instances are
already launched and available when users begin accessing the application.

Dynamic scaling based on CPU or memory reacts only after utilization increases. Because
launching EC2 instances takes time, reactive scaling can lead to delays and degraded user
experience at the beginning of peak periods. That directly matches the problem described

in the question, where performance is slow at the start but normalizes later once capacity

catches up. Scheduled scaling solves this by making capacity available proactively.

Option A is incorrect because an Application Load Balancer distributes traffic among
existing instances but does not add capacity ahead of predictable demand. Option B is
incorrect because Auto Scaling does not natively scale on memory utilization unless a
custom metric is configured, and even then it would still be reactive rather than proactive.
Option C is also incorrect because CPU-based dynamic scaling reacts after demand
increases and therefore may not prevent the startup lag during peak traffic.
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AWS design guidance recommends using scheduled scaling when traffic patterns are
predictable and occur at known times. This approach improves application responsiveness
and user experience by making sure enough EC2 capacity is available before the workload
surge begins.

Questions # 20:

A company is designing a new application that uploads files to an Amazon S3 bucket. The
uploaded files are processed to extract metadata.

Processing must take less than 5 seconds. The volume and frequency of the uploads vary from
a few files each hour to hundreds of concurrent uploads.

Which solution will meet these requirements MOST cost-effectively?

Options:
O A.

Configure AWS CloudTrail trails to log Amazon S3 API calls. Use AWS AppSync to process the
files.

O B.

Configure a new object created S3 event notification within the bucket to invoke an AWS
Lambda function to process the files.

O C.

Configure Amazon Kinesis Data Streams to deliver the files to the S3 bucket. Invoke an AWS
Lambda function to process the files.

O D.

Deploy an Amazon EC2 instance. Create a script that lists all files in the S3 bucket and
processes new files. Use a cron job that runs every minute to run the script.

Answer

B
Explanation

Using S3 event notifications to trigger AWS Lambda for file processing is a cost-effective
and serverless solution. Lambda scales automatically with upload volume, and processing
each file takes less than 5 seconds, fitting within Lambda ' s execution time.
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Option A:AWS AppSync is designed for GraphQL APIs and is not suitable for file processing.
Option C:Kinesis is overkill and more expensive for this use case.

Option D:Running an EC2 instance incurs ongoing costs and is less flexible compared to
Lambda.

AWS Documentation References:
Amazon S3 Event Notifications

AWS Lambda Overview

Questions # 21:

Question:

A company is building an ecommerce application that uses a relational database to store
customer data and order history. The company also needs a solution to store 100 GB of
product images. The company expects the traffic flow for the application to be predictable.
Which solution will meet these requirements MOST cost-effectively?

Options:

Options:
O A.

Use Amazon RDS for MySQL for the database. Store the product images in an Amazon S3
bucket.

O B.
Use Amazon DynamoDB for the database. Store the product images in an Amazon S3 bucket.
O C.

Use Amazon RDS for MySQL for the database. Store the product images in an Amazon Aurora
MySQL database.

O D.

Create three Amazon EC2 instances. Install MongoDB software on the instances to use as the
database. Store the product images in an Amazon RDS for MySQL database with a Multi-AZ
deployment.
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Answer

A
Explanation

For predictable workloads requiring a relational database, Amazon RDS for MySQL offers a
managed, cost-effective solution. Storing product images in Amazon S3 is highly durable
and cost-efficient, especially for static assets like images. This combination leverages
managed services to reduce operational overhead and costs.

Questions # 22:

Question:

A company recently migrated a large amount of research data to an Amazon S3 bucket. The
company needs an automated solution to identify sensitive data in the bucket. A security team
also needs to monitor access patterns for the data 24 hours a day, 7 days a week to identify
suspicious activities or evidence of tampering with security controls.

Options:

Options:
O A.

Set up AWS CloudTrail reporting, and grant the security team read-only access to the
CloudTrail reports. Set up an Amazon S3 Inventory report to identify sensitive data. Review the
findings with the security team.

O B.

Enable Amazon Macie and Amazon GuardDuty on the account. Grant the security team access
to Macie and GuardDuty. Review the findings with the security team.

O C.

Set up an Amazon S3 Inventory report. Use Amazon Athena and Amazon QuickSight to identify
sensitive data. Create a dashboard for the security team to review findings.

O D.

Use AWS Identity and Access Management (IAM) Access Advisor to monitor for suspicious
activity and tampering. Create a dashboard for the security team. Set up an Amazon S3
Inventory report to identify sensitive data. Review the findings with the security team.
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Answer

B
Explanation

To automatically identify sensitive data in Amazon S3 and monitor access patterns for
suspicious activities:

Amazon Macie uses machine learning and pattern matching to discover and protect
sensitive data in S3. It provides visibility into data security risks and enables automated
protection against those risks.

Amazon GuardDuty is a threat detection service that continuously monitors for malicious
activity and unauthorized behavior to protect AWS accounts and workloads. It analyzes
events from AWS CloudTrail, VPC Flow Logs, and DNS logs.

By enabling both services, the company can automate the discovery of sensitive data and
continuously monitor access patterns for potential security threats.

Questions # 23:

A company has an application that runs on Amazon EC2 instances and uses an Amazon Aurora
database. The EC2 instances connect to the Aurora database by using user names and
passwords that the company stores locally in a file.

The company changes the user names and passwords every month. The company wants to
minimize the operational overhead of credential management.

Which solution will meet these requirements?

Options:
O A.

Store the credentials as a secret within AWS Secrets Manager. Assign IAM permissions to the
secret. Reconfigure the application to call the secret. Enable rotation on the secret and
configure rotation to occur on a monthly schedule.

O B.

Use AWS Systems Manager Parameter Store to create a new parameter for the credentials.
Use IAM policies to restrict access to the parameter. Reconfigure the application to access the
parameter.

o C.
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Create an Amazon S3 bucket to store objects. Use an AWS Key Management Service (AWS
KMS) key to encrypt the objects. Migrate the credentials file to the S3 bucket. Update the
application to retrieve the credentials file from the S3 bucket.

O D.

Create an encrypted Amazon Elastic Block Store (Amazon EBS) volume for each EC2 instance.
Attach the encrypted EBS volumes to the EC2 instances. Migrate the credentials file to the
new EBS volumes.

Answer

A
Explanation

AWS Secrets Manager is purpose-built to securely store, manage, and rotate sensitive
credentials such as database user names and passwords. Option A is the most
operationally efficient solution because it eliminates manual password rotation, reduces
human error, and centralizes secret lifecycle management. Secrets Manager integrates
natively with Amazon Aurora, enabling automated credential rotation using AWS-managed
or custom Lambda rotation logic. Once rotation is enabled, Secrets Manager updates the
database credentials and stores the new values securely without requiring administrators
to manually update files on EC2 instances.

By assigning IAM permissions to the secret, access can be tightly controlled using least-
privilege principles. The application retrieves credentials at runtime, removing the need to
store passwords locally on disk, which significantly improves security posture. Secrets
Manager also provides auditing capabilities through AWS CloudTrail, allowing visibility into
secret access and changes.

Option B (Systems Manager Parameter Store) can securely store secrets, but automated
rotation is not natively supported in the same way as Secrets Manager. Implementing
rotation with Parameter Store would require additional custom automation, increasing
operational complexity. Option C stores credentials in S3, which is not designed for
frequent credential rotation or secure secret access patterns, even when encrypted.
Option D only encrypts credentials at rest on individual instances and does not address
rotation, distribution, or centralized management, resulting in high operational overhead.

Therefore, A best meets the requirements by providing secure storage, automated
monthly rotation, fine-grained access control, and minimal operational effort, aligning with
AWS security and operational excellence best practices.

Questions # 24:

A company needs a solution to enforce data encryption at rest on Amazon EC2 instances. The
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solution must automatically identify noncompliant resources and enforce compliance policies
on findings.

Which solution will meet these requirements with the LEAST administrative overhead?

Options:
O A.

Use an IAM policy that allows users to create only encrypted Amazon Elastic Block Store
(Amazon EBS) volumes. Use AWS Config and AWS Systems Manager to automate the
detection and remediation of unencrypted EBS volumes.

O B.

Use AWS Key Management Service (AWS KMS) to manage access to encrypted Amazon Elastic
Block Store (Amazon EBS) volumes. Use AWS Lambda and Amazon EventBridge to automate
the detection and remediation of unencrypted EBS volumes.

O C.

Use Amazon Macie to detect unencrypted Amazon Elastic Block Store (Amazon EBS) volumes.
Use AWS Systems Manager Automation rules to automatically encrypt existing and new EBS
volumes.

O D.

Use Amazon Inspector to detect unencrypted Amazon Elastic Block Store (Amazon EBS)
volumes. Use AWS Systems Manager Automation rules to automatically encrypt existing and
new EBS volumes.

Answer

A
Explanation

The best solution to enforce encryption at rest for Amazon EBS volumes is to use anlAM
policyto restrict the creation of unencrypted volumes. To automatically identify and
remediate unencryptedvolumes, you can useAWS Configrules, which continuously monitor
the compliance of resources, andAWS Systems Managerto automate the remediation by
encrypting existing unencrypted volumes. This setup requires minimal administrative
overhead while ensuring compliance.

Option B (KMS): KMS is for managing encryption keys, but Config and Systems Manager
provide a better solution for automatic detection and enforcement.

Option C (Macie): Macie is for data classification and is not suitable for this use case.
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Option D (Inspector): Inspector is used for security vulnerabilities, not encryption
compliance.

AWS References:
AWS Config Rules

AWS Systems Manager

Questions # 25:

A company is building a data analysis platform on AWS by using AWS Lake Formation. The
platform will ingest data from different sources such as Amazon S3 and Amazon RDS. The
company needs a secure solution to prevent access to portions of the data that contain
sensitive information.

Which solution will meet these requirements with the LEAST operational overhead?

Options:

O A.

Create an IAM role that includes permissions to access Lake Formation tables.
O B.

Create data filters to implement row-level security and cell-level security.

O C.

Create an AWS Lambda function that removes sensitive information before Lake Formation
ingests the data.

O D.

Create an AWS Lambda function that periodically queries and removes sensitive information
from Lake Formation tables.

Answer

B
Explanation

AWS Lake Formation natively supports fine-grained access control, including:
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Row-level security

Cell/column-level security
These are implemented through data filters and Lake Formation permissions on governed
tables and views. This allows you to centrally define which users or groups can access
which rows and which columns, including sensitive data fields, with minimal custom code
or maintenance.
Why others are incorrect:

A: 1AM alone does not provide row-level or cell-level data security inside Lake

Formation tables.

C and D: Using Lambda to scrub or periodically remove sensitive data is complex,
error-prone, and high overhead compared to built-in Lake Formation data filters.

Questions # 26:

A company is using a loosely coupled serverless architecture on AWS. The architecture
consists of multiple web applications and APIs distributed across multiple teams. The company
uses AWS Control Tower to provision AWS accounts. The company ' s development teams use
AWS CloudFormation.

The company wants to improve trace monitoring and gain insight into how individual services
in application stacks are performing.

Which solution will meet these requirements?

Options:

O A.

Enable AWS CloudTrail across all accounts by using AWS Control Tower.
O B.

Enable AWS X-Ray across all accounts by using AWS Control Tower.

O C.

Enable Amazon CloudWatch in the CloudFormation templates.

O D.

Page 31 of 98



Enable AWS X-Ray in the CloudFormation templates.

Answer

D
Explanation

AWS X-Ray is the AWS service designed for distributed tracing, giving end-to-end visibility
into how requests flow through microservices, APIs, and serverless components. It
provides service maps, latency breakdowns, and performance insight per service, which is
exactly what is required.

To use X-Ray effectively, each application stack must be instrumented. For infrastructure
deployed through AWS CloudFormation, best practice is to enable and configure X-Ray in
the CloudFormation templates (for Lambda, APl Gateway, ECS, etc.). That way, all teams
and stacks have consistent tracing enabled as part of their 1aC.

Control Tower (Option B) cannot “turn on” X-Ray tracing inside applications; it only helps
with account setup and guardrails.

CloudTrail (Option A) is for audit logging of API calls, not performance tracing.

CloudWatch (Option C) provides metrics and logs, but not request-level distributed tracing
across multiple services.

Questions # 27:

A company needs to migrate its customer transactions database from on-premises to AWS.
The database resides on an Oracle DB instance that runs on a Linux server. According to a
new security requirement, the company must rotate the database password each year.

Which solution will meet these requirements with the LEAST operational overhead?

Options:
O A.

Convert the database to Amazon DynamoDB by using AWS Schema Conversion Tool (AWS
SCT). Store the password in AWS Systems Manager Parameter Store. Create an Amazon
CloudWatch alarm to invoke an AWS Lambda function for yearly password rotation.

O B.

Migrate the database to Amazon RDS for Oracle. Store the password in AWS Secrets Manager.
Turn on automatic rotation. Configure a yearly rotation schedule.
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O C.

Migrate the database to an Amazon EC2 instance. Use AWS Systems Manager Parameter Store
to keep and rotate the connection string by using an AWS Lambda function on a yearly
schedule.

O D.

Migrate the database to Amazon Neptune by using AWS Schema Conversion Tool (AWS SCT).
Create an Amazon CloudWatch alarm to invoke an AWS Lambda function for yearly password
rotation.

Answer

B
Explanation

Amazon RDS for Oracle is a managed database service, which significantly reduces
operational overhead compared to running Oracle on EC2 or on-premises. AWS Secrets
Manager natively integrates with RDS and supports automatic, scheduled password
rotation with minimal setup. You can configure the rotation schedule (including yearly),
and Secrets Manager will handle the secure password storage and rotation workflow for
you.

AWS Documentation Extract:

" AWS Secrets Manager helps you protect access to your applications, services, and IT

resources without the upfront investment and on-going maintenance costs of operating
your own infrastructure. You can configure automatic rotation for supported databases
such as Amazon RDS for Oracle. "

(Source: AWS Secrets Manager documentation)

A, C, D: These solutions require custom scripting, Lambda, and alarms, leading to more
operational overhead.

[Reference: AWS Certified Solutions Architect - Official Study Guide, Secrets Manager and
RDS-r r ]

Questions # 28:

A company is deploying a business-critical application that requires durable storage with
consistent, low-latency performance.

Which storage option should a solutions architect recommend?
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Options:

O A.

Instance store

O B.

Amazon ElastiCache (Memcached)

O C.

Provisioned IOPS SSD Amazon EBS volume
O D.

Throughput Optimized HDD Amazon EBS volume

Answer

C
Explanation

Business-critical applications often require predictable, low-latency 1/0 and high durability.
Provisioned IOPS SSD (iol or io2) Amazon EBS volumes are specifically engineered for
these workloads.

Option C provides consistent, high-performance storage with guaranteed IOPS and low
latency. EBS volumes are network-attached and persist independently of the EC2 instance
lifecycle, ensuring durability and data protection. Provisioned IOPS volumes are commonly
used for databases, transactional systems, and latency-sensitive applications.

Option A (instance store) offers low latency but is ephemeral and loses data on instance
stop or failure. Option B is in-memory caching and not durable storage. Option D is
optimized for large, sequential workloads and does not provide consistent low latency.

Therefore, C is the correct choice because it delivers the required performance, durability,
and reliability for mission-critical applications.

Questions # 209:

A company needs to accommodate traffic for a web application that the company hosts on
AWS, especially during peak usage hours.

The application uses Amazon EC2 instances as web servers, an Amazon RDS DB instance for
database operations, and an Amazon S3 bucket to store transaction documents. The
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application struggles to scale effectively and experiences performance issues.

The company wants to improve the scalability of the application and prevent future
performance issues. The company also wants to improve global access speeds to the
transaction documents for the company ' s global users.

Which solution will meet these requirements?

Options:
O A.

Place the EC2 instances in Auto Scaling groups to scale appropriately during peak usage
hours. Use Amazon RDS read replicas to improve database read performance. Deploy an
Amazon CloudFront distribution that uses Amazon S3 as the origin.

O B.

Increase the size of the EC2 instances to provide more compute capacity. Use Amazon
ElastiCache to reduce database read loads. Use AWS Global Accelerator to optimize the
delivery of the transaction documents that are in the S3 bucket.

O C.

Transition workloads from the EC2 instances to AWS Lambda functions to scale in response to
the usage peaks. Migrate the database to an Amazon Aurora global database to provide cross-
Region reads. Use AWS Global Accelerator to deliver the transaction documents that are in the
S3 bucket.

O D.

Convert the application architecture to use Amazon Elastic Container Service (Amazon ECS)
containers. Configure a Multi-AZ deployment of Amazon RDS to support database operations.
Replicate the transaction documents that are in the S3 bucket across multiple AWS Regions.

Answer

A
Explanation

This question centers on improving scalability and global access performance.

Auto Scaling groups enable EC2 instances to scale dynamically in response to demand,
ensuring availability during peak hours without manual intervention. Amazon RDS read
replicas offload read traffic, improving read throughput and reducing latency on the
primary database instance. Deploying Amazon CloudFront with S3 as origin accelerates
delivery of static transaction documents globally by caching content at edge locations,
reducing latency for users worldwide.
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Option B focuses on vertical scaling (larger instances) and caching with ElastiCache, but it
does not address global content delivery optimally. AWS Global Accelerator accelerates
network traffic but is better suited for accelerating TCP and UDP traffic; CloudFront is
generally preferred for HTTP content delivery.

Option C migrates workloads to Lambda and Aurora global databases, which is an
advanced and potentially costly redesign that may not be necessary. Option D suggests
moving to ECS and multi-AZ RDS but does not address global content delivery efficiently.

Therefore, option A uses proven scalability and caching best practices aligned with AWS
Well-Architected Framework pillars for performance and operational excellence.

[References:, AWS Well-Architected Framework — Performance Efficiency Pillar
(https://d1.awsstatic.com/whitepapers/architecture/AWS_Well-Architected_Framework.pdf)
, Amazon EC2 Auto Scaling
(https://docs.aws.amazon.com/autoscaling/ec2/userguide/what-is-amazon-ec2-auto-scalin
g.html), Amazon RDS Read Replicas
(https://docs.aws.amazon.com/AmazonRDS/latest/UserGuide/USER_ReadRepl.html),
Amazon CloudFront Overview
(https://docs.aws.amazon.com/AmazonCloudFront/latest/DeveloperGuide/Introduction.html

)IIII]

Questions # 30:

A company uses Amazon Redshift to store structured data and Amazon S3 to store
unstructured data. The company wants to analyze the stored data and create business
intelligence reports. The company needs a data visualization solution that is compatible with
Amazon Redshift and Amazon S3.

Which solution will meet these requirements?

Options:
O A.

Use Amazon Redshift query editor v2 to analyze data stored in Amazon Redshift. Use Amazon
Athena to analyze data stored in Amazon S3. Use Amazon QuickSight to access Amazon
Redshift and Athena, visualize the data analyses, and create business intelligence reports.

O B.

Use Amazon Redshift Serverless to analyze data stored in Amazon Redshift. Use Amazon S3
Object Lambda to analyze data stored in Amazon S3. Use Amazon Managed Grafana to access
Amazon Redshift and Object Lambda, visualize the data analyses, and create business
intelligence reports.

O C.
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Use Amazon Redshift Spectrum to analyze data stored in Amazon Redshift. Use Amazon
Athena to analyze data stored in Amazon S3. Use Amazon QuickSight to access Amazon
Redshift and Athena, visualize the data analyses, and create business intelligence reports.

O D.

Use Amazon OpenSearch Service to analyze data stored in Amazon Redshift and Amazon S3.
Use Amazon Managed Grafana to access OpenSearch Service, visualize the data analyses, and
create business intelligence reports.

Answer

C

Explanation

This solution leverages:

Amazon Redshift Spectrum to query S3 data directly from Redshift.
Amazon Athena for ad-hoc analysis of S3 data.

Amazon QuickSight for unified visualization from multiple data sources.

“Redshift Spectrum enables you to run queries against exabytes of data in Amazon S3
without having to load or transform the data.”

“QuickSight supports both Amazon Redshift and Amazon Athena as data sources.”
— Redshift Spectrum
— Amazon QuickSight Supported Data Sources

This architecture allows scalable querying and visualization with minimum ETL overhead,
ideal for Bl dashboards.

Incorrect Options:
A: The query editor is not a Bl tool.
B, D: Grafana is better for time-series data, not structured analytics or Bl reports.

[References:, Redshift Spectrum, Amazon QuickSight Integration, , , , ,, ]

Questions # 31:

A company needs to design a hybrid network architecture The company ' s workloads are
currently stored in the AWS Cloud and in on-premises data centers The workloads require

Page 37 of 98



single-digit latencies to communicate The company uses an AWS Transit Gateway transit
gateway to connect multiple VPCs

Which combination of steps will meet these requirements MOST cost-effectively? (Select
TWO.)

Options:

O A.

Establish an AWS Site-to-Site VPN connection to each VPC.

O B.

Associate an AWS Direct Connect gateway with the transit gateway that is attached to the
VPCs.

O C.
Establish an AWS Site-to-Site VPN connection to an AWS Direct Connect gateway.
O D.

Establish an AWS Direct Connect connection. Create a transit virtual interface (VIF) to a Direct
Connect gateway.

O E.

Associate AWS Site-to-Site VPN connections with the transit gateway that is attached to the
VPCs

Answer

B, D

Explanation

AWS Direct Connect: Provides a dedicated network connection from your on-premises data
center to AWS, ensuring low latency and consistent network performance.

Direct Connect Gateway Association:

Direct Connect Gateway: Acts as a global network transit hub to connect VPCs across
different AWS regions.

Association with Transit Gateway: Enables communication between on-premises data
centers and multiple VPCs connected to the transit gateway.

Transit Virtual Interface (VIF):
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Create Transit VIF: To connect Direct Connect with a transit gateway.

Setup Steps:

Establish a Direct Connect connection.

Create a transit VIF to the Direct Connect gateway.

Associate the Direct Connect gateway with the transit gateway attached to the VPCs.

Cost Efficiency: This combination avoids the recurring costs and potential performance
variability of VPN connections, providing a robust, low-latency hybrid network solution.

[References:, AWS Direct Connect, Transit Gateway and Direct Connect Gateway, ,,,,,, ]

Questions # 32:

A company runs a Microsoft Windows SMB file share on-premises to support an application.
The company wants to migrate the application to AWS. The company wants to share storage
across multiple Amazon EC2 instances.

Which solutions will meet these requirements with the LEAST operational overhead? (Select
TWO.)

Options:

O A.

Create an Amazon Elastic File System (Amazon EFS) file system with elastic throughput.

O B.

Create an Amazon FSx for NetApp ONTAP file system.

O C.

Use Amazon Elastic Block Store (Amazon EBS) to create a self-managed Windows file share on
the instances.

O D.
Create an Amazon FSx for Windows File Server file system.
O E.

Create an Amazon FSx for OpenZFS file system.
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Answer

A D

Explanation

A. Amazon EFS:Provides a scalable, shared file storage solution with minimal operational

overhead. It ' s ideal for Linux-based workloads.

B. Amazon FSx for NetApp ONTAP:More suited for workloads requiring NetApp-specific
features.

C. Amazon EBS:Requires manual management of file shares, which increases operational
overhead.

D. Amazon FSx for Windows File Server:Best suited for Windows SMB workloads with low
operational overhead.

E. Amazon FSx for OpenZFS:Better for Linux and Unix-based workloads.

[References:Amazon EFS,Amazon FSx, , , , , |

Questions # 33:

A company runs its production workload on Amazon EC2 instances with Amazon Elastic Block
Store (Amazon EBS) volumes. A solutions architect needs to analyze the current EBS volume
cost and to recommend optimizations. The recommendations need to include estimated
monthly saving opportunities.

Which solution will meet these requirements?

Options:

O A.

Use Amazon Inspector reporting to generate EBS volume recommendations for optimization.
O B.

Use AWS Systems Manager reporting to determine EBS volume recommendations for
optimization.

O C.

Use Amazon CloudWatch metrics reporting to determine EBS volume recommendations for
optimization.

O D.
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Use AWS Compute Optimizer to generate EBS volume recommendations for optimization.

Answer

D
Explanation

AWS Compute Optimizerprovides detailed recommendations for optimizingAmazon EBS
volumes, including insights into underutilized volumes, inefficient configurations, and
potential cost savings. It analyzes usage patterns and provides recommendations based
on historical data, making it the ideal tool for this use case.

Option A (Amazon Inspector): Amazon Inspector is for security assessments, not for cost
optimization.

Option B (Systems Manager): Systems Manager does not specifically provide EBS
optimization recommendations.

Option C (CloudWatch): CloudWatch metrics help monitor usage but do not offer
optimization recommendations like Compute Optimizer.

AWS References:

AWS Compute Optimizer

Questions # 34:

A solutions architect needs to connect a company ' s corporate network to its VPC to allow on-
premises access to its AWS resources. The solution must provide encryption of all
trafficbetween the corporate network and the VPC at the network layer and the session layer.
The solution also must provide security controls to prevent unrestricted access between AWS
and the on-premises systems.

Which solution meets these requirements?

Options:
O A.

Configure AWS Direct Connect to connect to the VPC. Configure the VPC route tables to allow
and deny traffic between AWS and on premises as required.

O B.

Create an IAM policy to allow access to the AWS Management Console only from a defined set
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of corporate IP addresses Restrict user access based on job responsibility by using an IAM
policy and roles

O C.

Configure AWS Site-to-Site VPN to connect to the VPC. Configure route table entries to direct
traffic from on premises to the VPC. Configure instance security groups and network ACLs to
allow only required traffic from on premises.

O D.

Configure AWS Transit Gateway to connect to the VPC. Configure route table entries to direct
traffic from on premises to the VPC. Configure instance security groups and network ACLs to
allow only required traffic from on premises.

Answer

C
Explanation

This solution meets the requirements of providing encryption at both the network and
session layers while also allowing for controlled access between on-premises systems and
AWS resources.

AWS Site-to-Site VPN: This service allows you to establish a secure and encrypted
connection between your on-premises network and AWS VPC over the internet or via AWS
Direct Connect. The VPN encrypts data at the network layer (IPsec) as it travels between
the corporate network and AWS.

Routing and Security Controls: By configuring route table entries, you can ensure that only
the traffic intended for AWS resources is directed to the VPC. Additionally, by setting up
security groups and network ACLs, you can further restrict and control which traffic is
allowed to communicate with the instances within your VPC. This approach provides the
necessary security to prevent unrestricted access, aligning with the company’s security
policies.

Why Not Other Options?:

Option A (AWS Direct Connect): While Direct Connect provides a private connection, it
does not inherently provide encryption. Additional steps would be required to encrypt
traffic, and it doesn’t address the session layer encryption.

Option B (IAM policies for Console access): This option does not meet the requirement for
network-level encryption and security between the corporate network and the VPC.

Option D (AWS Transit Gateway): Although Transit Gateway can help in managing multiple
connections, it doesn’t directly provide encryption at the network layer. You would still
need to configure a VPN or use other methods for encryption.
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AWS References:
AWS Site-to-Site VPN- Overview of AWS Site-to-Site VPN capabilities, including encryption.

Security Groups and Network ACLs- Information on configuring security groups and
network ACLs to control traffic.

Questions # 35:

A company stores data for multiple business units in a single Amazon S3 bucket that is in the
company 's payer AWS account. To maintain data isolation, the business units store data in
separate prefixes in the S3 bucket by using an S3 bucket policy.

The company plans to add a large number of dynamic prefixes. The company does not want to
rely on a single S3 bucket policy to manage data access at scale. The company wants to
develop a secure access management solution in addition to the bucket policy to enforce
prefix-level data isolation.

Options:

O A.

Configure the S3 bucket policy to deny s3:GetObject permissions for all users. Configure the
bucket policy to allow s3:* access to individual business units.

O B.

Enable default encryption on the S3 bucket by using server-side encryption with Amazon S3
managed keys (SSE-S3).

O C.

Configure resource-based permissions on the S3 bucket by creating an S3 access point for
each business unit.

O D.

Use pre-signed URLs to provide access to the S3 bucket.

Answer

C
Explanation

Why Option C is Correct:
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S3 Access Points: Provide scalable management of access to large datasets with specific
permissions for individual prefixes.

Dynamic Prefixes: Access points simplify managing access to a growing number of
prefixes without relying solely on a single bucket policy.

Fine-Grained Control: Resource-based permissions on access points enforce prefix-level
isolation effectively.

Why Other Options Are Not Ideal:

Option A: Using deny/allow bucket policies introduces complexity and is less scalable for
dynamic prefixes.

Option B: Encryption ensures data security but does not address access management.
Option D: Pre-signed URLs are temporary and not suitable for managing access at scale.

AWS References:

Amazon S3 Access Points:AWS Documentation - S3 Access Points

Questions # 36:

A company wants to release a new device that will collect data to track overnight sleep on an
intelligent mattress. Sensors will send data that will be uploaded to an Amazon S3 bucket.
Each mattress generates about 2 MB of data each night.

An application must process the data and summarize the data for each user. The application
must make the results available as soon as possible. Every invocation of the application will
require about 1 GB of memory and will finish running within 30 seconds.

Which solution will run the application MOST cost-effectively?

Options:

O A.

AWS Lambda with a Python script
O B.

AWS Glue with a Scala job

O C.

Amazon EMR with an Apache Spark script
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O D.

AWS Glue with a PySpark job

Answer

A
Explanation

AWS Lambda supports functions up to 10 GB of memory and 15 minutes execution time.
Each invocation here requires only 1 GB of memory and finishes in 30 seconds, making it
an ideal fit for Lambda. Lambda is cost-effective for event-driven, short-duration
workloads and requires no infrastructure management. AWS Glue and EMR are better
suited for large-scale ETL or distributed processing, which is unnecessary and more costly
for this workload.

AWS Documentation Extract:

“AWS Lambda is a serverless compute service that lets you run code without provisioning
or managing servers. You pay only for the compute time you consume. Lambda supports
up to 10 GB memory and 15 minutes per invocation.”

(Source: AWS Lambda documentation)

B, D: AWS Glue is intended for ETL on larger datasets or batch jobs, usually with higher
operational overhead and cost.

C: EMR is for large-scale distributed processing and is not cost-effective for single, fast,
memory-bound jobs.

[Reference: AWS Certified Solutions Architect - Official Study Guide, Lambda for Serverless
Processing., , , ]

Questions # 37:

A company plans to use an Amazon S3 bucket to archive backup data. Regulations require the
company to retain the backup data for 7 years.

During the retention period, the company must prevent users, including administrators, from
deleting the data. The company can delete the data after 7 years.

Which solution will meet these requirements?

Options:

O A.
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Create an S3 bucket policy that denies delete operations for 7 years. Create an S3 Lifecycle
policy to delete the data after 7 years.

O B.

Create an S3 Object Lock default retention policy that retains data for 7 years in governance
mode. Create an S3 Lifecycle policy to delete the data after 7 years.

o C.

Create an S3 Object Lock default retention policy that retains data for 7 years in compliance
mode. Create an S3 Lifecycle policy to delete the data after 7 years.

O D.

Create an S3 Batch Operations job to set a legal hold on each object for 7 years. Create an S3
Lifecycle policy to delete the data after 7 years.

Answer

C
Explanation

Comprehensive and Detailed Step-by-Step Explanation:

The requirement is toprevent data deletion by any user, including administrators, for 7
years while allowing automatic deletion afterward.

S3 Object Lock in Compliance Mode (Correct Choice - C)

Compliance mode ensures that even the root user cannot delete or modify the objects
during the retention period.

After 7 years, the S3 Lifecycle policy automatically deletes the objects.
This meets bothimmutability and automatic deletionrequirements.
Governance Mode (Option B - Incorrect)

Governance mode prevents deletion,but administrators can override it.

The requirement explicitly states thateven administrators must not be able to delete the
data.

S3 Bucket Policy (Option A - Incorrect)

An S3 bucket policy candeny deletes, but policies can be modified at any time by
administrators.

It does not enforce strict retention like Object Lock.
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S3 Batch Operations Job (Option D - Incorrect)

A legal hold does not have an automatic expiration.

Legal holds must be manually removed, which is not efficient.
Why Option C is Correct:

S3 Object Lock in Compliance Mode prevents deletion by all users, including
administrators.

The S3 Lifecycle policy deletes the data automatically after 7 years, reducing operational
overhead.

[References:, S3 Object Lock Compliance Mode, S3 Lifecycle Policies, ,,,,,,, ]

Questions # 38:

A company runs an ecommerce website on AWS. The website architecture uses a single
Amazon EC2 instance to run a custom application that handles the website ' s functions. The
website functions include product catalog management and customer checkout.

The company ' s website traffic and transaction volume are increasing rapidly. The company
wants to re-architect the application from its current monolithic architecture to a loosely
coupled architecture to enable independent scaling.

Which solution will meet these requirements?

Options:
O A.

Configure an Auto Scaling group that includes multiple EC2 instances that each run a copy of
the application. Use an Application Load Balancer (ALB) to distribute traffic across the EC2
instances.

O B.

Refactor the application into microservices that run on Amazon ECS containers. Deploy each
service to its own container. Use an Application Load Balancer (ALB) to distribute traffic.

O C.

Refactor the web application and split the logic into frontend and backend tiers. Run the
frontend tier on the existing EC2 instance. Add a second EC2 instance to run the backend tier.

O D.

Migrate the entire application to a Kubernetes cluster that has a single container by using
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Amazon EKS. Implement Amazon Route 53 to geographically distribute traffic.

Answer

B
Explanation

The correct answer is B because the company explicitly wants to move from a monolithic
architecture to a loosely coupled architecture that supports independent scaling .
Refactoring the application into microservices is the architectural approach that best
meets that requirement. Running the microservices on Amazon ECS containers provides
a managed container orchestration platform with less operational overhead than
managing a Kubernetes environment.

With microservices, separate business functions such as product catalog management and
customer checkout can be deployed as individual services. Each service can scale
independently based on its own traffic and performance characteristics. This is far more
efficient than scaling the entire monolithic application when only one part of the system
experiences increased demand.

An Application Load Balancer is appropriate because it can route HTTP and HTTPS
traffic and supports path-based and host-based routing, which is useful for directing
requests to different services. This design improves agility, performance, and operational
flexibility while supporting the company’s need for growth.

Option A improves availability and scalability, but it still runs a copy of the same
monolithic application on multiple EC2 instances. That does not enable independent
scaling of individual functions. Option C creates a basic two-tier design, but it is not a fully
loosely coupled microservices architecture. Option D uses Amazon EKS but places the
application into a single container , which does not achieve independent scaling of
separate components and introduces more operational complexity than necessary.

AWS architectural best practices recommend decomposing monoliths into microservices
when independent scaling, agility, and component isolation are required. Therefore,
Amazon ECS with microservices is the best solution.

Questions # 39:

A company is building an Amazon Elastic Kubernetes Service (Amazon EKS) cluster for its
workloads. All secrets that are stored in Amazon EKS must be encrypted in the Kubernetes
etcd key-value store.

Which solution will meet these requirements?
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Options:
O A.

Create a new AWS Key Management Service (AWS KMS) key. Use AWS Secrets Manager to
manage, rotate, and store all secrets in Amazon EKS.

O B.

Create a new AWS Key Management Service (AWS KMS) key. Enable Amazon EKS KMS secrets
encryption on the Amazon EKS cluster.

O C.

Create the Amazon EKS cluster with default options. Use the Amazon Elastic Block Store
(Amazon EBS) Container Storage Interface (CSI) driver as an add-on.

O D.

Create a new AWS Key Management Service (AWS KMS) key with the alias/aws/ebs alias.
Enable default Amazon Elastic Block Store (Amazon EBS) volume encryption for the account.

Answer

B
Explanation

In Amazon EKS, Kubernetes stores objects such as Secrets in the cluster’s etcd key-value
store. By default, Kubernetes Secrets are base64-encoded and are not automatically
encrypted at the application object level unless encryption is configured. Amazon EKS
provides a managed capability to encrypt Kubernetes Secrets at rest in etcd using AWS
Key Management Service (KMS). The requirement explicitly states that “all secrets that
are stored in Amazon EKS must be encrypted in the Kubernetes etcd key-value store,”
which maps directly to enabling EKS secrets encryption with a customer-managed KMS
key.

Option B is exactly this: create a KMS key and enable EKS KMS secrets encryption on the
cluster. With this enabled, EKS uses envelope encryption so that Secrets are encrypted
when stored in etcd, and decrypt operations are controlled through KMS permissions. This
is the standard, AWS-native method that fulfills the requirement without requiring
application changes or external secret stores for the encryption-at-rest requirement in
etcd.

Option A (Secrets Manager) is a strong service for secret lifecycle management and
rotation, but it does not by itself guarantee that Kubernetes Secrets stored in etcd are
encrypted unless EKS secrets encryption is also enabled or the cluster avoids storing
secrets in etcd entirely. The question specifically targets etcd encryption. Option C is
unrelated: the EBS CSI driver concerns persistent volumes, not etcd secret encryption.
Option D concerns EBS volume encryption and a specific AWS-managed key alias used for
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EBS; it also does not address etcd encryption for Kubernetes Secrets.

Therefore, B is the correct solution because it directly enables encryption of Kubernetes
Secrets within etcd using KMS.

Questions # 40:

A company is developing a photo-hosting application in the us-east-1 Region. The application
gives users across multiple countries the ability to upload and view photos. Some photos are
heavily viewed for months, while other photos are viewed for less than a week. The application
allows users to upload photos that are up to 20 MB in size. The application uses photo
metadata to determine which photos to display to each user.

The company needs a cost-effective storage solution to support the application.

Options:
O A.
Store the photos in Amazon DynamoDB. Turn on DynamoDB Accelerator (DAX).

O B.

Store the photos in the Amazon S3 Intelligent-Tiering storage class. Store the photo metadata
and the S3 location URLs in Amazon DynamoDB.

O C.

Store the photos in the Amazon S3 Standard storage class. Set up an S3 Lifecycle policy to
move photos older than 30 days to the S3 Standard-Infrequent Access (S3 Standard-1A)
storage class. Use object tags to keep track of metadata.

O D.

Store the photos in an Amazon DynamoDB table. Use the DynamoDB Standard-Infrequent
Access (DynamoDB Standard-IA) storage class. Store the photo metadata in Amazon
ElastiCache.

Answer

B
Explanation

Amazon S3 Intelligent-Tiering automatically moves objects between frequent and
infrequent access tiers based on access patterns, which minimizes cost without
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performance impact. Storing photo metadata in Amazon DynamoDB provides fast and
scalable lookup by user or tag.

From AWS Documentation:

“The S3 Intelligent-Tiering storage class automatically optimizes storage costs by moving
data between frequent and infrequent access tiers when access patterns change.”

(Source: Amazon S3 User Guide - Intelligent-Tiering)
Why B is correct:

S3 Intelligent-Tiering optimizes storage automatically for cost without lifecycle
management overhead.

DynamoDB stores small metadata items and S3 URLs, enabling efficient queries and photo
lookups.

This architecture scales globally, integrates seamlessly with applications, and minimizes
operational cost.

Why other options are incorrect:
A & D: DynamoDB is not intended for storing binary objects like images.
C: Lifecycle rules are static and don’t adapt dynamically to unpredictable access patterns.

[References:, Amazon S3 User Guide - “Storage Classes and Intelligent-Tiering”, AWS
Well-Architected Framework - Cost Optimization Pillar, AWS Developer Guide - “Building
Serverless Image Hosting with S3 and DynamoDB”, , , , ]

Questions # 41:

A company runs an application on premises. The application needs to periodically upload large
files to an Amazon S3 bucket. A solutions architect needs a solution to provide the application
with short-lived authenticated access to the S3 bucket. The solution must not use long-term
credentials. The solution needs to be secure and scalable.

Which solution will meet these requirements with the LEAST operational overhead?

Options:
O A.

Create an IAM user that has an access key and a secret key. Store the keys on the on-
premises server in an environment variable. Attach a policy to the IAM user that restricts
access to only the S3 bucket.

O B.
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Configure an AWS Site-to-Site VPN connection from the on-premises environment to the
company ' s VPC. Launch an Amazon EC2 instance with an instance profile. Route all file
uploads from the on-premises application through the EC2 instance to the S3 bucket.

O C.

Configure an S3 bucket policy to allow access for the on-premises server ' s public IP address.
Configure the policy to allow PUT operations only from the server ' s IP address.

O D.

Configure a trust relationship between the on-premises server and AWS Security Token
Service (AWS STS). Generate credentials by assuming an IAM role for each upload operation.

Answer

D
Explanation

The best practice to securely provide short-term access to AWS resources, such as
Amazon S3, without using long-term credentials, is to use AWS Security Token Service
(STS). According to the AWS IAM Best Practices and the Security Pillar of the AWS Well-
Architected Framework, temporary credentials should always be used over long-term
credentials when possible.

From AWS IAM Documentation:

“Use temporary credentials (IAM roles and AWS STS) instead of long-term access keys.
Temporary security credentials are short-term, automatically expire, and are retrieved
using AWS STS.”

(Source: IAM Best Practices - IAM User Guide)

Option D outlines the use of a trust relationship and assume-role mechanism via AWS STS.
This allows the on-premises application to request temporary, scoped-down credentials to
upload files to S3 securely. This approach is:

Secure - Uses short-lived credentials with least privilege
Scalable - No need for EC2 or VPN tunnels

Low Operational Overhead - No infrastructure to maintain
AWS-Recommended - Aligned with security best practices
In contrast:

Option A uses long-term credentials, which is a security risk.

Option B requires additional infrastructure (EC2, VPN), increasing complexity and cost.
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Option C relies on IP-based access, which is insecure and not a form of identity-based
authentication.

[References:, AWS IAM Best Practices - "Use temporary credentials", AWS Security Token
Service - "Temporary Security Credentials", AWS Well-Architected Framework - Security
Pillar, ,, , ]

Questions # 42:

A company has an application that runs on Amazon EC2 instances within a private subnet in a
VPC. The instances access data in an Amazon S3 bucket in the same AWS Region. The VPC
contains a NAT gateway in a public subnet to access the S3 bucket. The company wants to
reduce costs by replacing the NAT gateway without compromising security or redundancy.

Which solution meets these requirements?

Options:

O A.

Replace the NAT gateway with a NAT instance.

O B.

Replace the NAT gateway with an internet gateway.

O C.

Replace the NAT gateway with a gateway VPC endpoint.
O D.

Replace the NAT gateway with an AWS Direct Connect connection.

Answer

C
Explanation

A VPC gateway endpoint for Amazon S3 enables private connectivity to S3 without routing
traffic through a NAT gateway or over the internet, eliminating NAT gateway costs. This
solution is secure and redundant, as S3 endpoints are highly available by design.

AWS Documentation Extract:

" A gateway VPC endpoint enables you to privately connect your VPC to supported AWS
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services without requiring a NAT gateway or internet gateway. "

(Source: Amazon VPC documentation, Gateway Endpoints)

A: NAT instances still incur operational overhead and costs.

B: Internet gateway exposes resources and does not provide private access.
D: Direct Connect is for hybrid networking, not for cost-efficient S3 access.

[Reference: AWS Certified Solutions Architect - Official Study Guide, VPC Networking and
Endpoints., , , ]

Questions # 43:

A gaming company is building an application with Voice over IP capabilities. The application
will serve traffic to users across the world. The application needs to be highly available with
automated failover across AWS Regions. The company wants to minimize the latency of users
without relying on IP address caching on user devices.

What should a solutions architect do to meet these requirements?

Options:

O A.

Use AWS Global Accelerator with health checks.

O B.

Use Amazon Route 53 with a geolocation routing policy.

O C.

Create an Amazon CloudFront distribution that includes multiple origins.
O D.

Create an Application Load Balancer that uses path-based routing.

Answer

A
Explanation

The correct answer is A because the application is a global Voice over IP workload that

Page 54 of 98



needs low latency , high availability , and automated failover across AWS Regions
. AWS Global Accelerator is specifically designed to improve the availability and
performance of global applications by routing user traffic over the AWS global network to
the optimal healthy endpoint. It uses static Anycast IP addresses , which means users
connect through fixed IP addresses that do not depend on client-side DNS or IP address
caching behavior.

This is especially valuable for latency-sensitive applications such as Voice over IP, where
rapid routing decisions and fast failover are critical. Global Accelerator continuously
monitors endpoint health and can automatically direct traffic to healthy endpoints in
another AWS Region if a failure occurs. This supports the requirement for cross-Region
failover with minimal disruption.

Option B is incorrect because Route 53 geolocation routing directs traffic based on
user location, but DNS-based routing can be affected by client-side caching and does not
provide the same performance acceleration or fast failover behavior as Global Accelerator.
Option C is incorrect because Amazon CloudFront is primarily a content delivery
network for HTTP and similar content distribution scenarios, not the preferred service for
real-time Voice over IP traffic. Option D is incorrect because an Application Load
Balancer does not by itself provide global routing or multi-Region failover.

AWS best practices for global, latency-sensitive applications recommend AWS Global
Accelerator when the goal is to improve performance, use the AWS backbone network,
and provide health-based failover without depending on DNS cache expiration. Therefore,
AWS Global Accelerator with health checks is the best solution.

Questions # 44:

An insurance company is creating an application to record personal user data. The data
includes users’ names, ages, and health data. The company wants to run the application in a
private subnet on AWS.

Because of data security requirements, the company must have access to the operating
system of the compute resources that run the application tier. The company must use a low-
latency NoSQL database to store the data.

Which solution will meet these requirements?

Options:
O A.

Use Amazon EC2 instances for the application tier. Use an Amazon DynamoDB table for the
database tier. Create a VPC endpoint for DynamoDB. Assign the instances an instance profile
that has permission to access DynamoDB.

O B.
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Use AWS Lambda functions for the application tier. Use an Amazon DynamoDB table for the
database tier. Assign a Lambda function an appropriate IAM role to access the table.

O C.

Use AWS Fargate for the application tier. Create an Amazon Aurora PostgreSQL instance inside
a private subnet for the database tier.

O D.

Use Amazon EC2 instances for the application tier. Use an Amazon S3 bucket to store the data
in JSON format. Configure the application to use Amazon Athena to read and write the data to
and from the S3 bucket.

Answer

A
Explanation

The requirement to “have access to the operating system” means the compute layer
must be Amazon EC2 (or containers on EC2). Managed runtimes such as Lambda and
Fargate do not provide OS-level access.

The requirement for a “low-latency NoSQL database” maps directly to Amazon
DynamoDB, which is a fully managed NoSQL key-value and document database that
provides single-digit millisecond latency at any scale.

Because the application runs in a private subnet, AWS best practice is to access
DynamoDB privately via a VPC endpoint (gateway endpoint for DynamoDB). This
avoids traversing the public internet and simplifies security.

An instance profile (EC2 role) is the recommended method to grant EC2 instances
permission to access DynamoDB without hardcoding credentials.

Why the other options are not correct:

B: Lambda does not provide OS access, which violates the security requirement.

C: Fargate does not provide OS access, and Aurora PostgreSQL is a relational
database, not NoSQL.

D: S3 + Athena is an analytics pattern, not a low-latency NoSQL database solution;
query latency is much higher and not suitable for OLTP-style app storage.
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Questions # 45:

A company has migrated several applications to AWS in the past 3 months. The company
wants to know the breakdown of costs for each of these applications. The company wants to
receive a regular report that Includes this Information.

Which solution will meet these requirements MOST cost-effectively?

Options:
O A.

Use AWS Budgets to download data for the past 3 months into a csv file. Look up the desired
information.

O B.

Load AWS Cost and Usage Reports into an Amazon RDS DB instance. Run SQL queries to gel
the desired information.

O C.

Tag all the AWS resources with a key for cost and a value of the application ' s name. Activate
cost allocation tags Use Cost Explorer to get the desired information.

O D.

Tag all the AWS resources with a key for cost and a value of the application ' s name. Use the
AWS Billing and Cost Management console to download bills for the past 3 months. Look up
the desired information.

Answer

C
Explanation

This solution is the most cost-effective and efficient way to break down costs per
application.

Tagging Resources: By tagging all AWS resources with a specific key (e.g., " cost " ) and a
value representing the application ' s name, you can easily identify and categorize costs
associated with each application. This tagging strategy allows for granular tracking of
costs within AWS.

Activating Cost Allocation Tags: Once tags are applied to resources, you need to activate
cost allocation tags in the AWS Billing and Cost Management console. This ensures that
the costs associated with each tag are included in your billing reports and can be used for
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cost analysis.

AWS Cost Explorer: Cost Explorer is a powerful tool that allows you to visualize,
understand, and manage your AWS costs and usage over time. You can filter and group
your cost data by the tags you’ve applied to resources, enabling you to easily see the cost
breakdown for each application. Cost Explorer also supports generating regular reports,
which can be scheduled and emailed to stakeholders.

Why Not Other Options?:

Option A (AWS Budgets): AWS Budgets is more focused on setting cost and usage
thresholds and monitoring them, rather than providing detailed cost breakdowns by
application.

Option B (Load Cost and Usage Reports into RDS): This approach is less cost-effective and
involves more operational overhead, as it requires setting up and maintaining an RDS
instance and running SQL queries.

Option D (AWS Billing and Cost Management Console): While you can download bills, this
method is more manual and less dynamic compared to using Cost Explorer with activated
tags.

AWS References:

AWS Tagging Strategies- Overview of how to use tagging to organize and track AWS
resources.

AWS Cost Explorer- Details on how to use Cost Explorer to analyze costs.

Questions # 46:

A company must protect sensitive documents in Amazon S3 from deletion or modification for a
fixed retention period to meet regulatory requirements.

Which solution will meet these requirements?

Options:

O A.

Enable S3 Object Lock in governance mode.
O B.

Enable S3 Object Lock in compliance mode.

O C.
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Enable S3 versioning with lifecycle deletion rules.
O D.

Transition objects to S3 Glacier Flexible Retrieval.

Answer

B
Explanation

Regulatory compliance often requires immutability, meaning data cannot be altered or
deleted by any user, including administrators, during a retention period. Amazon S3
Object Lock in compliance mode is specifically designed for this requirement.

Option B enforces a write-once-read-many (WORM) model. Once compliance mode is
enabled and a retention period is set, no one—including root users—can delete or
overwrite the objects until the retention expires. This provides the strongest level of
protection and satisfies strict regulatory standards.

Option A (governance mode) allows privileged users to override the lock, which may not
satisfy regulatory mandates. Option C does not prevent deletion or modification before
retention expiration. Option D addresses storage cost, not immutability.

Therefore, B is the correct solution for regulatory-grade data protection.

Questions # 47:

A company has an e-commerce site. The site is designed as a distributed web application
hosted in multiple AWS accounts under one AWS Organizations organization. The web
application is comprised of multiple microservices. All microservices expose their AWS
services either through Amazon CloudFront distributions or public Application Load Balancers
(ALBs). The company wants to protect public endpoints from malicious attacks and monitor
security configurations. Which solution will meet these requirements with the LEAST
operational overhead?

Options:
O A.

Use AWS WAF to protect the public endpoints. Use AWS Firewall Manager from a dedicated
security account to manage rules in AWS WAF. Use AWS Config rules to monitor the Regional
and global WAF configurations.
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O B.

Use AWS WAF to protect the public endpoints. Apply AWS WAF rules in each account. Use AWS
Config rules and AWS Security Hub to monitor the WAF configurations of the ALBs and the
CloudFront distributions.

O C.

Use AWS WAF to protect the public endpoints. Use AWS Firewall Manager from a dedicated
security account to manage the rules in AWS WAF. Use Amazon Inspector and AWS Security
Hub to monitor the WAF configurations of the ALBs and the CloudFront distributions.

O D.

Use AWS Shield Advanced to protect the public endpoints. Use AWS Config rules to monitor
the Shield Advanced configuration for each account.

Answer

A
Explanation

Key Requirements:

Protect public endpoints (CloudFront distributions and ALBs) frommalicious attacks.
Centralizedmanagementacross multiple accounts in an organization.

Ability tomonitor security configurationseffectively.

Minimizeoperational overhead.

Analysis of Options

Option A:

AWS WAF:Protects web applications by filtering and blocking malicious requests. Rules can
be applied to both ALBs and CloudFront distributions.

AWS Firewall Manager:Enables centralized management of WAF rules across multiple
accounts in an AWS Organizations organization. It simplifies rule deployment, avoiding the
need to configure rules individually in each account.

AWS Config:Monitors compliance by using rules that check Regional and global WAF
configurations. Ensures that security configurations align with organizational policies.

Operational Overhead:Centralized management and automated monitoring reduce the
operational burden.

Correct Approach:Meets all requirements with the least overhead.
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Option B:
This approach involves applying WAF rules in each account manually.

While AWS Config and AWS Security Hub provide monitoring capabilities, managing
individual WAF configurations in multiple accounts introduces significant operational
overhead.

Incorrect Approach:Higher overhead compared to centralized management with AWS
Firewall Manager.

Option C:

Similar to Option A but includesAmazon Inspector, which is not designed for monitoring
WAF configurations.

AWS Security Hubis appropriate for monitoring but is redundant when Firewall Manager
and Config are already in use.

Incorrect Approach:Adds unnecessary complexity and does not focus on monitoring WAF
specifically.

Option D:

AWS Shield Advanced:Focuses on mitigating large-scale DDoS attacks but does not
provide the fine-grained web application protection offered by WAF.

AWS Config:Can monitor Shield Advanced configurations but does not fulfill the WAF
monitoring requirements.

Incorrect Approach:Does not address the need for WAF or centralized rule management.
Why Option A is Correct
Protection:

AWS WAF provides fine-grained filtering and protection against SQL injection, cross-site
scripting, and other web vulnerabilities.

Rules can be applied at both ALBs and CloudFront distributions, covering all public
endpoints.

Centralized Management:

AWS Firewall Manager enables security teams to centrally define and manage WAF rules
across all accounts in the organization.

Monitoring:

AWS Config ensures compliance with WAF configurations by checking rules and generating
alerts for misconfigurations.

Operational Overhead:
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Centralized management via Firewall Manager and automated compliance monitoring via
AWS Config greatly reduce manual effort.

AWS Solution Architect References
AWS WAF Documentation
AWS Firewall Manager Documentation

AWS Config Best Practices

AWS Organizations Documentation

Questions # 48:

A company processes large amounts of data by using Amazon EC2 instances in an Auto
Scaling group. The data processing jobs run for up to 48 hours each week. The data
processing jobs can handle interruptions. However, the company wants to minimize the
interruptions.

The company wants to use the latest generation of Amazon EC2 instances each year.

Which solution will meet these requirements in the MOST cost-effective way?

Options:
O A.

Purchase Convertible Reserved Instances (RIs) on an All Upfront basis for a 3-year term for the
instance types currently in use.

O B.

Purchase Standard Reserved Instances (RIs) on an All Upfront basis for a 1-year term for the
instance types in use.

O C.

Purchase Spot Instances with a price-capacity-optimized allocation strategy. Override instance
types in the Auto Scaling group.

O D.

Purchase Spot Instances with a capacity-optimized allocation strategy. Override instance types
in the Auto Scaling group.
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Answer

D
Explanation

The correct answer is D because the workload is interruptible , runs for only up to 48
hours each week , and the company wants the most cost-effective solution while also
minimizing interruptions . These requirements strongly align with Amazon EC2 Spot
Instances . Spot Instances provide significant savings compared with On-Demand pricing
and are ideal for batch processing, analytics, and other fault-tolerant workloads that can
recover from interruptions.

To minimize the chance of interruption, the best allocation strategy is capacity-
optimized . This strategy places Spot requests into the most available Spot capacity
pools, which reduces the likelihood that the running instances will be reclaimed. That is
more aligned with the requirement than focusing primarily on the absolute lowest price.
By using instance type overrides in the Auto Scaling group, the company can specify
multiple acceptable instance types across generations and sizes. This improves access to
capacity and helps the company adopt newer generation instances over time without
locking into a single family or type.

Option A is incorrect because Convertible Reserved Instances are not as cost-effective
as Spot for an interruptible workload that runs only part of the week, and a 3-year term
reduces flexibility. Option B is incorrect because Standard Reserved Instances are
better for steady-state workloads and do not support the requirement to move to the
latest generation each year as flexibly. Option C is close, but price-capacity-optimized
balances cost and capacity; the question prioritizes minimizing interruptions, so capacity-
optimized is the better answer.

AWS cost optimization guidance recommends Spot Instances with a capacity-focused
strategy for fault-tolerant workloads that need low cost and fewer interruptions.

Questions # 49:

A solutions architect needs to host a high performance computing (HPC) workload in the AWS
Cloud. The workload will run on hundreds of Amazon EC2 instances and will require parallel
access to a shared file system to enable distributed processing of large datasets. Datasets will
be accessed across multiple instances simultaneously. The workload requires access latency
within 1 ms. After processing has completed, engineers will need access to the dataset for
manual postprocessing.

Which solution will meet these requirements?
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Options:
O A.

Use Amazon Elastic File System (Amazon EFS) as a shared fie system. Access the dataset from
Amazon EFS.

O B.

Mount an Amazon S3 bucket to serve as the shared file system. Perform postprocessing
directly from the S3 bucket.

O C.

Use Amazon FSx for Lustre as a shared file system. Link the file system to an Amazon S3
bucket for postprocessing.

O D.

Configure AWS Resource Access Manager to share an Amazon S3 bucket so that it can be
mounted to all instances for processing and postprocessing.

Answer

C
Explanation

Amazon FSx for Lustre is the ideal solution for high-performance computing (HPC)
workloads that require parallel access to a shared file system with low latency. FSx for
Lustre is designed specifically to meet the needs of such workloads, offering sub-
millisecond latencies, which makes it well-suited for the 1 ms latency requirement
mentioned in the question.

Here is why FSx for Lustre is the best fit:

Parallel File System: FSx for Lustre is a parallel file system that can scale across hundreds
of Amazon EC2 instances, providing high throughput and low-latency access to data. It is
optimized for processing large datasets in parallel, which is essential for HPC workloads.

Low Latency: FSx for Lustre is capable of providing access latencies well within 1 ms,
making it ideal for performance-sensitive workloads like HPC.

Seamless Integration with Amazon S3: FSx for Lustre can be linked to an Amazon S3
bucket. This integration allows data to be imported from S3 into FSx for Lustre before the
workload begins and exported back to S3 after processing. This feature is crucial for
manual postprocessing because it enables engineers to access the dataset in S3 after
processing.

Performance: FSx for Lustre is built for workloads that require high performance, such as
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machine learning, analytics, media processing, and financial simulations, which are typical
for HPC environments.

In contrast:

Amazon EFS (Option A): While EFS provides shared file storage and scales across multiple

EC2 instances, it does not offer the same level of performance or sub-millisecond latencies
as FSx for Lustre. EFS is more suited for general-purpose workloads, not high-performance
computing.

Mounting S3 as a file system (Option B and D): S3 is object storage, not a file system
designed for low-latency access and parallel processing. Mounting S3 buckets directly or
using AWS Resource Access Manager to share the bucket would not meet the low-latency
(1 ms) or performance requirements needed for HPC workloads.

Therefore, Amazon FSx for Lustre (Option C) is the most appropriate and verified solution
for this scenario.

AWS References:
Amazon FSx for Lustre
Best Practices for High Performance Computing (HPC)

Amazon FSx and Amazon S3 Integration

Questions # 50:

A company wants to implement new security compliance requirements for its development
team to limit the use of approved Amazon Machine Images (AMIs).

The company wants to provide access to only the approved operating system and software for
all its Amazon EC2 instances. The company wants the solution to have the least amount of
lead time for launching EC2 instances.

Which solution will meet these requirements?

Options:
O A.

Create a portfolio by using AWS Service Catalog that includes only EC2 instances launched
with approved AMls. Ensure that all required software is preinstalled on the AMlIs. Create the
necessary permissions for developers to use the portfolio.

O B.

Create an AMI that contains the approved operating system and software by using EC2 Image

Page 65 of 98



Builder. Give developers access to that AMI to launch the EC2 instances.
O C.

Create an AMI that contains the approved operating system Tell the developers to use the
approved AMI Create an Amazon EventBridge rule to run an AWS Systems Manager script
when a new EC2 instance is launched. Configure the script to install the required software
from a repository.

O D.

Create an AWS Config rule to detect the launch of EC2 instances with an AMI that is not
approved. Associate a remediation rule to terminate those instances and launch the instances
again with the approved AMI. Use AWS Systems Manager to automatically install the approved
software on the launch of an EC2 instance.

Answer

A
Explanation

AWSService Catalogis designed to allow organizations to manage a catalog of approved
products (including AMIs) that users can deploy. By creating a portfolio that contains only
EC2 instances launched with preapproved AMiIs, the company can enforce compliance with
the approved operating system and software for all EC2 instances. Service Catalog also
streamlines the process of launching EC2 instances, reducing the lead time while ensuring
that developers use only the approved configurations.

Option B (EC2 Image Builder): While EC2 Image Builder helps in creating and managing
AMls, it doesn 't provide the enforcement mechanism that Service Catalog does.

Option C (EventBridge rule and Systems Manager script): This solution is reactive and
involves more operational complexity compared to Service Catalog.

Option D (AWS Config rule): This option is reactive (it terminates non-compliant instances
after launch) and introduces additional operational overhead.

AWS References:

AWS Service Catalog

Questions # 51:

A company collects data from sensors. The company needs a cloud-based solution to store
and transform the sensor data to make critical decisions. The solution must store the data for
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up to 2 days. After 2 days, the solution must delete the data. The company needs to use the
transformeddata in an automated workflow that has manual approval steps.

Which solution will meet these requirements?

Options:
O A.

Load the data into an Amazon Simple Queue Service (Amazon SQS) queue that has a retention
period of 2 days. Use an Amazon EventBridge pipe to retrieve data from the queue, transform
the data, and pass the data to an AWS Step Functions workflow.

O B.

Load the data into AWS DataSync. Delete the DataSync task after 2 days. Invoke an AWS
Lambda function to retrieve the data, transform the data, and invoke a second Lambda
function that performs the remaining workflow steps.

O C.

Load the data into an Amazon Simple Notification Service (Amazon SNS) topic. Use an Amazon
EventBridge pipe to retrieve the data from the topic, transform the data, and send the data to
Amazon EC2 instances to perform the remaining workflow steps.

O D.

Load the data into an Amazon Simple Notification Service (Amazon SNS) topic. Use an Amazon
EventBridge pipe to retrieve the data from the topic and transform the data into an
appropriate format for an Amazon SQS queue. Use an AWS Lambda function to poll the queue
to perform the remaining workflow steps.

Answer

A
Explanation

Amazon SQS with a 2-day retention ensures the data lives just as long as needed.
EventBridge Pipes allow direct integration between event producers and consumers, with
optional filtering and transformation. AWS Step Functions supports manual approval steps,
which fits the workflow requirement perfectly.

[Reference: AWS Documentation - Amazon EventBridge Pipes, AWS Step Functions,

=============, DD ]

Questions # 52:
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A company needs a secure connection between its on-premises environment and AWS. This
connection does not need high bandwidth and will handle a small amount of traffic. The
connection should be set up quickly.

What is the MOST cost-effective method to establish this type of connection?

Options:

O A.

Implement a client VPN

O B.

Implement AWS Direct Connect.

O C.

Implement a bastion host on Amazon EC2.
O D.

Implement an AWS Site-to-Site VPN connection.

Answer

D
Explanation

AWS Site-to-Site VPN: This provides a secure and encrypted connection between an on-
premises environment and AWS. It is a cost-effective solution suitable for low bandwidth
and small traffic needs.

Quick Setup:

Site-to-Site VPN can be quickly set up by configuring a virtual private gateway on the AWS
side and a customer gateway on the on-premises side.

It uses standard IPsec protocol to establish the VPN tunnel.

Cost-Effectiveness: Compared to AWS Direct Connect, which requires dedicated physical
connections and higher setup costs, a Site-to-Site VPN is less expensive and easier to
implement for smaller traffic requirements.

[References:, AWS Site-to-Site VPN, , ,,,, ]
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Questions # 53:

A company needs to implement a new data retention policy for regulatory compliance. As part
of this policy, sensitive documents that are stored in an Amazon S3 bucket must be protected
from deletion or modification for a fixed period of time.

Which solution will meet these requirements?

Options:

O A.

Activate S3 Object Lock on the required objects and enable governance mode.
O B.

Activate S3 Object Lock on the required objects and enable compliance mode.
O C.

Enable versioning on the S3 bucket. Set a lifecycle policy to delete the objects after a specified
period.

O D.

Configure an S3 Lifecycle policy to transition objects to S3 Glacier Flexible Retrieval for the
retention duration.

Answer

B
Explanation

S3 Object Lock in Compliance Mode prevents objects from being deleted or overwritten for
a fixed, specified retention period. Compliance Mode is specifically designed to meet
regulatory requirements, ensuring that no user, including the root user, can modify or
delete the object during the retention period.

Reference Extract:

" S3 Object Lock in compliance mode protects objects from being deleted or overwritten
during the specified retention period, helping meet regulatory retention requirements. "

Source: AWS Certified Solutions Architect - Official Study Guide, S3 Object Lock and
Compliance section.
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Questions # 54:

A company wants to relocate its on-premises MySQL database to AWS. The database accepts
regular imports from a client-facing application, which causes a high volume of write
operations. The company is concerned that the amount of traffic might be causing
performance issues within the application.

Options:
O A.

Provision an Amazon RDS for MySQL DB instance with Provisioned IOPS SSD storage. Monitor
write operation metrics by using Amazon CloudWatch. Adjust the provisioned IOPS if
necessary.

O B.

Provision an Amazon RDS for MySQL DB instance with General Purpose SSD storage. Place an
Amazon ElastiCache cluster in front of the DB instance. Configure the application to query
ElastiCache instead.

O C.

Provision an Amazon DocumentDB (with MongoDB compatibility) instance with a memory-
optimized instance type. Monitor Amazon CloudWatch for performance-related issues. Change
the instance class if necessary.

O D.

Provision an Amazon Elastic File System (Amazon EFS) file system in General Purpose
performance mode. Monitor Amazon CloudWatch for IOPS bottlenecks. Change to Provisioned
Throughput performance mode if necessary.

Answer

A
Explanation

For a MySQL database experiencing high write operations, using Amazon RDS with
Provisioned IOPS (iol or io2) SSD storage is recommended to achieve consistent and low-
latency performance. Provisioned IOPS allows you to specify a desired IOPS rate, which is
crucial for write-intensive workloads.

Monitoring write operation metrics through Amazon CloudWatch enables you to observe
performance and adjust the provisioned IOPS as needed to meet application demands.
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[References:, Modifying settings for Provisioned IOPS SSD storageAWS Documentation,
Amazon CloudWatch metrics for Amazon RDSAWS Documentation, , , ]

Questions # 55:

A company runs an application on Amazon EC2 instances. The application needs to access an
Amazon RDS database. The company wants to grant the EC2 instances access permissions to
the RDS database while following the principle of least privilege.

Which solution will meet these requirements?

Options:
O A.

Create an IAM user that has a policy that grants administrative permissions. Use the IAM user '
s access keys on the EC2 instances to access the RDS database.

O B.

Create an IAM user that has a policy that grants the minimum required permissions to access
the RDS database. Embed the IAM user ' s access keys on the EC2 instances to access the RDS
database.

O C.

Create an IAM role that has a policy that grants the minimum required permissions to access
the RDS database. Attach the IAM role access key and the IAM role secret key to the EC2
instance profile.

O D.

Create an IAM role that has a policy that grants the minimum required permissions to access
the RDS database. Attach the IAM role to an EC2 instance profile. Associate the instance
profile with the instances.

Answer

D
Explanation

The best practice for granting AWS resource access to EC2 instances is to use IAM roles,
not users or long-lived access keys. You create an IAM role with a policy that grants the
minimum permissions required, then attach that role to an instance profile associated with
the EC2 instance. The instance then automatically receives temporary credentials for AWS
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service access.
AWS Documentation Extract:

" Attach an IAM role to your EC2 instances to securely grant permissions to AWS services
according to the principle of least privilege. Never embed access keys in EC2 instances. "

(Source: AWS EC2 documentation, IAM Roles for EC2)
A, B: Using IAM users and embedding keys violates security best practices.

C: 1AM role credentials are automatically managed and never need to be manually
attached as keys.

[Reference: AWS Certified Solutions Architect - Official Study Guide, IAM Roles and EC2., , ,
]

Questions # 56:

A company uses AWS Organizations to manage multiple AWS accounts. The company needs a
secure, event-driven architecture in which specific Amazon SNS topics in Account A can
publish messages to specific Amazon SQS queues in Account B.

Which solution meets these requirements while maintaining least privilege?

Options:
O A.

Create a new IAM role in Account A that can publish to any SQS queue. Share the role ARN
with Account B.

O B.

Add SNS topic ARNs to SQS queue policies in Account B. Configure SNS topics to publish to any
queue. Encrypt the queue with an AWS KMS key.

O C.

Modify the SQS queue policies in Account B to allow only specific SNS topic ARNs from Account
A to publish messages. Ensure the SNS topics have publish permissions for the specific queue
ARN.

O D.

Create a shared IAM role across both accounts with permission to publish to all SQS queues.
Enable cross-account access.
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Answer

C
Explanation

AWS documentation states that the correct and least-privilege method for cross-account
SNS-to-SQS integration is:

* Add specific SNS topic ARNs to the SQS queue policy.

* Allow only those topics to publish messages to the queue.

* Ensure SNS has permission to publish to the specific queue ARN.

This ensures strict scoping and adheres to least privilege.

Options A and D grant overly broad permissions. Option B allows publishing to any queue,
which violates least privilege.

Questions # 57:

A company wants to use automatic machine learning (ML) to create and visualize forecasts of
complex scenarios and trends.

Which solution will meet these requirements with the LEAST management overhead?

Options:
O A.

Use an AWS Glue ML job to transform the data and create forecasts. Use Amazon QuickSight
to visualize the data.

O B.

Use Amazon QuickSight to visualize the data. Use ML-powered forecasting in QuickSight to
create forecasts.

O C.

Use a prebuilt ML AMI from the AWS Marketplace to create forecasts. Use Amazon QuickSight
to visualize the data.

O D.

Use Amazon SageMaker Al inference pipelines to create and update forecasts. Use Amazon
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QuickSight to visualize the combined data.

Answer

B
Explanation

Amazon QuickSight includes built-in ML-powered forecasting capabilities, allowing you to
create, visualize, and interact with time series forecasts directly within the Bl dashboard,
with no ML experience or infrastructure management required. This is the lowest
management overhead solution.

AWS Documentation Extract:

" Amazon QuickSight provides built-in ML-powered forecasting, allowing business users to
forecast future trends with a few clicks and no machine learning expertise required. "

(Source: Amazon QuickSight documentation)
A, C, D: Require additional setup, management, or ML knowledge.

[Reference: AWS Certified Solutions Architect - Official Study Guide, QuickSight and ML
Forecasting., , , ]

Questions # 58:

A company runs multiple applications in multiple AWS accounts within the same organization
in AWS Organizations. A content management system (CMS) runs on Amazon EC2 instances in
a VPC. The CMS needs to access shared files from an Amazon Elastic File System (Amazon
EFS) file system that is deployed in a separate AWS account. The EFS account is in a separate
VPC.

Which solution will meet this requirement?

Options:

O A.

Mount the EFS file system on the EC2 instances by using the EFS Elastic IP address.
O B.

Enable VPC sharing between the two accounts. Use the EFS mount helper to mount the file
system on the EC2 instances. Redeploy the EFS file system in a shared subnet.

O C.
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Configure AWS Systems Manager Run Command to mount the EFS file system on the EC2
instances.

O D.

Install the amazon-efs-utils package on the EC2 instances. Add the mount target in the efs-
config file. Mount the EFS file system by using the EFS access point.

Answer

D
Explanation

To access an EFS file system across accounts and VPCs, the EFS must be mounted using
VPC peering or AWS Transit Gateway, and the EC2 instances must use the amazon-efs-
utils package with the correct mount target or access point.

Using an EFS access point simplifies access management, especially across accounts, by
providing a POSIX identity and access policy layer.

VPC sharing doesn’t support EFS directly unless the subnet and resources are shared
properly, which requires redeployment. Therefore, option D is the most complete and
correct.

Questions # 59:

Question:

A company runs a mobile game app that stores session data (up to 256 KB) for up to 48 hours.
The data updates frequently and must be deleted automatically after expiration. Restorability
is also required.

Options:

Options:
O A.

Use an Amazon DynamoDB table to store the session data. Enable point-in-time recovery
(PITR) and TTL.

O B.

Use Amazon MemoryDB and enable PITR and TTL.
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O C.

Store session data in S3 Standard. Enable Versioning and a Lifecycle rule to expire objects
after 48 hours.

O D.

Store data in S3 Intelligent-Tiering with Versioning and a Lifecycle rule to expire after 48
hours.

Answer

A
Explanation

Amazon DynamoDB supports both TTL (Time to Live) for automatic deletion and Point-in-
Time Recovery (PITR) for backup and restore of table data. It ' s ideal for frequently
updated data with short retention requirements and minimal operational overhead.

TTL attribute ensures expired items are automatically removed.
PITR enables recovery from accidental deletes or application errors.

[References:, DynamoDB TTL, DynamoDB PITR, , , ]

Questions # 60:

A company hosts a public web application on AWS. The website has a three-tier architecture.
The frontend web tier is comprised of Amazon EC2 instances in an Auto Scaling group. The
application tier is a second Auto Scaling group. The database tier is an Amazon RDS database.

The company has configured the Auto Scaling groups to handle the application ' s normal level
of demand. During an unexpected spike in demand, the company notices a long delay in the
startup time when the frontend and application layers scale out. The company needs to
improve the scaling performance of the application without negatively affecting the user
experience.

Which solution will meet these requirements MOST cost-effectively?

Options:
O A.

Decrease the minimum number of EC2 instances for both Auto Scaling groups. Increase the
desired number of instances to meet the peak demand requirement.
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O B.

Configure the maximum number of instances for both Auto Scaling groups to be the number
required to meet the peak demand. Create a warm pool.

o C.

Increase the maximum number of EC2 instances for both Auto Scaling groups to meet the
normal demand requirement. Create a warm pool.

O D.

Reconfigure both Auto Scaling groups to use a scheduled scaling policy. Increase the size of
the EC2 instance types and the RDS instance types.

Answer

B
Explanation

EC2 Auto Scaling warm pools allow you to pre-initialize instances, reducing the delay in
scale-out events. This results in significantly faster response times during demand surges
while remaining cost-effective compared to always running at peak capacity.

[Reference: AWS Documentation - EC2 Auto Scaling Warm Pools for Faster Scaling,
=============, 0D ]

Questions # 61:

A media publishing company is building an application that allows users to print custom books.
The frontend runs in a Docker container. Incoming order volume is highly variable and can
exceed the throughput of the physical printing machines. Order-processing payloads can be
up to 4 MB.

The company needs a scalable solution for handling incoming orders.

Which solution will meet this requirement?

Options:
O A.

Use Amazon SQS to queue incoming orders. Use Lambda@Edge to process orders. Deploy the
frontend on Amazon EKS.

O B.
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Use Amazon SNS to queue incoming orders. Use a Lambda function to process orders. Deploy
the frontend on AWS Fargate.

O C.

Use Amazon SQS to queue incoming orders. Use a Lambda function to process orders. Deploy
the frontend on Amazon ECS with the Fargate launch type.

O D.

Use Amazon SNS to queue incoming orders. Use Lambda@Edge to process orders. Deploy the
frontend on Amazon EC2 instances.

Answer

C
Explanation

Amazon SQS is the AWS-recommended service for handling decoupled, scalable, ordered,
durable message ingestion with potentially large workloads. It supports payloads up to
256 KB directly and up to several MB using S3-backed large-payload extensions.

Lambda functions can process messages from SQS with automatic scaling. ECS with the
Fargate launch type provides a serverless container platform for the frontend, scaling
based on demand without managing servers.

SNS (Options B and D) is not a queue, does not provide durable message buffering, and is
not appropriate for variable, bursty workloads that may exceed backend throughput.
Lambda@Edge (Options A and D) is unsuitable for backend order processing because it
runs at CloudFront edge locations with strict limitations.

Questions # 62:

A company has separate AWS accounts for its finance, data analytics, and development
departments. Because of costs and security concerns, the company wants to control which
services each AWS account can use

Which solution will meet these requirements with the LEAST operational overhead?

Options:
O A.

Use AWS Systems Manager templates to control which AWS services each department can use
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O B.

Create organization units (OUs) for each department in AWS Organizations. Attach service
control policies (SCPs) to the OUs.

o C.

Use AWS CloudFormation to automatically provision only the AWS services that each
department can use.

O D.

Set up a list of products in AWS Service Catalog in the AWS accounts to manage and control
the usage of specific AWS services

Answer

B
Explanation

AWS Organizations: AWS Organizations allows you to create multiple AWS accounts and
manage them centrally. You can organize accounts into organizational units (OUs) and
apply policies to these units.

Organizational Units (OUs):

Create separate OUs for each department: finance, data analytics, and development.
Place the respective AWS accounts for each department into their corresponding OUs.
Service Control Policies (SCPs):

SCPs are policies that can restrict which AWS services and actions are available to
accounts in an OU.

Create SCPs to define which services each department can use and attach these policies
to the appropriate OUs.

SCPs apply to all IAM users, groups, and roles within the accounts in the OU, providing
centralized control over service usage.

Operational Efficiency: Using AWS Organizations and SCPs provides a scalable and
centralized way to manage permissions across multiple accounts with minimal operational
overhead.

[References:, AWS Organizations, Service Control Policies, , , ,,, ]

Questions # 63:
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A company is desighing a website that displays stock market prices to users. The company
wants to use Amazon ElastiCache (Redis OSS) for the data caching layer. The company needs
to ensure that the website ' s data caching layer can automatically fail over to another node if
necessary.

Options:

O A.

Enable read replicas in ElastiCache (Redis OSS). Promote the read replica when necessary.

O B.

Enable Multi-AZ in ElastiCache (Redis OSS). Fail over to a second node when necessary.

O C.

Export a backup of the ElastiCache (Redis OSS) cache to an Amazon S3 bucket. Restore the
cache to a second cluster when necessary.

O D.

Export a backup of the ElastiCache (Redis OSS) cache by using AWS Backup. Restore the
cache to a second cluster when necessary.

Answer

B
Explanation

For high availability, Amazon ElastiCache for Redis supports Multi-AZ with automatic
failover, which provides primary and replica nodes in different Availability Zones. If the
primary node fails, Redis automatically promotes a replica to primary.

From AWS Documentation:

“When you enable Multi-AZ with automatic failover, Amazon ElastiCache automatically
detects failures and promotes a read replica to primary with minimal downtime.”

(Source: Amazon ElastiCache for Redis User Guide)
Why B is correct:
Multi-AZ provides automatic failover and data replication.

Ensures continuous availability and protects against node or AZ failures.
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Fully managed with no manual intervention needed.

Why others are incorrect:

A: Manual promotion is not automatic.

C & D: Restoring from backup is slow and meant for disaster recovery, not failover.

[References:, Amazon ElastiCache for Redis User Guide - “High Availability with Multi-AZ",
AWS Well-Architected Framework - Reliability Pillar, , , , ]

Questions # 64:

A company uses Amazon RDS for PostgreSQL databases for its data tier. The company must
implement password rotation for the databases.

Which solution meets this requirement with the LEAST operational overhead?

Options:

O A.

Store the password in AWS Secrets Manager. Enable automatic rotation on the secret.
O B.

Store the password in AWS Systems Manager Parameter Store. Enable automatic rotation on
the parameter.

O C.

Store the password in AWS Systems Manager Parameter Store. Write an AWS Lambda function
that rotates the password.

O D.

Store the password in AWS Key Management Service (AWS KMS). Enable automatic rotation on
the AWS KMS key.

Answer

A
Explanation

AWS Secrets Manager is the recommended service for managing and automatically
rotating database credentials. It integrates natively with Amazon RDS (including
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PostgreSQL), supports built-in rotation functionality, and requires minimal setup.

Secrets Manager also supports versioning and auditing, which enhances operational
excellence and security. Parameter Store does not natively support credential rotation.
AWS KMS manages key encryption—not application secrets—so it is not applicable here.

Questions # 65:

An online gaming company is transitioning user data storage to Amazon DynamoDB to support
the company ' s growing user base. The current architecture includes DynamoDB tables that
contain user profiles, achievements, and in-game transactions.

The company needs to design a robust, continuously available, and resilient DynamoDB
architecture to maintain a seamless gaming experience for users.

Which solution will meet these requirements MOST cost-effectively?

Options:
O A.

Create DynamoDB tables in a single AWS Region. Use on-demand capacity mode. Use global
tables to replicate data across multiple Regions.

O B.

Use DynamoDB Accelerator (DAX) to cache frequently accessed data. Deploy tables in a single
AWS Region and enable auto scaling. Configure Cross-Region Replication manually to
additional Regions.

O C.

Create DynamoDB tables in multiple AWS Regions. Use on-demand capacity mode. Use
DynamoDB Streams for Cross-Region Replication between Regions.

O D.

Use DynamoDB global tables for automatic multi-Region replication. Deploy tables in multiple
AWS Regions. Use provisioned capacity mode. Enable auto scaling.

Answer

D
Explanation
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DynamoDB Global Tablesprovide a fully managed, multi-region, and multi-master
database solution that allows you to deploy DynamoDB tables in multiple AWS Regions.
This ensures high availability and resiliency across different geographical locations,
providing a seamlessgaming experience for users. Usingprovisioned capacity
modewithauto-scalingensures cost-efficiency by scaling up or down based on actual
demand.

Option A: While on-demand capacity mode is flexible, provisioned capacity with auto-
scaling is more cost-effective for predictable workloads.

Option B (DAX): DAX improves read performance, but it doesn ' t provide the multi-region
replication needed for high availability and resiliency.

Option C: DynamoDB Streams with manual cross-region replication adds more complexity
and operational overhead compared to Global Tables.

AWS References:

DynamoDB Global Tables

Questions # 66:

An ecommerce company stores terabytes of customer data in the AWS Cloud. The data
contains personally identifiable information (Pll). The company wants to use the data in three
applications. Only one of the applications needs to process the PIl. The PIl must be removed
before the other two applications process the data.

Which solution will meet these requirements with the LEAST operational overhead?

Options:
O A.

Store the data in an Amazon DynamoDB table. Create a proxy application layer to intercept
and process the data that each application requests.

O B.

Store the data in an Amazon S3 bucket. Process and transform the data by using S3 Object
Lambda before returning the data to the requesting application.

o C.

Process the data and store the transformed data in three separate Amazon S3 buckets so that
each application has its own custom dataset. Point each application to its respective S3
bucket.
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O D.

Process the data and store the transformed data in three separate Amazon DynamoDB tables
so that each application has its own custom dataset. Point each application to its respective
DynamoDB table.

Answer

B
Explanation

Amazon S3 Object Lambda allows you to add your own code to process data retrieved
from S3 before it is returned to an application. You can use this to dynamically redact or
remove Pll for specific applications on-the-fly, eliminating the need to manage multiple
buckets or datasets, thus minimizing operational overhead.

Reference Extract:

" S3 Object Lambda enables you to process and transform data as it is retrieved from S3,
supporting use cases such as redacting sensitive information before returning data to an
application. "

Source: AWS Certified Solutions Architect - Official Study Guide, Data Security and
Transformation section.

Questions # 67:

A company plans to rehost an application to Amazon EC2 instances that use Amazon Elastic
Block Store (Amazon EBS) as the attached storage

A solutions architect must design a solution to ensure that all newly created Amazon EBS
volumes are encrypted by default. The solution must also prevent the creation of unencrypted
EBS volumes

Which solution will meet these requirements?

Options:
O A.
Configure the EC2 account attributes to always encrypt new EBS volumes.

O B.

Use AWS Config. Configure the encrypted-volumes identifier Apply the default AWS Key
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Management Service (AWS KMS) key.
O C.

Configure AWS Systems Manager to create encrypted copies of the EBS volumes. Reconfigure
the EC2 instances to use the encrypted volumes

O D.

Create a customer managed key in AWS Key Management Service (AWS KMS) Configure AWS
Migration Hub to use the key when the company migrates workloads.

Answer

A
Explanation

EC2 Account Attributes: Amazon EC2 allows you to set account attributes to automatically
encrypt new EBS volumes. This ensures that all new volumes created in your account are
encrypted by default.

Configuration Steps:
Go to the EC2 Dashboard.
Select " Account Attributes " and then " EBS encryption " .

Enable default EBS encryption and select the default AWS KMS key or a customer-
managed key.

Prevention of Unencrypted Volumes: By setting this account attribute, you ensure that it is
not possible to create unencrypted EBS volumes, thereby enforcing compliance with
security requirements.

Operational Efficiency: This solution requires minimal configuration changes and provides
automatic enforcement of encryption policies, reducing operational overhead.

[References:, Amazon EC2 Default EBS Encryption, , ,,,, ]

Questions # 68:

A company sets up an organization in AWS Organizations that contains 10AWS accounts. A
solutions architect must design a solution to provide access to the accounts for several
thousand employees. The company has an existing identity provider (IdP). The company wants
to use the existing IdP for authentication to AWS.

Which solution will meet these requirements?
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Options:
O A.

Create IAM users for the employees in the required AWS accounts. Connect IAM users to the
existing IdP. Configure federated authentication for the IAM users.

O B.

Set up AWS account root users with user email addresses and passwords that are
synchronized from the existing IdP.

O C.

Configure AWS IAM Identity Center Connect IAM Identity Center to the existing IdP Provision
users and groups from the existing IdP

O D.

Use AWS Resource Access Manager (AWS RAM) to share access to the AWS accounts with the
users in the existing IdP.

Answer

C
Explanation

AWS IAM ldentity Center:

IAM Identity Centerprovides centralized access management for multiple AWS accounts
within an organization and integrates seamlessly with existing identity providers (IdPs)
throughSAML 2.0 federation.

It allows users to authenticate using their existing IdP credentials and gain access to AWS
resources without the need to create and manage separate IAM users in each account.

IAM Identity Centeralso simplifies provisioning and de-provisioning users, as it can
automatically synchronize users and groups from the external IdP to AWS, ensuring secure
and managed access.

Integration with Existing I1dP:

The solution involves configuringlAM Identity Centerto connect to the company ' s IdP
using SAML. This setup allows employees to log in with their existing credentials, reducing
the complexity of managing separate AWS credentials.

Once connected,|AM ldentity Centerhandles authentication and authorization, granting
users access to the AWS accounts based on their assigned roles and permissions.

Why the Other Options Are Incorrect:
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Option A: Creating separatelAM usersfor each employee is not scalable or efficient.
Managing thousands of IAM users across multiple AWS accounts introduces unnecessary
complexity and operational overhead.

Option B: Using AWSroot userswith synchronized passwords is a security risk and goes
against AWS best practices. Root accounts should never be used for day-to-day
operations.

Option D:AWS Resource Access Manager (RAM)is used for sharing AWS resources between
accounts, not for federating access for users across accounts. It doesn’t provide a solution
for authentication via an external I1dP.

AWS References:
AWS IAM Identity Center
SAML 2.0 Integration with AWS IAM Identity Center

By setting uplAM Identity Centerand connecting it to the existing IdP, the company can
efficiently manage access for thousands of employees across multiple AWS accounts with
a high degree of operational efficiency and security. Therefore,Option Cis the best
solution.

Questions # 69:

A transaction processing company has weekly scripted batch jobs that run on Amazon EC2
instances. The EC2 instances are in an Auto Scaling group. The number of transactions can
vary, but the baseline CPU utilization that is noted on each run is at least 60%. The company
needs to provision the capacity 30 minutes before the jobs run.

Currently, engineers complete this task by manually modifying the Auto Scaling group
parameters. The company does not have the resources to analyze the required capacity
trends for the Auto Scaling group counts. The company needs an automated way to modify
the Auto Scaling group ' s desired capacity.

Which solution will meet these requirements with the LEAST operational overhead?

Options:
O A.

Create a dynamic scaling policy for the Auto Scaling group. Configure the policy to scale based
on the CPU utilization metric. Set the target value for the metric to 60%.

O B.

Create a scheduled scaling policy for the Auto Scaling group. Set the appropriate desired
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capacity, minimum capacity, and maximum capacity. Set the recurrence to weekly. Set the
start time to 30 minutes before the batch jobs run.

O C.

Create a predictive scaling policy for the Auto Scaling group. Configure the policy to scale
based on forecast. Set the scaling metric to CPU utilization. Set the target value for the metric
to 60%. In the policy, set the instances to pre-launch 30 minutes before the jobs run.

O D.

Create an Amazon EventBridge event to invoke an AWS Lambda function when the CPU
utilization metric value for the Auto Scaling group reaches 60%. Configure the Lambda
function to increase the Auto Scaling group ' s desired capacity and maximum capacity by
20%.

Answer
C
Explanation

Predictive scaling in EC2 Auto Scaling uses machine learning to analyze historical load and
forecast future capacity needs, then pre-scales capacity before the demand occurs. It is
specifically designed for recurring, cyclical workloads such as weekly batch jobs.

In this scenario:

The workload pattern is known and recurring (weekly scripted jobs).
The company explicitly does not want to manually analyze trends.

They need capacity to be ready 30 minutes before jobs start.

Predictive scaling lets you:

Set the metric (CPU utilization) and target (60%).
Configure the policy to pre-launch instances 30 minutes in advance, satisfying the
requirement automatically with minimal operational overhead.

Dynamic scaling (Option A) reacts after CPU increases, not before.

Scheduled scaling (Option B) requires manual analysis and ongoing adjustment of capacity
values.

EventBridge + Lambda (Option D) introduces unnecessary custom logic and still reacts
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‘ after CPU reaches 60%, not 30 minutes before. |

Questions # 70:

A company hosts a web application on Amazon EC2 instances that are part of an Auto Scaling
group behind an Application Load Balancer (ALB). The application experiences spikes in
requests that come through the ALB throughout each day. The traffic spikes last between 15
and 20 minutes.

The company needs a solution that uses a standard or custom metric to scale the EC2
instances based on the number of requests that come from the ALB.

Which solution will meet these requirements MOST cost-effectively?

Options:
O A.

Configure an Amazon CloudWatch alarm to monitor the ALB RequestCount metric. Configure a
simple scaling policy to scale the EC2 instances in response to the metric.

O B.

Configure a predictive scaling policy based on the ALB RequestCount metric to scale the EC2
instances.

O C.

Configure an Amazon CloudWatch alarm to monitor the ALB UnhealthyHostCount metric.
Configure a target tracking policy to scale the EC2 instances in response to the metric.

O D.

Create an Amazon CloudWatch alarm to monitor a user-defined metric for GET requests.
Configure a target tracking policy threshold to scale the EC2 instances.

Answer

D
Explanation

For short, frequent daily spikes (15-20 minutes), the most cost-effective scaling behavior
typically comes from target tracking scaling driven by a request-based metric, because it
continuously adjusts capacity to maintain a chosen target value rather than
adding/removing capacity in coarse steps. Option D uses a custom CloudWatch metric
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representing the number of GET requests (sourced from ALB access logs, application
instrumentation, or request counting logic) and applies target tracking so the Auto Scaling
group scales out and in proportionally to demand. This helps avoid both under-
provisioning (bad performance during spikes) and over-provisioning (wasted cost between
spikes), which is exactly what cost-optimized elasticity aims for.

Option A (simple scaling) is usually less cost-efficient for bursty traffic because it relies on
fixed adjustments and alarm thresholds, often with cooldowns. With 15-20 minute spikes,
simple scaling can react too slowly, overshoot, or oscillate, leaving extra instances running
after the spike or failing to ramp fast enough at the start. Option B (predictive scaling) is
intended for regular, forecastable demand patterns, but it's not always the most cost-
effective choice for repeated short spikes because it can pre-scale conservatively and may
require more historical data and tuning; it is often paired with dynamic scaling anyway.
Option C uses UnhealthyHostCount, which is a health signal—not a demand signhal—and
scaling on unhealthy hosts can increase cost without addressing request volume; it may
also mask underlying application issues rather than scaling to meet load.

Because the requirement explicitly allows standard or custom metrics and focuses on
scaling based on request volume, D best matches a cost-efficient, responsive approach
that directly tracks incoming workload.

Questions # 71:

A company uses AWS Lake Formation to govern its S3 data lake. It wants to visualize data in
QuickSight by joining S3 data with Aurora MySQL operational data. The marketing team must
see only specific columns.

Which solution provides column-level authorization with the least operational overhead?

Options:

O A.

Use EMR to ingest database data into SPICE with only required columns.

O B.

Use AWS Glue Studio to ingest database data into S3 and use IAM policies for column control.
O C.

Use AWS Glue Elastic Views to create materialized S3 views with column restrictions.

O D.

Use a Lake Formation blueprint to ingest database data to S3. Use Lake Formation for column-
level access control. Use Athena as the QuickSight data source.
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Answer

D
Explanation

AWS Lake Formation provides fine-grained (column-level) access control for data stored in
S3. Using a Lake Formation blueprint ensures database ingestion is automated and
governed.

QuickSight can query Athena, and Athena honors Lake Formation permissions, enforcing
column-level controls automatically.

Options A, B, and C rely on manual filtering or IAM policies, which cannot enforce column-
level authorization for SQL queries.

Questions # 72:

A home security company is expanding its business globally. The company needs to encrypt
customer data. The company does not want to manage its own keys. The company needs the
keys to be usable in multiple AWS Regions and needs to control access to the keys.

Which solution will meet these requirements with the LEAST operational overhead?

Options:
O A.

Use AWS Key Management Service (AWS KMS) to create multi-Region keys. Apply tags to
identify each key. Use attribute-based access control (ABAC) condition keys to control access
to the keys.

O B.

Use AWS Key Management Service (AWS KMS) to create multiple keys by importing key
material. Apply tags to identify each key. Use attribute-based access control (ABAC) condition
keys to control access to the keys.

O C.

Use AWS CloudHSM to create a CloudHSM cluster in the company ' s primary Region.
Synchronize the CloudHSM cluster to additional Regions by using the CloudHSM Management
Utility (CMU).

O D.

Use AWS CloudHSM to create users. Use the CloudHSM Management Utility (CMU) to share
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keys with the users. Use the shareKey command to share or unshare the key with additional
users in each Region.

Answer

A
Explanation

AWS Key Management Service (AWS KMS) supports multi-Region keys, which are
managed customer master keys that can be replicated to multiple Regions and treated as
a single logical key. This allows applications in different Regions to encrypt and decrypt
data using equivalent keys while AWS handles key replication, durability, and availability.

KMS is a fully managed key service, so the company does not need to operate hardware
or manage low-level key storage. Tags combined with attribute-based access control
(ABAC) let you enforce fine-grained access to keys by using IAM policies and condition
keys, giving centralized and flexible access control with low operational overhead.

CloudHSM (Options C and D) requires managing HSM clusters, scaling, backups, and
manual key operations, which significantly increases operational burden. Importing key
material in KMS (Option B) adds lifecycle complexity and is unnecessary when native
multi-Region keys exist.

Questions # 73:

A company is building an application on Amazon EC2 instances. The application needs to
handle a large number of transactions. The application requires an Amazon EBS data volume
that has configurable and consistent input/output operations per second (IOPS).

Which solution will meet these requirements?

Options:
O A.

Provision EC2 instances with a Throughput Optimized HDD (st1) EBS root volume and a Cold
HDD (scl) EBS data volume.

O B.

Provision EC2 instances with a Throughput Optimized HDD (st1) EBS volume that will serve as
both a root volume and a data volume.

O C.
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Provision EC2 instances with a General Purpose SSD (gp3) EBS root volume and a Provisioned
IOPS SSD (io2) EBS data volume.

O D.

Provision EC2 instances with a General Purpose SSD (gp3) EBS root volume. Configure the
application to store data in an Amazon S3 bucket.

Answer

C
Explanation

The correct answer is C because the requirement specifically calls for an Amazon EBS
data volume that provides configurable and consistent IOPS for a transaction-heavy
application. Provisioned IOPS SSD (io2) volumes are designed for workloads that need
high performance, low latency, and predictable I/O performance. These volumes are the
best fit for applications that process a large number of transactions and require storage
performance to remain stable under load.

Using a gp3 volume for the root device is appropriate because the operating system
volume usually does not require the same high and sustained performance characteristics
as the application data volume. The io2 data volume provides the ability to provision IOPS
independently to match the application’s transactional demands. This separation of root
and data storage is a common AWS design pattern for performance-sensitive workloads.

Option A is incorrect because stl and scl are HDD-based volumes intended for large,
sequential workloads, not high-transaction workloads that require consistent low-latency
I/0. Option B is also incorrect because stl does not provide the required configurable and
consistent IOPS characteristics. Option D is incorrect because the requirement explicitly
states that the application needs an Amazon EBS data volume , and Amazon S3 is
object storage rather than block storage attached as an EBS volume.

AWS storage best practices recommend Provisioned IOPS SSD volumes for mission-
critical applications, transactional systems, and workloads that need sustained,
predictable performance. Therefore, a gp3 root volume combined with an io2 data
volume is the most appropriate solution for this use case.

Questions # 74:

A company runs an application on Amazon EC2 instances across multiple Availability Zones in
the same AWS Region. The EC2 instances share an Amazon Elastic File System (Amazon EFS)
volume that is mounted on all the instances. The EFS volume stores a variety of files such as

installation media, third-party files, interface files, and other one-time files.
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The company accesses some EFS files frequently and needs to retrieve the files quickly. The
company accesses other files rarely. The EFS volume is multiple terabytes in size. The
company needs to optimize storage costs for Amazon EFS.

Which solution will meet these requirements with the LEAST effort?

Options:
O A.

Move the files to Amazon S3. Set up a lifecycle policy to move the files to S3 Glacier Flexible
Retrieval.

O B.

Apply a lifecycle policy to the EFS files to move the files to EFS Infrequent Access.

O C.

Move the files to Amazon Elastic Block Store (Amazon EBS) Cold HDD Volumes (scl).
O D.

Move the files to Amazon S3. Set up a lifecycle policy to move the rarely-used files to S3
Glacier Deep Archive.

Answer

B
Explanation

Amazon EFS offers an Infrequent Access (IA) storage class, which can be managed via EFS
lifecycle policies. Frequently accessed files remain in the Standard storage class, while
infrequently accessed files are automatically moved to the IA class, significantly reducing
storage costs with minimal effort and no application changes.

Reference Extract:

" EFS lifecycle management automatically transitions files that are not accessed for a set
period to the EFS Infrequent Access (IA) storage class, reducing storage costs. "

Source: AWS Certified Solutions Architect - Official Study Guide, EFS and Lifecycle
Management section.

Questions # 75:
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A company needs to design a resilient web application to process customer orders. The web
application must automatically handle increases in web traffic and application usage without
affecting the customer experience or losing customer orders.

Which solution will meet these requirements?

Options:
O A.

Use a NAT gateway to manage web traffic. Use Amazon EC2 Auto Scaling groups to receive,
process, and store processed customer orders. Use an AWS Lambda function to capture and
store unprocessed orders.

O B.

Use a Network Load Balancer (NLB) to manage web traffic. Use an Application Load Balancer
to receive customer orders from the NLB. Use Amazon Redshift with a Multi-AZ deployment to
store unprocessed and processed customer orders.

O C.

Use a Gateway Load Balancer (GWLB) to manage web traffic. Use Amazon Elastic Container
Service (Amazon ECS) to receive and process customer orders. Use the GWLB to capture and
store unprocessed orders. Use Amazon DynamoDB to store processed customer orders.

O D.

Use an Application Load Balancer to manage web traffic. Use Amazon EC2 Auto Scaling groups
to receive and process customer orders. Use Amazon Simple Queue Service (Amazon SQS) to
store unprocessed orders. Use Amazon RDS with a Multi-AZ deployment to store processed
customer orders.

Answer

D
Explanation

The primary requirements are automatic scaling, resilience to traffic spikes, and
guaranteed order durability without losing customer orders. Option D follows a well-
established, AWS-recommended decoupled architecture pattern that meets all these
requirements.

Using an Application Load Balancer (ALB) provides Layer 7 request routing and distributes
incoming traffic across multiple EC2 instances in Auto Scaling groups, allowing the
application layer to scale horizontally as traffic increases. This ensures that spikes in web
traffic do not overwhelm individual instances.
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The critical resilience feature in this design is Amazon SQS, which acts as a durable buffer
for unprocessed customer orders. If the application experiences a sudden traffic surge or if
downstream processing slows, SQS stores incoming orders reliably until they can be
processed. This decoupling prevents request loss and protects the user experience by
absorbing load bursts.

Processed orders are stored in Amazon RDS with a Multi-AZ deployment, which provides
synchronous replication to a standby instance in another Availability Zone and automatic
failover. This ensures high availability and data durability for transactional order data.

The other options misuse services or introduce unnecessary complexity. NAT gateways
(Option A) do not manage web traffic or provide resiliency for application workloads.
Redshift (Option B) is an analytics data warehouse and not suitable for transactional order
processing. Gateway Load Balancer (Option C) is designed for network appliances, not
application traffic management or order capture.

Therefore, D is the correct solution because it combines load balancing, auto scaling,
message queuing, and highly available databases to deliver a resilient, scalable, and fault-
tolerant order processing architecture.

Questions # 76:

A company is preparing to store confidential data in Amazon S3. For compliance reasons, the
data must be encrypted at rest. Encryption key usage must be logged for auditing purposes.
Keys must be rotated every year.

Which solution meets these requirements and is the MOST operationally efficient?

Options:
O A.

Server-side encryption with customer-provided keys (SSE-C)

O B.

Server-side encryption with Amazon S3 managed keys (SSE-S3)

O C.

Server-side encryption with AWS KMS keys (SSE-KMS) with manual rotation
O D.

Server-side encryption with AWS KMS keys (SSE-KMS) with automatic rotation
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Answer

D
Explanation

SSE-KMS: Server-side encryption with AWS Key Management Service (SSE-KMS) provides
robust encryption of data at rest, integrated with AWS KMS for key management and
auditing.

Automatic Key Rotation: By enabling automatic rotation for the KMS keys, the system
ensures that keys are rotated annually without manual intervention, meeting compliance
requirements.

Logging and Auditing: AWS KMS automatically logs all key usage and management actions
in AWS CloudTrail, providing the necessary audit logs.

Implementation:

Create a KMS key with automatic rotation enabled.

Configure the S3 bucket to use SSE-KMS with the created KMS key.
Ensure CloudTrail is enabled for logging KMS key usage.

Operational Efficiency: This solution provides encryption, automatic key management, and
auditing in a seamless, fully managed way, reducing operational overhead.

[References:, AWS KMS Automatic Key Rotation, Amazon S3 Server-Side Encryption, , , , ,,
v
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