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Questions # 1:

A company needs to provide a team of contractors with temporary access to the company's
AWS resources for a short-term project. The contractors need different levels of access to AWS
services. The company needs to revoke permissions for all the contractors when the project is
finished.

Which solution will meet these requirements with the LEAST operational overhead?

Options:

 A.

Use AWS IAM to create a user account for each contractor. Attach policies that define access
levels for the contractors to the user accounts. Manually deactivate the accounts when the
project is finished.

 B.

Use AWS Security Token Service (AWS STS) to generate temporary credentials for the
contractors. Provide the contractors access based on predefined roles. Set the access to
automatically expire when the project is finished.

 C.

Configure AWS Config rules to monitor the contractors' access patterns. Use AWS Config rules
to automatically revoke permissions that are not in use or that are too permissive.

 D.

Use AWS CloudTrail and custom Amazon EventBridge triggers to audit the contractors' actions.
Adjust the permissions for each contractor based on activity logs.

Answer

B
Explanation

AWS STS issues temporary credentials with automatically expiring permissions based on
IAM roles. This eliminates the need to manually manage or deactivate IAM users.

“You can use AWS STS to grant temporary security credentials that automatically expire
after a specified duration.”

— Temporary Security Credentials

This is the least operational overhead and follows AWS best practices for short-term
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access.

Questions # 2:

A financial services company plans to launch a new application on AWS to handle sensitive
financial transactions. The company will deploy the application on Amazon EC2 instances. The
company will use Amazon RDS for MySQL as the database. The company's security policies
mandate that data must be encrypted at rest and in transit.

Which solution will meet these requirements with the LEAST operational overhead?

Options:

 A.

Configure encryption at rest for Amazon RDS for MySQL by using AWS KMS managed keys.
Configure AWS Certificate Manager (ACM) SSL/TLS certificates for encryption in transit.

 B.

Configure encryption at rest for Amazon RDS for MySQL by using AWS KMS managed keys.
Configure IPsec tunnels for encryption in transit

 C.

Implement third-party application-level data encryption before storing data in Amazon RDS for
MySQL. Configure AWS Certificate Manager (ACM) SSL/TLS certificates for encryption in transit.

 D.

Configure encryption at rest for Amazon RDS for MySQL by using AWS KMS managed keys
Configure a VPN connection to enable private connectivity to encrypt data in transit.

Answer

A
Explanation

This solution provides encryption at rest and in transit with the least operational overhead
while adhering to the company’s security policies.

Encryption at Rest: Amazon RDS for MySQL can be configured to encrypt data at rest by
using AWS Key Management Service (KMS) managed keys. This encryption is applied
automatically to all data stored on disk, including backups, read replicas, and snapshots.
This solution requires minimal operational overhead because AWS manages the
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encryption and key management process.

Encryption in Transit: AWS Certificate Manager (ACM) allows you to provision, manage,
and deploy SSL/TLS certificates seamlessly. These certificates can be used to encrypt data
in transit by configuring the MySQL instance to use SSL/TLS for connections. This setup
ensures thatdata is encrypted between the application and the database, protecting it
from interception during transmission.

Why Not Other Options?:

Option B (IPsec tunnels): While IPsec tunnels encrypt data in transit, they are more
complex to manage and require additional configuration and maintenance, leading to
higher operational overhead.

Option C (Third-party application-level encryption): Implementing application-level
encryption adds complexity, requires code changes, and increases operational overhead.

Option D (VPN for encryption): A VPN solution for encrypting data in transit is unnecessary
and adds additional complexity without providing any benefit over SSL/TLS, which is
simpler to implement and manage.

AWS References:

Amazon RDS Encryption- Information on how to configure and use encryption for Amazon
RDS.

AWS Certificate Manager (ACM)- Details on using ACM to manage SSL/TLS certificates for
securing data in transit.

Questions # 3:

A company is designing a microservice-based architecture tor a new application on AWS. Each
microservice will run on its own set of Amazon EC2 instances. Each microservice will need to
interact with multiple AWS services such as Amazon S3 and Amazon Simple Queue Service
(Amazon SQS).

The company wants to manage permissions for each EC2 instance based on the principle of
least privilege.

Which solution will meet this requirement?

Options:

 A.

Assign an IAM user to each micro-service. Use access keys stored within the application code
to authenticate AWS service requests.
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 B.

Create a single IAM role that has permission to access all AWS services. Associate the IAM role
with all EC2 instances that run the microservices

 C.

Use AWS Organizations to create a separate account for each microservice. Manage
permissions at the account level.

 D.

Create individual IAM roles based on the specific needs of each microservice. Associate the
IAM roles with the appropriate EC2 instances.

Answer

D
Explanation

When designing a microservice architecture where each microservice interacts with
different AWS services, it's essential to follow the principle of least privilege. This means
granting each microservice only the permissions it needs to perform its tasks, reducing
the risk of unauthorized access or accidental actions.

The recommended approach is to create individualIAM roleswith policies that grant each
microservice the specific permissions it requires. Then, these roles should be associated
with the EC2 instances that run the corresponding microservice. By doing so, each EC2
instance will assume its specific IAM role, and permissions will be automatically managed
by AWS.

IAM roles provide temporary credentials via the instance metadata service, eliminating the
need to hard-code credentials in your application code, which enhances security.

AWS References:

IAM Roles for Amazon EC2explains how EC2 instances can use IAM roles to securely
access AWS services without managing long-term credentials.

Best Practices for IAMincludes recommendations for implementing the least privilege
principle and using IAM roles effectively.

Why the other options are incorrect:

A. Assign an IAM user to each microservice: This requires managing long-term credentials
(access keys), which should be avoided. Storing keys in application code is insecure and
creates a maintenance burden.

B. Create a single IAM role: This violates the principle of least privilege, as a single role
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with broad permissions across all services is less secure.

C. Use AWS Organizations: This approach adds unnecessary complexity. Managing
permissions at the account level for each microservice is excessive for this use case and
doesn't adhere to the principle of least privilege.

Questions # 4:

The DNS provider that hosts a company's domain name records is experiencing outages that
cause service disruption for a website running on AWS. The company needs to migrate to a
more resilient managed DNS service and wants the service to run on AWS.

What should a solutions architect do to rapidly migrate the DNS hosting service?

Options:

 A.

Create an Amazon Route 53 public hosted zone for the domain name. Import the zone file
containing the domain records hosted by the previous provider.

 B.

Create an Amazon Route 53 private hosted zone for the domain name. Import the zone file
containing the domain records hosted by the previous provider.

 C.

Create a Simple AD directory in AWS. Enable zone transfer between the DNS provider and
AWS Directory Service for Microsoft Active Directory for the domain records.

 D.

Create an Amazon Route 53 Resolver inbound endpoint in the VPC. Specify the IP addresses
that the provider's DNS will forward DNS queries to. Configure the provider's DNS to forward
DNS queries for the domain to the IP addresses that are specified in the inbound endpoint.

Answer

A
Explanation

Amazon Route 53 is a highly available and scalable authoritative DNS service. To move a
public domain, you create a public hosted zone, import or recreate the zone records, and
then update the registrar to use the Route 53 name servers assigned to the zone. Route
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53 is globally distributed and designed for rapid propagation and resilience, and supports
features such as health checks and routing policies. A private hosted zone (Option B) is
resolvable only by VPCs that are associated with it and is not for public internet DNS.
Directory Service and zone transfers (Option C) are unrelated to Route 53 public DNS
hosting. Route 53 Resolver inbound endpoints (Option D) provide hybrid DNS forwarding
for VPC workloads, not authoritative public hosting. Therefore, the fastest AWS-native
migration path to a resilient managed DNS is to create a Route 53 public hosted zone and
import the existing zone file.

[References: Amazon Route 53 Developer Guide — “Public hosted zones,” “Migrating DNS
to Amazon Route 53,” “Updating domain registrar with Route 53 name servers”; AWS
Well-Architected — Reliability (use managed, highly available DNS)., , , ]

Questions # 5:

A company hosts a website on Amazon EC2 instances behind an Application Load Balancer
(ALB). The website serves static content. Website traffic is increasing. The company wants to
minimize the website hosting costs.

Which solution will meet these requirements?

Options:

 A.

Move the website to an Amazon S3 bucket. Configure an Amazon CloudFront distribution for
the S3 bucket.

 B.

Move the website to an Amazon S3 bucket. Configure an Amazon ElastiCache cluster for the
S3 bucket.

 C.

Move the website to AWS Amplify. Configure an ALB to resolve to the Amplify website.

 D.

Move the website to AWS Amplify. Configure EC2 instances to cache the website.

Answer

A
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Explanation

Serving static content from Amazon S3 is highly cost-effective and scalable. By fronting
the S3 bucket with Amazon CloudFront, you also enable global caching, reduced latency,
and even lower costs by reducing direct S3 access. There is no need for EC2 or ALB, and
no need to manage servers, further lowering operational burden and expenses. This
pattern is the recommended AWS architecture for serving static web content.

Reference Extract from AWS Documentation / Study Guide:

"Hosting static websites on Amazon S3 with Amazon CloudFront reduces infrastructure
costs and improves performance for global users by caching content at edge locations."

Source: AWS Certified Solutions Architect – Official Study Guide, S3 and CloudFront
section.

Questions # 6:

A company has an application that runs on Amazon EC2 instances within a private subnet in a
VPC. The instances access data in an Amazon S3 bucket in the same AWS Region. The VPC
contains a NAT gateway in a public subnet to access the S3 bucket. The company wants to
reduce costs by replacing the NAT gateway without compromising security or redundancy.

Which solution meets these requirements?

Options:

 A.

Replace the NAT gateway with a NAT instance.

 B.

Replace the NAT gateway with an internet gateway.

 C.

Replace the NAT gateway with a gateway VPC endpoint.

 D.

Replace the NAT gateway with an AWS Direct Connect connection.
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Answer

C
Explanation

A VPC gateway endpoint for Amazon S3 enables private connectivity to S3 without routing
traffic through a NAT gateway or over the internet, eliminating NAT gateway costs. This
solution is secure and redundant, as S3 endpoints are highly available by design.

AWS Documentation Extract:

"A gateway VPC endpoint enables you to privately connect your VPC to supported AWS
services without requiring a NAT gateway or internet gateway."

(Source: Amazon VPC documentation, Gateway Endpoints)

A: NAT instances still incur operational overhead and costs.

B: Internet gateway exposes resources and does not provide private access.

D: Direct Connect is for hybrid networking, not for cost-efficient S3 access.

[Reference: AWS Certified Solutions Architect – Official Study Guide, VPC Networking and
Endpoints., , ]

Questions # 7:

A company hosts an application in a private subnet. The company has already integrated the
application with Amazon Cognito. The company uses an Amazon Cognito user pool to
authenticate users.

The company needs to modify the application so the application can securely store user
documents in an Amazon S3 bucket.

Which combination of steps will securely integrate Amazon S3 with the application? (Select
TWO.)

Options:

 A.

Create an Amazon Cognito identity pool to generate secure Amazon S3 access tokens for
users when they successfully log in.

 B.

Use the existing Amazon Cognito user pool to generate Amazon S3 access tokens for users
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when they successfully log in.

 C.

Create an Amazon S3 VPC endpoint in the same VPC where the company hosts the
application.

 D.

Create a NAT gateway in the VPC where the company hosts the application. Assign a policy to
the S3 bucket to deny any request that is not initiated from Amazon Cognito.

 E.

Attach a policy to the S3 bucket that allows access only from the users' IP addresses.

Answer

A, C
Explanation

To securely integrate Amazon S3 with an application that uses Amazon Cognito for user
authentication, the following two steps are essential:

Step 1: Create an Amazon Cognito Identity Pool (Option A)

Amazon Cognito Identity Poolsallow users to obtain temporary AWS credentials to access
AWS resources, such as Amazon S3, after successfully authenticating with the Cognito
user pool. The identity pool bridges the gap between user authentication and AWS service
access by generating temporary credentials using AWS Identity and Access Management
(IAM).

Once a user logs in using theCognito User Pool, the identity pool providesIAM roles with
specific permissionsthat the application can use to access S3 securely. This ensures that
each user has appropriate access controls while accessing the S3 bucket.

This is a secure way to ensure that users only have temporary and least-privilege access
to the S3 bucket for their documents.

Step 2: Create an Amazon S3 VPC Endpoint (Option C)

By creating anAmazon S3 VPC endpoint, the company ensures that communication
between the application (which is hosted in a private subnet) and the S3 bucket occurs
over theAWS private network, without the need to traverse the internet. This enhances
security and prevents exposure of data to public networks.

TheVPC endpointallows the application to access the S3 bucket privately and securely
within the VPC. It also ensures that traffic stays within the AWS network, reducing attack
surface and improving overall security.
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Why the Other Options Are Incorrect:

Option B: This is incorrect becauseAmazon Cognito User Poolsare used for user
authentication, not for generating S3 access tokens. To provide S3 access, you need to
useAmazon Cognito Identity Pools, which offer AWS credentials.

Option D: ANAT gatewayis unnecessary in this scenario. Using aVPC endpointfor S3 access
provides a more secure and cost-effective solution by keeping traffic within AWS.

Option E: Attaching a policy to restrict access based on IP addresses is not scalable or
efficient. It would require managing users’ dynamic IP addresses, which is not an effective
security measure for this use case.

AWS References:

Amazon Cognito Identity Pools

Amazon VPC Endpoints for S3

Questions # 8:

A company has a transaction-processing application that is backed by an Amazon RDS MySQL
database. When the load on the application increases, a large number of database
connections are opened and closed frequently, which causes latency for the database
transactions.

A solutions architect determines that the root cause of the latency is poor connection handling
by the application. The solutions architect cannot modify the application code. The solutions
architect needs to manage database connections to improve the database performance during
periods of high load.

Which solution will meet these requirements?

Options:

 A.

Upgrade the database instance to a larger instance type to handle a large number of database
connections.

 B.

Configure Amazon RDS storage autoscaling to dynamically increase the provisioned IOPS.

 C.

Use Amazon RDS Proxy to pool and share database connections.
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 D.

Convert the database instance to a Multi-AZ deployment.

Answer

C
Explanation

Amazon RDS Proxy is a fully managed database proxy for RDS that makes applications
more scalable, more resilient to database failures, and more secure. RDS Proxy pools and
shares database connections, allowing applications to open and close connections as
needed without overwhelming the database. This is the recommended solution when the
application cannot be modified to use connection pooling itself.

AWS Documentation Extract:

"Amazon RDS Proxy helps manage database connections to improve application scalability
and performance. It pools connections and shares them among application clients, which
can mitigate issues caused by opening and closing many database connections."

(Source: Amazon RDS Proxy documentation)

A: Upgrading the instance does not solve connection inefficiency and can be cost-
ineffective.

B: Increasing IOPS only helps if storage is a bottleneck, not if connections are the issue.

D: Multi-AZ improves availability, not connection management.

[Reference: AWS Certified Solutions Architect – Official Study Guide, RDS Performance and
Proxy., , , ]

Questions # 9:

Question:

A company is building an ecommerce application that uses a relational database to store
customer data and order history. The company also needs a solution to store 100 GB of
product images. The company expects the traffic flow for the application to be predictable.
Which solution will meet these requirements MOST cost-effectively?

Options:
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Options:

 A.

Use Amazon RDS for MySQL for the database. Store the product images in an Amazon S3
bucket.

 B.

Use Amazon DynamoDB for the database. Store the product images in an Amazon S3 bucket.

 C.

Use Amazon RDS for MySQL for the database. Store the product images in an Amazon Aurora
MySQL database.

 D.

Create three Amazon EC2 instances. Install MongoDB software on the instances to use as the
database. Store the product images in an Amazon RDS for MySQL database with a Multi-AZ
deployment.

Answer

A
Explanation

For predictable workloads requiring a relational database, Amazon RDS for MySQL offers a
managed, cost-effective solution. Storing product images in Amazon S3 is highly durable
and cost-efficient, especially for static assets like images. This combination leverages
managed services to reduce operational overhead and costs.

Questions # 10:

A company needs a solution to ingest streaming sensor data from 100,000 devices, transform
the data in near real time, and load the data into Amazon S3 for analysis. The solution must be
fully managed, scalable, and maintain sub-second ingestion latency.

Options:

 A.

Use Amazon Kinesis Data Streams to ingest the data. Use Amazon Managed Service for
Apache Flink to process the data in near real time. Use an Amazon Data Firehose stream to
send processed data to Amazon S3.
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 B.

Use Amazon Simple Queue Service (Amazon SQS) standard queues to collect the sensor data.
Invoke AWS Lambda functions to transform and process SQS messages in batches. Configure
the Lambda functions to use an AWS SDK to write transformed data to Amazon S3.

 C.

Deploy a fleet of Amazon EC2 instances that run Apache Kafka to ingest the data. Run Apache
Spark on Amazon EMR clusters to process the data. Configure Spark to write processed data
directly to Amazon S3.

 D.

Implement Amazon EventBridge to capture all sensor data. Use AWS Batch to run
containerized transformation jobs on a schedule. Configure AWS Batch jobs to process data in
chunks. Save results to Amazon S3.

Answer

A
Explanation

The most scalable and managed solution for streaming ingestion, real-time
transformation, and delivery to Amazon S3 is Amazon Kinesis Data Streams, Amazon
Managed Service for Apache Flink, and Amazon Kinesis Data Firehose.

From AWS Documentation:

“Amazon Kinesis Data Streams enables real-time processing of streaming data at massive
scale. With Apache Flink on Kinesis Data Analytics, you can process data streams in near
real-time, then use Amazon Kinesis Data Firehose to reliably deliver that data to S3.”

(Source: Amazon Kinesis Developer Guide)

Why A is correct:

Fully managed: All services involved are serverless and managed.

Real-time ingestion: Kinesis Data Streams supports sub-second latency and can handle
high-throughput workloads like 100,000+ devices.

Near real-time processing: Apache Flink is designed for continuous stream processing with
complex event handling.

Efficient delivery: Kinesis Firehose delivers processed data directly to S3 with retry and
backup capability.

Why other options are incorrect:
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Option B: SQS is not optimized for real-time streaming at high volume.

Option C: EC2 + Kafka + EMR adds high operational overhead and cost.

Option D: EventBridge is event-driven, not designed for high-throughput streaming; AWS
Batch is unsuitable for near real-time processing.

[References:, Amazon Kinesis Developer Guide, AWS Well-Architected Framework –
Performance Efficiency Pillar, Amazon Managed Flink (Apache Flink on KDA), , , ]

Questions # 11:

A solutions architect is designing the architecture for a two-tier web application. The web
application consists of an internet-facing Application Load Balancer (ALB) that forwards traffic
to an Auto Scaling group of Amazon EC2 instances.

The EC2 instances must be able to access an Amazon RDS database. The company does not
want to rely solely on security groups or network ACLs. Only the minimum resources that are
necessary should be routable from the internet.

Which network design meets these requirements?

Options:

 A.

Place the ALB, EC2 instances, and RDS database in private subnets.

 B.

Place the ALB in public subnets. Place the EC2 instances and RDS database in private subnets.

 C.

Place the ALB and EC2 instances in public subnets. Place the RDS database in private subnets.

 D.

Place the ALB outside the VPC. Place the EC2 instances and RDS database in private subnets.

Answer

B
Explanation

The ALB must be in a public subnet to receive internet traffic. The EC2 instances and the
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RDS database should be in private subnets to prevent direct internet access, minimizing
the attack surface. This aligns with AWS security best practices for web application
architectures.

Reference Extract:

"Internet-facing ALBs should be placed in public subnets; EC2 instances and RDS
databases should be in private subnets to restrict direct internet access."

Source: AWS Certified Solutions Architect – Official Study Guide, Network Security and
Design section.

Questions # 12:

An ecommerce company is migrating its on-premises workload to the AWS Cloud. The
workload currently consists of a web application and a backend Microsoft SQL database for
storage.

The company expects a high volume of customers during a promotional event. The new
infrastructure in the AWS Cloud must be highly available and scalable.

Which solution will meet these requirements with the LEAST administrative overhead?

Options:

 A.

Migrate the web application to two Amazon EC2 instances across two Availability Zones
behind an Application Load Balancer. Migrate the database to Amazon RDS for Microsoft SQL
Server with read replicas in both Availability Zones.

 B.

Migrate the web application to an Amazon EC2 instance that runs in an Auto Scaling group
across two Availability Zones behind an Application Load Balancer. Migrate the database to
two EC2 instances across separate AWS Regions with database replication.

 C.

Migrate the web application to Amazon EC2 instances that run in an Auto Scaling group across
two Availability Zones behind an Application Load Balancer. Migrate the database to Amazon
RDS with Multi-AZ deployment.

 D.

Migrate the web application to three Amazon EC2 instances across three Availability Zones
behind an Application Load Balancer. Migrate the database to three EC2 instances across
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three Availability Zones.

Answer

C
Explanation

To ensure high availability and scalability, the web application should run in anAuto
Scaling groupacross two Availability Zones behind anApplication Load Balancer (ALB). The
database should be migrated toAmazon RDSwithMulti-AZ deployment, which ensures fault
tolerance and automatic failover in case of an AZ failure. This setup minimizes
administrative overhead while meeting the company's requirements for high availability
and scalability.

Option A: Read replicas are typically used for scaling read operations, and Multi-AZ
provides better availability for a transactional database.

Option B: Replicating across AWS Regions adds unnecessary complexity for a single web
application.

Option D: EC2 instances across three Availability Zones add unnecessary complexity for
this scenario.

AWS References:

Auto Scaling Groups

Amazon RDS Multi-AZ

Questions # 13:

A company wants to implement a data lake in the AWS Cloud. The company must ensure that
only specific teams have access to sensitive data in the data lake. The company must have
row-level access control for the data lake.

Options:

Options:

 A.

Use Amazon RDS to store the data. Use IAM roles and permissions for data governance and
access control.

 B.
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Use Amazon Redshift to store the data. Use IAM roles and permissions for data governance
and access control.

 C.

Use Amazon S3 to store the data. Use AWS Lake Formation for data governance and access
control.

 D.

Use AWS Glue Catalog to store the data. Use AWS Glue DataBrew for data governance and
access control.

Answer

C
Explanation

Detailed Explanation:

A. RDS:Suitable for relational databases but does not provide native support for data lakes
or row-level access.

B. Redshift:Primarily for analytics, not designed for large-scale data lake governance.

C. S3 + Lake Formation:Provides native support for data lakes with granular access
control, including row-level permissions.

D. Glue Catalog + DataBrew:Focused on data preparation and metadata management, not
row-level access control.

[References:AWS Lake Formation, , , , ]
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