# CertsMania

Free Questions for Data-Architect

Shared by Lavanya on May 6, 2025

For More Free Questions and Preparation Resources

Check the Links on Last Page

Page 1 of 54



Questions # 1:

UC has to built a B2C ecommerce site on Heroku that shares customer and order data with a
Heroku Postgres database. UC is currently utilizing Postgres as the single source of truth for
both customers and orders. UC has asked a data architect to replicate the data into salesforce
so that salesforce can now act as the system of record.

What are the 3 considerations that data architect should weigh before implementing this
requirement? Choose 23 answers:

Options:

O A.

Consider whether the data is required for sales reports, dashboards and KPI’s.

O B.

Determine if the data is driver of key process implemented within salesforce.

O C.

Ensure there is a tight relationship between order data and an enterprise resource plaining
(ERP) application.

O D.

Ensure the data is CRM center and able to populate standard of custom objects.
O E.

A selection of the tool required to replicate the data.

O F.

- Heroku Connect is required but this is confusing

Answer

B,C E
Explanation

Before replicating the data from Heroku Postgres to Salesforce, the data architect should
consider the following factors:

Whether the data is a driver of key processes implemented within Salesforce. For

Page 2 of 54



example, if the data is used for workflows, triggers, or validation rules, it should be
replicated to Salesforce.

Whether there is a tight relationship between order data and an enterprise resource
planning (ERP) application. For example, if the order data needs to be synchronized
with the ERP system, it should be replicated to Salesforce.

The selection of the tool required to replicate the data. For example, Heroku Connect
can be used to bi-directionally sync data between Heroku Postgres and Salesforce

Questions # 2:

Universal Containers (UC) is planning to move away from legacy CRM to Salesforce. As part of
one-time data migration, UC will need to keep the original date when a contact was created in
the legacy system. How should an Architect design the data migration solution to meet this
requirement?

Options:

O A.

After the data is migrated, perform an update on all records to set the original date in a
standard Created Date field.

O B.

Create a new field on the Contact object to capture the Created Date. Hide the standard
Created Date field using Field -Level Security.

O C.

Enable "Set Audit Fields" and assign the permission to the user loading the data for the
duration of the migration.

O D.

Write an Apex trigger on the Contact object, before insert event to set the original value in a
standard Created Date field.

Answer

C
Explanation
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Enabling “Set Audit Fields” allows the user loading the data to set the value of the
standard CreatedDate field to match the original date from the legacy system. This is a
one-time permission that can be revoked after the migration is completed. The other
options would either not work or require additional customization

Questions # 3:

Universal Containers (UC) provides shipping services to its customers. They use Opportunities
to track customer shipments. At any given time, shipping status can be one of the 10 values.
UC has 200,000 Opportunity records. When creating a new field to track shipping status on
opportunity, what should the architect do to improve data quality and avoid data skew?

Options:

O A.

Create a picklist field, values sorted alphabetically.

O B.

Create a Master -Detail to custom object ShippingStatus c.
O C.

Create a Lookup to custom object ShippingStatus c.

O D.

Create a text field and make it an external ID.

Answer

A
Explanation

To improve data quality and avoid data skew, the data architect should create a picklist
field with values sorted alphabetically for tracking shipping status on opportunity. A
picklist field ensures that only valid values are entered and prevents typos or variations in
spelling. Sorting the values alphabetically makes it easier for users to find and select the
correct value. Data skew occurs when a large number of records are owned by a single
user or have a single value for a field. Creating a picklist field with a limited number of
values does not cause data skew, as long as the distribution of values is balanced and not
skewed towards one value.
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Questions # 4:

A large retail company has recently chosen SF as its CRM solution. They have the following
record counts:

2500000 accounts

25000000 contacts
When doing an initial performance test, the data architect noticed an extremely slow response
for reports and list views.

What should a data architect do to solve the performance issue?

Options:
O A.

Load only the data that the users is permitted to access

O B.

Add custom indexes on frequently searched account and contact objects fields
O C.

Limit data loading to the 2000 most recently created records.

O D.

Create a skinny table to represent account and contact objects.

Answer

B
Explanation

The correct answer is B, add custom indexes on frequently searched account and contact
object fields. Custom indexes are a way to improve the performance of your queries and
reports by creating indexes on specific fields that are often used in filters or joins. By
adding custom indexes on frequently searched account and contact object fields, you can
speed up the response time for reports and list views. Loading only the data that users are
permitted to access, limiting data loading to the 2000 most recent records, or creating a
skinny table are also possible solutions, but they are either not feasible, not scalable, or
not supported by Salesforce.
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Questions # 5:

Universal Containers (UC) is launching an RFP to acquire a new accounting product available
on AppExchange. UC is expecting to issue 5 million invoices per year, with each invoice
containing an average of 10 line items. What should UC's Data Architect recommend to ensure
scalability?

Options:

O A.

Ensure invoice line items simply reference existing Opportunity line items.

O B.

Ensure the account product vendor includes Wave Analytics in their offering.

O C.

Ensure the account product vendor provides a sound data archiving strategy.

O D.

Ensure the accounting product runs 100% natively on the Salesforce platform.

Answer

C
Explanation

A sound data archiving strategy is essential for ensuring scalability and performance of
any application that deals with large volumes of data. You need to consider factors like
data retention policies, storage limits, backup and recovery options, and data access
requirements when designing a data archiving solution2. You can use tools like
OwnBackup, Odaseva, or Archivelt to archive your data from Salesforce to external
systems

Questions # 6:

Northern Trail Outfitters (NTO) has multiple Salesforce orgs based on regions. Users need
read-only access to customers across all Salesforce orgs.

Which feature in Salesforce can be used to provide access to customer records across all NTO
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orgs?

Options:

O A.

Salesforce Connect

O B.

Salesforce 2 Salesforce
O C.

Federated Search

O D.

External APIs

Answer

A
Explanation

Salesforce Connect is a feature that allows users to access data from external sources and
multiple Salesforce orgs, using either clicks or code. Salesforce Connect can provide read-
only access to customer records across all NTO orgs, without replicating or storing the
data in Salesforce.

Questions # 7:

UC is implementing sales cloud for patient management and would like to encrypt sensitive
patient records being stored in files.

Which solution should a data architect recommend to solve this requirement?

Options:
O A.
Implement shield platform encryption to encrypt files.

O B.
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Use classic encryption to encrypt files.

O C.

Implement 3rd party App Exchange app to encrypt files.
O D.

Store files outside of salesforce and access them to real time.

Answer

A
Explanation

Shield platform encryption is the recommended solution for encrypting sensitive patient
records stored in files, as it provides encryption at rest for files and attachments, as well
as standard and custom fields. Classic encryption only supports text fields with a
maximum length of 175 characters, and does not encrypt files. Third-party App Exchange
apps may not provide the same level of security and compliance as shield platform
encryption. Storing files outside of salesforce may introduce additional complexity and
latency

Questions # 8:

Universal Containers is establishing a call center that will use Salesforce. UC receives 10
million calls and creates 100 million cases every month. Cases are linked to a custom call
object using lookup relationship. UC would like to run reports and dashboard to better
understand different case types being created on calls to better serve customers.

What solution should a data architect recommend to meet the business requirement?

Options:
O A.

Archive records to a data warehouse and run analytics on the data warehouse.
O B.

Leverage big objects to archive records and Einstein Analytics to run reports.
O C.

Leverage custom objects to store aggregate data and run analytics.
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O D.

Leverage out-of-the-box reports and dashboard on case and interactive voice response (IVR)
custom object.

Answer

B
Explanation

According to this article, big objects can store and manage massive amounts of data on
the Salesforce platform. This can help UC to archive records from other objects or bring
massive datasets from outside systems into a big object. According to this article, Einstein
Analytics can be used to create dashboards and lenses to analyze big object data and get
insights from advanced Al-driven analytics.

Questions # 9:

Every year, Ursa Major Solar has more than 1 million orders. Each order contains an average
of 10 line items. The Chief Executive Officer (CEO) needs the Sales Reps to see how much
money each customer generates year-over-year. However, data storage is running low in
Salesforce.

Which approach for data archiving is appropriate for this scenario?

Options:
O A.

1. Annually export and delete order line items. 2. Store them in a zip file in case the data is
needed later.

O B.

1. Annually aggregate order amount data to store in a custom object. 2. Delete those orders
and order line items.

O C.

1. Annually export and delete orders and order line items. 2. Store them in a zip file in case
the data is needed later.

O D.

1. Annually delete orders and order line items. 2. Ensure the customer has order information in
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another system.

Answer

B
Explanation

Option B is the most appropriate approach for data archiving in this scenariol. By
aggregating order amount data at a summary level and storing it in a custom object, you
can reduce data storage and still provide visibility to the Sales Reps on how much money
each customer generates year-over-year. Option A is not correct because storing data in a
zip file does not make it available in Salesforce. Option C is not correct because exporting
and deleting orders and order line items may lose important details that are needed for
analysis or reporting. Option D is not correct because deleting orders and order line items
without exporting them may cause data loss or inconsistency if the customer does not
have order information in another system.

Questions # 10:

Universal Containers (UC) has an Application custom object, which has tens of millions of
records created in the past 5 years. UC needs the last 5 years of data to exist in Salesforce at
all times for reporting and queries. UC is currently encountering performance issues when
reporting and running queries on this Object using date ranges as filters. Which two options
can be used to improve report performance?

Options:

O A.

Ask support to create a skinny table for Application with the necessary reporting fields.
O B.

Add custom indexes to all fields on Application without a standard index.

O C.

Run multiple reports to get different pieces of the data and combine them.

O D.

Add custom indexes to the Date fields used for filtering the report.
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Answer

A, D
Explanation

Ask support to create a skinny table for Application with the necessary reporting fields.
This is an option that can improve report performance by creating a custom table that
contains frequently used fields and copies their values from standard or custom

objects. Skinny tables are kept in sync with their source tables and are used in place of
them for reports and queries4. Add custom indexes to the Date fields used for filtering the
report. This is another option that can improve report performance by creating custom
indexes on fields that are often used as filters or join conditions in reports and

queries. Custom indexes can speed up data retrieval and reduce query execution time

Questions # 11:

To avoid creating duplicate Contacts, a customer frequently uses Data Loader to upsert
Contact records into Salesforce. What common error should the data architect be aware of
when using upsert?

Options:

O A.

Errors with duplicate external Id values within the same CSV file.

O B.

Errors with records being updated and inserted in the same CSV file.
O C.

Errors when a duplicate Contact name is found cause upsert to fail.

O D.

Errors with using the wrong external Id will cause the load to fail.

Answer

A
Explanation
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Data Loader uses external Id fields to match records in the CSV file with records in
Salesforce during an upsert operation. If the CSV file contains duplicate external Id values
within the same file, Data Loader will throw an error saying “Duplicate Id Specified” and
will not process those records. Therefore, it is important to ensure that the CSV file does
not have any duplicate external Id values before using Data Loader to upsert records.

Questions # 12:

Universal Containers (UC) management has identified a total of ten text fields on the Contact
object as important to capture any changes made to these fields, such as who made the
change, when they made the change, what is the old value, and what is the new value. UC
needs to be able to report on these field data changes within Salesforce for the past 3 months.
What are two approaches that will meet this requirement? Choose 2 answers

Options:

O A.

Create a workflow to evaluate the rule when a record is created and use field update actions
to store previous values for these ten fields in ten new fields.

O B.

Write an Apex trigger on Contact after insert event and after update events and store the old
values in another custom object.

O C.

Turn on field Contact object history tracking for these ten fields, then create reports on
contact history.

O D.

Create a Contact report including these ten fields and Salesforce Id, then schedule the report
to run once a day and send email to the admin.

Answer

B, C
Explanation

To capture and report on any changes made to ten text fields on the Contact object for the
past 3 months, the data architect should write an Apex trigger on Contact after insert and
after update events and store the old values in another custom object, or turn on field
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Contact object history tracking for these ten fields and create reports on contact history.
An Apex trigger can capture the old and new values of the fields, as well as the user and
time of the change, and store them in a custom object that can be used for reporting.
Field history tracking can also track the changes to the fields and store them in a history
table that can be used for reporting. However, field history tracking only retains data for
up to 18 months or 24 months with an extension, so it may not be suitable for longer-term
reporting needs. The other options are not feasible or effective for capturing and reporting
on field data changes.

Questions # 13:

UC is migrating data from legacy system to SF. UC would like to preserve the following
information on records being migrated:

Date time stamps for created date and last modified date.

Ownership of records belonging to inactive users being migrated to Salesforce.
Which 2 solutions should a data architect recommends to preserve the date timestamps and
ownership on records? Choose 2 answers.

Options:

O A.

Log a case with SF to update these fields

O B.

Enable update records with Inactive Owners Permission
O C.

Enable Set Audit fields upon Record Creation Permission
O D.

Enable modify all and view all permission.

Answer

B, C
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Explanation

The two solutions that a data architect should recommend to preserve the date
timestamps and ownership on records being migrated are:

Enable update records with Inactive Owners Permission: This permission allows users
to update record owner and sharing-based records with inactive owners. This can
help preserve the original ownership of records that belong to users who are no
longer active in Salesforce8.

Enable Set Audit fields upon Record Creation Permission: This permission allows
users to set audit fields (such as Created By or Last Modified By) when they create a
record via APl importing tools like Data Loader. This can help preserve the original
date timestamps of records that were created or modified in another system9.

Log a case with SF to update these fields is not a good solution because it is not necessary
or feasible to ask Salesforce support to update these fields manually or

programmatically. Enable modify all and view all permission is not a good solution
because it does not affect the ability to preserve the date timestamps and ownership on
records, but rather grants users access to all records regardless of sharing settings

Questions # 14:

Get Cloud Consulting needs to integrate two different systems with customer records into the
Salesforce Account object. So that no duplicate records are created in Salesforce, Master Data
Management will be used.

An Architect needs to determine which system is the system of record on a field level.

What should the Architect do to achieve this goal?

Options:
O A.

Master Data Management systems determine system of record, and the Architect doesn't have
to think about what data is controlled by what system.

O B.

Key stakeholders should review any fields that share the same purpose between systems to
see how they will be used in Salesforce.

O C.
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The database schema for each external system should be reviewed, and fields with different
names should always be separate fields in Salesforce.

O D.

Any field that is an input field in either external system will be overwritten by the last record
integrated and can never have a system of record.

Answer

B
Explanation

Key stakeholders from both systems should collaborate with the Architect to determine
which system is the system of record on a field level is what the Architect should do to
achieve this goal of integrating two different systems with customer records into the
Salesforce Account object using Master Data Management. The system of record is the
authoritative source of truth for a given entity or field in a given context. Different systems
may have different levels of accuracy, completeness, timeliness, or relevance for different
fields. Therefore, it is important to involve key stakeholders from both systems who have
knowledge and expertise about their data quality and business needs to decide which
system should be the system of record for each field. The Architect should facilitate this
collaboration and document the decisions and rationale for each field. The other options
are not correct or feasible, as they would either delegate or abdicate the responsibility of
determining the system of record, ignore or disregard the input from key stakeholders, or
assume or impose a default system of record without considering the data quality and
business needs.

Questions # 15:

Universal Containers (UC) wants to capture information on how data entities are stored within
the different applications and systems used within the company. For that purpose, the
architecture team decided to create a data dictionary covering the main business domains
within UC. Which two common techniques are used building a data dictionary to store
information on how business entities are defined?

Options:
O A.
Use Salesforce Object Query Language.

O B.

Page 15 of 54



Use a data definition language.

O C.

Use an entity relationship diagram.
O D.

Use the Salesforce Metadata API.

Answer

C, D
Explanation

A data dictionary is a document that describes the structure, format, and meaning of data
entities and attributes. A common technique to build a data dictionary is to use an entity
relationship diagram (ERD), which shows the logical relationships between objects and
fields in a graphical way. Another technique is to use the Salesforce Metadata API, which
allows you to retrieve and deploy the metadata that defines your Salesforce org

Questions # 16:

Universal Containers (UC) is a major supplier of office supplies. Some products are produced
by UC and some by other manufacturers. Recently, a number of customers have complained
that product descriptions on the invoices do not match the descriptions in the online catalog
and on some of the order confirmations (e.g., "ballpoint pen" in the catalog and "pen" on the
invoice, and item color labels are inconsistent: "what vs. "White" or "blk" vs. "Black"). All
product data is consolidated in the company data warehouse and pushed to Salesforce to
generate quotes and invoices. The online catalog and webshop is a Salesforce Customer
Community solution. What is a correct technique UC should use to solve the data
inconsistency?

Options:
O A.

Change integration to let product master systems update product data directly in Salesforce
via the Salesforce API.

O B.

Add custom fields to the Product standard object in Salesforce to store data from the different
source systems.
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O C.

Define a data taxonomy for product data and apply the taxonomy to the product data in the
data warehouse.

O D.

Build Apex Triggers in Salesforce that ensure products have the correct names and labels after
data is loaded into salesforce.

Answer

C
Explanation

A correct technique UC should use to solve the data inconsistency is to define a data
taxonomy for product data and apply the taxonomy to the product data in the data
warehouse. A data taxonomy is a hierarchical classification of data entities and attributes
that defines their meaning, format, and relationships. A data taxonomy can help ensure
consistency, accuracy, and completeness of product data across different systems and
channels

Questions # 17:

Universal Containers has deployed Salesforce for case management The company is having
difficulty understanding what percentage of cases are resolved from the initial call to their
support organization. What first step is recommended to implement a reporting solution to
measure the support reps case closure rates?

Options:

O A.

Enable field history tracking on the Case object.

O B.

Create a report on Case analytic snapshots.

O C.

Install AppExchange packages for available reports.

O D.
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Create Contact and Opportunity Reports and Dashboards.

Answer

A
Explanation

Enabling field history tracking on the Case object is the first step to implement a reporting
solution to measure the support reps case closure rates. Field history tracking allows you
to track changes to certain fields on the Case object, such as Status, Owner, or Priority.
You can then create reports based on the field history data to analyze how long it took to
close a case, how many times the case owner changed, or how many cases were
escalated.

Questions # 18:

A large Automobile company has implemented SF for its Sales Associates. Leads flow from its
website to SF using a batch integration in SF. The Batch job connects the leads to Accounts in
SF. Customer visiting their retail stores are also created in SF as Accounts.

The company has noticed a large number of duplicate accounts in SF. On analysis, it was
found that certain customers could interact with its website and also visit the store. The Sales
associates use Global Search to search for customers in Salesforce before they create the
customers.

Which scalable option should a data Architect choose to implement to avoid duplicates?

Options:

O A.

Create duplicate rules in SF to validate duplicates during the account creation process
O B.

Implement a MDM solution to validate the customer information before creating Accounts in
SF.

o C.

Build Custom search based on fields on Accounts which can be matched with customer when
they visit the store

O D.
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Customize Account creation process to search if customer exists before creating an Account.

Answer

A
Explanation

The data architect should choose to implement duplicate rules in SF (Salesforce) to
validate duplicates during the account creation process. Duplicate rules are a feature in
Salesforce that allow users to define criteria and actions for detecting and preventing
duplicate records. By creating duplicate rules for accounts, the data architect can ensure
that any leads from the website or customers from the retail stores that match existing
accounts in Salesforce are flagged or blocked before they are created as new accounts.
This will help avoid duplicate accounts in Salesforce and maintain data quality. Option B is
incorrect because implementing a MDM (Master Data Management) solution to validate
the customer information before creating accounts in SF will require additional
infrastructure cost and maintenance effort. Option C is incorrect because building custom
search based on fields on accounts which can be matched with customer when they visit
the store will require additional development effort and may not be accurate or user-
friendly. Option D is incorrect because customizing account creation process to search if
customer exists before creating an account will require additional configuration effort and
may not be consistent or scalable.

Questions # 109:

Universal Containers (UC) has a complex system landscape and is implementing a data
governance program for the first time Which two first steps would be appropriate for UC to
initiate an assessment of data architecture? Choose 2 answers

Options:

O A.

Engage with IT program managers to assess current velocity of projects in the pipeline.

O B.

Engage with database administrators to assess current database performance metrics.

O C.

Engage with executive sponsorship to assess enterprise data strategy and goals.

O D.
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Engage with business units and IT to assess current operational systems and data models.

Answer

C, D
Explanation

Engaging with executive sponsorship to assess enterprise data strategy and goals, and
engaging with business units and IT to assess current operational systems and data
models are two first steps that would be appropriate for UC to initiate an assessment of
data architecture. These steps will help to understand the current state of data
management, the business needs and expectations, and the gaps and opportunities for
improvement. Engaging with IT program managers to assess current velocity of projects in
the pipeline, and engaging with database administrators to assess current database
performance metrics are not relevant steps for assessing data architecture, as they are
more related to project management and technical performance.

Questions # 20:

Universal Containers (UC) has a very large and complex Salesforce org with hundreds of
validation rules and triggers. The triggers are responsible for system updates and data
manipulation as records are created or updates by users. A majority of the automation tool
within UC"” org were not designed to run during a data load. UC is importing 100,000 records
into Salesforce across several objects over the weekend.

What should a data architect do to mitigate any unwanted results during the import?

Options:

O A.

Ensure validation rules, triggers and other automation tools are disabled.
O B.

Ensure duplication and matching rules and defined.

O C.

Import the data in smaller batches over a 24-hour period.

O D.

Bulkily the trigger to handle import leads.
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Answer

A
Explanation

Ensuring validation rules, triggers and other automation tools are disabled is the best way
to mitigate any unwanted results during the import, as it prevents any errors or conflicts
that may occur due to the existing logic. Ensuring duplication and matching rules are
defined may not be sufficient or relevant for preventing unwanted results. Importing the
data in smaller batches over a 24-hour period may not be necessary or efficient. Bulkifying
the trigger to handle import leads may not be possible or desirable if the triggers were not
designed to run during a data load.

Questions # 21:

Northern Trail Outfitters (NTO) wants to capture a list of customers that have bought a
particular product. The solution architect has recommended to create a custom object for
product, and to create a lookup relationship between its customers and its products.

Products will be modeled as a custom object (NTO_ Product__ c) and customers are modeled

as person accounts. Every NTO product may have millions of customers looking up a single
product, resulting in a lookup skew.

What should a data architect suggest to mitigate Issues related to lookup skew?

Options:

O A.

Create multiple similar products and distribute the skew across those products.

O B.

Change the lookup relationship to master-detail relationship.

O C.

Create a custom object to maintain the relationship between products and customers.
O D.

Select Clear the value of this field option while configuring the lookup relationship.
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Answer

A
Explanation

creating multiple similar products and distributing the skew across those products can be
a way to mitigate issues related to lookup skew. The article explains that lookup skew
happens when a very large number of records are associated with a single record in the
lookup object, and this can cause record locking and performance issues. The article
suggests creating multiple copies of the same product record and assigning different child
records to each copy, so that the number of child records per parent record is reduced.

Questions # 22:

Universal Containers (UC) is implementing a Salesforce project with large volumes of data and
daily transactions. The solution includes both real-time web service integrations and
Visualforce mash -ups with back -end systems. The Salesforce Full sandbox used by the
project integrates with full-scale back -end testing systems. What two types of performance
testing are appropriate for this project?

Choose 2 answers

Options:

O A.

Pre -go -live automated page -load testing against the Salesforce Full sandbox.
O B.

Post go -live automated page -load testing against the Salesforce Production org.
O C.

Pre -go -live unit testing in the Salesforce Full sandbox.

O D.

Stress testing against the web services hosted by the integration middleware.

Answer

A, D
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Explanation

Pre-go-live automated page-load testing against the Salesforce Full sandbox can help
identify and resolve any performance bottlenecks or issues before deploying the solution
to production. The Full sandbox is an ideal environment for performance testing as it
replicates the production org in terms of data, metadata, and integrations. Stress testing
against the web services hosted by the integration middleware can also help evaluate the
scalability and reliability of the integration solution under high load conditions.

Questions # 23:

Get Cloudy Consulting monitors 15,000 servers, and these servers automatically record their
status every 10 minutes. Because of company policy, these status reports must be maintained
for 5 years. Managers at Get Cloudy Consulting need access to up to one week's worth of
these status reports with all of their details.

An Architect is recommending what data should be integrated into Salesforce and for how long
it should be stored in Salesforce.

Which two limits should the Architect be aware of? (Choose two.)

Options:

O A.

Data storage limits
O B.

Workflow rule limits
O C.

API Request limits
O D.

Webservice callout limits

Answer

A C
Explanation
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Data storage limits and API request limits are two important factors that affect the data
integration and storage in Salesforce. Data storage limits determine how much data can
be stored in Salesforce, and API request limits determine how many API calls can be made
to Salesforce in a 24-hour period. Both of these limits depend on the edition and license
type of the Salesforce org. Workflow rule limits and webservice callout limits are not
directly related to data integration and storage, but rather to business logic and external
services.

Questions # 24:

Universal Containers is integrating a new Opportunity engagement system with Salesforce.
According to their Master Data Management strategy, Salesforce is the system of record for
Account, Contact, and Opportunity data. However, there does seem to be valuable
Opportunity data in the new system that potentially conflicts with what is stored in Salesforce.
What is the recommended course of action to appropriately integrate this new system?

Options:

O A.

The MDM strategy defines Salesforce as the system of record, so Salesforce Opportunity
values prevail in all conflicts.

O B.

A policy should be adopted so that the system whose record was most recently updated
should prevail in conflicts.

O C.

The Opportunity engagement system should become the system of record for Opportunity
records.

O D.

Stakeholders should be brought together to discuss the appropriate data strategy moving
forward.

Answer

D
Explanation

The recommended course of action to appropriately integrate the new Opportunity
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engagement system with Salesforce is to bring the stakeholders together to discuss the
appropriate data strategy moving forward. This is because there may be valuable data in
both systems that need to be reconciled and harmonized, and the Master Data
Management (MDM) strategy may need to be revised or updated to accommodate the
new system. The other options are not recommended, as they may result in data loss,
inconsistency, or duplication

Questions # 25:

Universal Containers (UC) has a requirement to create an Account plan object that is related to
the Account object. Each Account plan needs to have an Account object, but the accessibility
requirement of the Account plan is different from the Account object. What should an Architect
recommend?

Options:
O A.

Create a custom account plan object as detail with Account as mater in a master-detail
relationship.

O B.

Create a custom account plan object as detail with Account as master with additional sharing
rules to allow access.

O C.

Create an account plan object with a lookup relations to Account without any validation rules
to enforce the Account association.

O D.

Create an account plan object with a lookup relationship to Account with validation rules to
enforce the Account association.

Answer

D
Explanation

Creating an account plan object with a lookup relationship to Account with validation rules
to enforce the Account association can help UC meet their requirement. A lookup
relationship allows different accessibility requirements for the account plan object and the
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account object, as well as different ownership and sharing settings. A validation rule can
ensure that each account plan has an account associated with it.

Questions # 26:

Universal Containers (UC) is facing data quality issues where Sales Reps are creating duplicate
customer accounts, contacts, and leads. UC wants to fix this issue immediately by prompting
users about a record that possibly exists in Salesforce. UC wants a report regarding duplicate
records. What would be the recommended approach to help UC start immediately?

Options:
O A.

Create an after insert and update trigger on the account, contact and lead, and send an error
if a duplicate is found using a custom matching criteria.

O B.

Create a duplicate rule for account, lead, and contact, use standard matching rules for these
objects, and set the action to report and alert for both creates and edits.

O C.

Create a duplicate rule for account, lead, and contact, use standard matching rules for these
objects, and set the action to block for both creates and edits.

O D.

Create a before insert and update trigger on account, contact, and lead, and send an error if a
duplicate is found using a custom matching criteria.

Answer

B
Explanation

Creating a duplicate rule for account, lead, and contact, using standard matching rules for
these objects, and setting the action to report and alert for both creates and edits can
help UC fix the issue immediately by prompting users about a record that possibly exists
in Salesforce. This can also generate a report regarding duplicate records that can be used
for further analysis and resolution
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Questions # 27:

A data architect is working with a large B2C retailer and needs to model the consumer account
structure in Salesforce.

What standard feature should be selected in this scenario?

Options:

O A.

Individual Accounts
O B.

Account Contact

O C.

Contacts

O D.

Person Accounts

Answer

D
Explanation

According to this article, person accounts are designed to store information about
individual people by combining certain account and contact fields into a single record. This
is suitable for a large B2C retailer that needs to model the consumer account structure in
Salesforce.

Questions # 28:

Universal Containers (UC) loads bulk leads and campaigns from third-party lead aggregators
on a weekly and monthly basis. The expected lead record volume is 500K records per week,
and the expected campaign records volume is 10K campaigns per week. After the upload,
Lead records are shared with various sales agents via sharing rules and added as Campaign
members via Apex triggers on Lead creation. UC agents work on leads for 6 months, but want
to keep the records in the system for at least 1 year for reference. Compliance requires them
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to be stored for a minimum of 3 years. After that, data can be deleted. What statement is true
with respect to a data archiving strategy for UC?

Options:

O A.

UC can store long-term lead records in custom storage objects to avoid counting against
storage limits.

O B.
UC can leverage the Salesforce Data Backup and Recovery feature for data archival needs.
O C.

UC can leverage recycle bin capability, which guarantees record storage for 15 days after
deletion.

O D.

UC can leverage a “tier”-based approach to classify the record storage need.

Answer

D
Explanation

Leveraging a “tier”-based approach to classify the record storage need is a true statement
with respect to a data archiving strategy for UC. This approach involves defining different
tiers of data based on their usage, value, and retention policies, and then applying
appropriate storage and archiving solutions for each tier.

Questions # 29:

Northern Trail Outfitters would like to report on the type of customers. A custom field for
customer type was created in Account object. Users need to be limited to the following defined
choices when entering information in this field:

1. High Value
2. Medium Value

3. Low Value
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Which strategy should a data architect recommend to configure customer type?

Options:

O A.

Lookup to a custom object with defined choices.

O B.

Single-select restricted picklist with defined choices.
O C.

Provide help text to guide users with defined choices.
O D.

Create a validation rule to limit entry to defined choices.

Answer

B
Explanation

single-select restricted picklist with defined choices can be a way to configure customer
type. The article states that picklists are fields that allow users to select one or more
predefined values from a list, and restricted picklists ensure that users can only select
from the defined values. This can help to limit the choices for customer type and ensure
data quality.

Questions # 30:

NTO has decided that it is going to build a channel sales portal with the following
requirements:

1.External resellers are able to authenticate to the portal with a login.

2.Lead data, opportunity data and order data are available to authenticated users.
3.Authenticated users many need to run reports and dashboards.

4.There is no need for more than 10 custom objects or additional file storage.

Which community cloud license type should a data architect recommend to meet the portal
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requirements?

Options:

O A.

Customer community.

O B.

Lightning external apps starter.
O C.

Customer community plus.

O D.

Partner community.

Answer

D
Explanation

Partner community license type is the best option for building a channel sales portal, as it
allows external resellers to access lead, opportunity, and order data, as well as run reports
and dashboards. Customer community and customer community plus license types are
more suitable for customer service portals, while lightning external apps starter license
type does not support reports and dashboards

Questions # 31:

Developers at Universal Containers need to build a report for the business which displays
Accounts opened in the past year grouped by industry. This report will also include information
from contacts, opportunities, and orders. There are several million Accounts in the system.
Which two options should be recommended to make this report perform well and satisfy the
business need?

Options:
O A.

Use triggers to populate denormalized related fields on the Account.
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O B.

Use an indexed data field with bounded data filters.

O C.

Use Formula fields to surface information | related entities on the report.
O D.

Use unbounded date ranges to filter the report.

Answer

B, C
Explanation

Using an indexed data field with bounded data filters can improve the report performance
by making the query more selective and reducing the number of records to scan. Using
formula fields to surface information from related entities on the report can also enhance
the report performance by avoiding joins and complex calculations

Questions # 32:

Universal Containers has multiple systems all containing and maintaining customer data.
Although point-to-point integrations are in place, customers are complaining about
consistency in the data.

What solution should the data architect recommend?

Options:

O A.

Improve existing point-to-point integrations

O B.

Data cleanse each system

O C.

Perform a onetime synchronization to level set the built up inconsistencies

O D.
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An MDM solution as the customer master, with centralized integrations to ensure consistency
across all systems.

Answer

D
Explanation

Master data management (MDM) is a solution that helps organizations manage their
master data across multiple systems and ensure consistency and quality. An MDM solution
can act as the customer master, with centralized integrations to other systems, to avoid
data duplication and inconsistency.

Questions # 33:

A national nonprofit organization is using Salesforce to recruit members. The recruitment
process requires a member to be matched with a volunteer opportunity. Given the following:

1. Arecord is created in Project ¢ and used to track the project through completion.

2. The member may then start volunteering and is required to track their volunteer hours,
which is stored in VTOTime_c object related to the project.

3. Ability to view or edit the VTOTime__c object needs to be the same as the Project ¢
record.

4. Managers must see total hours volunteered while viewing the Project__ c record.
Which data relationship should the data architect use to support this requirement when
creating the custom VTOTime__c object?

Options:

O A.

Lookup Field on Project_c to VTOTime_c displaying a list of VTOTime__c in

a related list.

O B.

Lookup field on VTOTime_c to Project_c with formula filed on Project ¢

showing Sum of hours from VTOTime__c records.
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O C.

Master Detail Field on VTOTime_ c to Project_c with rollup summary field on Project _ ¢
showing sum of hours from VTOTime_c records.

O D.

Master Detail field on Project _c to VTOTime _c showing a list of VTOTime_c Records in a
related list.

Answer

C
Explanation

A master-detail field on VTOTime__c to Project__c is the data relationship that the data
architect should use to support the requirement when creating the custom VTOTime__ ¢
object. A master-detail relationship creates a parent-child relationship between two
objects, where the master record controls certain behaviors of the detail record, such as
security, ownership, deletion, and roll-up summary fields. By using a master-detail field on
VTOTime__c to Project_ ¢, you can ensure that the ability to view or edit the VTOTime__ ¢
object is the same as the Project_ c record, and that managers can see the total hours
volunteered while viewing the Project_c record using a roll-up summary field.

Questions # 34:

NTO has been using salesforce for sales and service for 10 years. For the past 2 years, the
marketing group has noticed a raise from 0 to 35 % in returned mail when sending mail using
the contact information stored in salesforce.

Which solution should the data architect use to reduce the amount of returned mails?

Options:

O A.

Use a 3rd-party data source to update contact information in salesforce.
O B.

Email all customer and asked them to verify their information and to call NTO if their address
is incorrect.

O C.
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Delete contacts when the mail is returned to save postal cost to NTO.
O D.

Have the sales team to call all existing customers and ask to verify the contact details.

Answer

A
Explanation

Using a third-party data source to update contact information in Salesforce is the best
solution to reduce the amount of returned mails. This way, the data architect can ensure
that the contact information is accurate and up-to-date without relying on manual
verification or deletion of contacts

Questions # 35:

Universal Container has a Sales Cloud implementation for a sales team and an enterprise
resource planning (ERP) as a customer master Sales team are complaining about duplicate
account and data quality issues with account data.

Which two solutions should a data architect recommend to resolve the complaints?

Options:

O A.

Build a nightly batch job to de-dupe data, and merge account records.
O B.

Integrate Salesforce with ERP, and make ERP as system of truth.

O C.

Build a nightly sync job from ERP to Salesforce.

O D.

Implement a de-dupe solution and establish account ownership in Salesforce
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Answer

B,D
Explanation

Integrating Salesforce with ERP and making ERP the system of truth (option B) and
implementing a de-dupe solution and establishing account ownership in Salesforce (option
D) are the two solutions that a data architect should recommend to resolve the
complaints. Option B ensures that account data is consistent and accurate across both
systems, while option D prevents duplicate records and clarifies who owns each account in
Salesforce. Building a nightly batch job to de-dupe data and merge account records
(option A) is not a good solution, as it does not address the root cause of the duplication
and may result in data loss or conflicts. Building a nightly sync job from ERP to Salesforce
(option C) is also not sufficient, as it does not prevent duplication or establish ownership in
Salesforce.

Questions # 36:

A company wants to document the data architecture of a Salesforce organization.

What are two valid metadata types that should be included? (Choose two.)

Options:

O A.
RecordType
O B.
Document
O C.
CustomField
O D.

SecuritySettings

Answer

A C
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Explanation

Option A is correct because RecordType is a valid metadata type that should be included
in documenting the data architecture of a Salesforce organizationl. RecordType defines
different business processes, picklist values, and page layouts for different users2. Option
C is correct because CustomField is another valid metadata type that should be included
in documenting the data architecture of a Salesforce organizationl. CustomField defines
custom attributes for standard or custom objects3. Option B is not correct because
Document is not a valid metadata type, but a standard object that stores documents in
folders4. Option D is not correct because SecuritySettings is not a valid metadata type,
but a setup menu that allows administrators to configure various security features such as
password policies, network access, session settings, etc.

Questions # 37:

Based on government regulations, a Salesforce customer plans to implement the following in
Salesforce for compliance:

Access to customer information based on record ownership
Ability for customers to request removal of their information from Salesforce

Prevent users from accessing Salesforce from outside company network (virtual private
network, or VPN)

What should a data architect recommend to address these requirements?

Options:

O A.

Contact Salesforce support to restrict access only with VPN and other requirements

O B.

Allow users access to Salesforce through a custom web application hosted within VPN.

O C.

Implement IP restrictions, sharing settings, and custom Apex to support customer requests.
O D.

Implement Salesforce shield with Event Monitoring to address the requirement.
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Answer

C
Explanation

IP restrictions can be used to prevent users from accessing Salesforce from outside the
company network or VPN. According to this article, sharing settings can be used to control
access to customer information based on record ownership. According to this article,
custom Apex can be used to support customer requests for removal of their information
from Salesforce.

Questions # 38:

Universal Containers (UC) plans to implement consent management for its customers to be
compliant with General Data Protection Regulation (GDPR). UC has the following requirements:

UC uses Person Accounts and Contacts in Salesforce for its customers.
Data Protection and Privacy is enabled in Salesforce.
Consent should be maintained in both these objects.

UC plans to verify the consent provided by customers before contacting them through email or
phone.

Which option should the data architect recommend to implement these requirements?

Options:
O A.

Configure custom fields in Person Account and Contact to store consent provided by
customers, and validate consent against the fields.

O B.

Build Custom object to store consent information in Person Account and Contact, validate
against this object before contacting customers.

o C.

Use the Consent Management Feature to validate consent provide under the person Account
and Contact that is provided by the customer.

O D.
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Delete contact information from customers who have declined consent to be contacted.

Answer

C
Explanation

Using the Consent Management Feature to validate consent provided under the person
Account and Contact that is provided by the customer (option C) is the best option to
implement these requirements, as it allows UC to store and manage consent preferences
for Person Accounts and Contacts using native Salesforce features and tools. Configuring
custom fields in Person Account and Contact to store consent provided by customers and
validate consent against the fields (option A) or building Custom object to store consent
information in Person Account and Contact and validate against this object before
contacting customers (option B) are not good options, as they may require more
customization and maintenance effort, and they do not leverage the existing Data
Protection and Privacy feature. Deleting contact information from customers who have
declined consent to be contacted (option D) is also not a good option, as it may cause
data loss or compliance issues, and it does not allow UC to track or update consent
preferences.

Questions # 39:

Which API should a data architect use if exporting 1million records from Salesforce?

Options:

O A.

Bulk API

O B.

REST API

O C.
Streaming API
O D.

SOAP API
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Answer

A
Explanation

Using Bulk API to export 1 million records from Salesforce is the best option. Bulk APl is a
RESTful API that allows you to perform asynchronous operations on large sets of data. You
can use Bulk API to create, update, delete, or query millions of records in batches. Bulk API
is optimized for performance and scalability, and it can handle complex data loading
scenarios.

Questions # 40:

North Trail Outfitters (NTD) is in the process of evaluating big objects to store large amounts
of asset data from an external system. NTO will need to report on this asset data weekly.

Which two native tools should a data architect recommend to achieve this reporting
requirement?

Options:

O A.

Standard reports and dashboards

O B.

Async SOQL with a custom object

O C.

Standard SOQL queries

O D.

Einstein Analytics

Answer

B,D
Explanation

Async SOQL with a custom object (option B) and Einstein Analytics (option D) are the two
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native tools that can be used to report on big object data. Async SOQL allows querying big
object data and storing the results in a custom object, which can then be used for
reporting. Einstein Analytics can connect to big object data sources and provide advanced
analytics and visualization features. Standard reports and dashboards (option A) and
standard SOQL queries (option C) cannot be used to report on big object data, as they do
not support big object fields

Questions # 41:

Universals Containers’ system administrators have been complaining that they are not able to
make changes to its users’ record, including moving them to new territories without getting
“unable to lock row” errors. This is causing the system admins to spend hours updating user
records every day.

What should the data architect do to prevent the error?

Options:

O A.

Reduce number of users updated concurrently.
O B.

Enable granular locking.

O C.

Analyze Splunk query to spot offending records.
O D.

Increase CPU for the Salesforce org.

Answer

B
Explanation

Enabling granular locking (option B) is the best option to prevent the error, as it allows
finer control over how records are locked during automated or manual processes, and
reduces the chances of lock contention or deadlock. Reducing number of users updated
concurrently (option A) is not a good option, as it may limit the productivity and efficiency
of the system admins, and it does not address the root cause of the error. Analyzing
Splunk query to spot offending records (option C) is also not a good option, as it may
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require more time and effort, and it does not provide a permanent solution for the error.
Increasing CPU for the Salesforce org (option D) is also not a good option, as it may
introduce additional cost and complexity, and it does not solve the root cause of the error.

Questions # 42:

Universal Containers (UC) has deployed Salesforce to manage Marketing. Sales, and Support
efforts in a multi -system ERP environment After reaching the limits of native reports &
dashboards. UC leadership is looking to understand what options can be used to provide more
analytical insights. What two approaches should an architect recommend? Choose 2 answers
Options:

O A.

AppExchange Apps

O B.

Wave Analytics

O C.

Weekly Snapshots

O D.

Setup Audit Trails

Answer

A B
Explanation

According to the exam guide, one of the objectives is to "describe the use cases and
considerations for using AppExchange apps and Wave Analytics"1l. This implies that
options A and B are both valid approaches to provide more analytical insights. Option C is
not correct because weekly snapshots are used to track changes over time, not to provide
advanced analytics3. Option D is not correct because setup audit trails are used to
monitor changes in the setup menu, not to provide analytical insights.

Questions # 43:
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Which two aspects of data does an Enterprise data governance program aim to improve?

Options:

O A.

Data integrity

O B.

Data distribution
O C.

Data usability

O D.

Data modeling

Answer

A C
Explanation

Data integrity and data usability are two aspects of data that an Enterprise data
governance program aims to improve. Data integrity refers to the accuracy, consistency,
and validity of the data across the enterprise2. Data usability refers to the ease of access,
analysis, and interpretation of the data by the end users

Questions # 44:

A customer is operating in a highly reputated industry and is planning to implement SF. The
customer information maintained in SF, includes the following:

Personally, identifiable information (PII)

IP restrictions on profiles organized by Geographic location

Financial records that need to be private and accessible only by the assigned Sales
associate.

User should not be allowed to export information from Salesforce.
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Enterprise security has mandate access to be restricted to users within a specific geography
and detail monitoring of user activity. Which 3 Salesforce shield capabilities should a data
architect recommend? Choose 3 answers:

Options:

O A.

Event monitoring to monitor all user activities

O B.

Restrict access to SF from users outside specific geography

O C.

Prevent Sales users access to customer PIl information

O D.

Transaction security policies to prevent export of SF Data.

O E.

Encrypt Sensitive Customer information maintained in SF.

Answer

B,D, E
Explanation

The best Salesforce Shield capabilities for the customer are to restrict access to SF from
users outside specific geography, implement transaction security policies to prevent
export of SF data, and encrypt sensitive customer information maintained in SF.
Salesforce Shield is a set of security features that help protect enterprise data on the
Salesforce platform. It includes three components: Event Monitoring, Platform Encryption,
and Field Audit Trail. Restricting access to SF from users outside specific geography can
be done using network-based security features, such as IP whitelisting or VPN. Transaction
security policies can be used to define actions or notifications based on user behavior
patterns, such as exporting data or logging in from an unknown device. Platform
Encryption can be used to encrypt data at rest using a tenant secret key that is controlled
by the customer.

Questions # 45:
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Universal Containers (UC) has built a custom application on Salesforce to help track shipments
around the world. A majority of the shipping records are stored on premise in an external data
source. UC needs shipment details to be exposed to the custom application, and the data
needs to be accessible in real time. The external data source is not OData enabled, and UC
does not own a middleware tool.

Which Salesforce Connect procedure should a data architect use to ensure UC's requirements
are met?

Options:

O A.

Write an Apex class that makes a REST callout to the external API.
O B.

Develop a process that calls an inviable web service method.

O C.

Migrate the data to Heroku and register Postgres as a data source.

O D.

Write a custom adapter with the Apex Connector Framework.

Answer

D
Explanation

According to this article, the Apex Connector Framework enables developers to create
custom adapters for Salesforce Connect to access data from external systems that are not
OData enabled. This can meet UC’s requirements of exposing shipment details to the
custom application and accessing the data in real time.

Questions # 46:

The head of sales at Get Cloudy Consulting wants to understand key relevant performance
figures and help managers take corrective actions where appropriate.

What is one reporting option Get Cloudy Consulting should consider?
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Options:

O A.

Case SLA performance report
O B.

Sales KPI Dashboard

O C.

Opportunity analytic snapshot
O D.

Lead conversion rate report

Answer

B
Explanation

A Sales KPI Dashboard is one reporting option that Get Cloudy Consulting should consider
to understand key relevant performance figures and help managers take corrective
actions where appropriate. A Sales KPI Dashboard can display various metrics that
indicate the health and effectiveness of the sales team, such as quota attainment, pipeline
value, win rate, average deal size, sales cycle length, and more. A Sales KPI Dashboard
can also help identify trends, patterns, and areas for improvement.

Questions # 47:

All accounts and opportunities are created in Salesforce. Salesforce is integrated with three
systems:

* An ERP system feeds order data into Salesforce and updates both Account and Opportunity
records.

* An accounting system feeds invoice data into Salesforce and updates both Account and
Opportunity records.

* A commission system feeds commission data into Salesforce and updates both Account and
Opportunity records.

How should the architect determine which of these systems is the system of record?
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Options:
O A.

Account and opportunity data originates in Salesforce, and therefore Salesforce is the system
of record.

O B.

Whatever system updates the attribute or object should be the system of record for that field
or object.

O C.

Whatever integration data flow runs last will, by default, determine which system is the
system of record.

O D.

Data flows should be reviewed with the business users to determine the system of record per
object or field.

Answer

D
Explanation

Option D is correct because data flows should be reviewed with the business users to
determine the system of record per object or field1l. The system of record is the
authoritative source of data for a given entity or attribute2. It may vary depending on the
business context and requirements. Option A is not correct because account and
opportunity data originates in Salesforce, but it may not be the system of record for all
attributes or objects if they are updated by other systems2. Option B is not correct
because whatever system updates the attribute or object may not be the system of record
for that field or object if there are conflicting or overlapping updates from other

systems2. Option C is not correct because whatever integration data flow runs last may
not determine which system is the system of record if there are different business rules or
logic applied by different systems?2.

Questions # 48:

NTO has multiple systems across its enterprise landscape including salesforce, with disparate
version the customer records.

In salesforce, the customer is represented by the contact object.
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NTO utilizes an MDM solution with these attributes:
1.The MDM solution keeps track of customer master with a master key.

2.The master key is a map to the record ID’s from each external system that customer data is
stored within.

3.The MDM solution provides de-duplication features, so it acts as the single source of truth.

How should a data architect implement the storage of master key within salesforce?

Options:

O A.

Store the master key in Heroku postgres and use Heroku connect for synchronization.
O B.

Create a custom object to store the master key with a lookup field to contact.

O C.

Create an external object to store the master key with a lookup field to contact.

O D.

Store the master key on the contact object as an external ID (Field for referential imports)

Answer

D
Explanation

The best way to implement the storage of master key within Salesforce is to store it on the
contact object as an external ID field for referential imports. This way, the data architect
can use the master key as a unique identifier to match records from different systems and
avoid duplicates. The other options are not feasible because they either require additional
storage or do not support referential imports.

Questions # 49:

A large retail B2C customer wants to build a 360 view of its customer for its call center agents.
The customer interaction is currently maintained in the following system:
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1. Salesforce CRM

3. Customer Master Data management (MDM)

4. Contract Management system

5. Marketing solution

What should a data architect recommend that would help upgrade uniquely identify customer
across multiple systems:

Options:

O A.

Store the salesforce id in all the solutions to identify the customer.

O B.

Create a custom object that will serve as a cross reference for the customer id.
O C.

Create a customer data base and use this id in all systems.

O D.

Create a custom field as external id to maintain the customer Id from the MDM solution.

Answer

D
Explanation

To help uniquely identify customer across multiple systems, a data architect should
recommend creating a custom field as external ID to maintain the customer ID from the
MDM solution. An external ID is a custom field that has the “External ID” attribute enabled,
which means that it contains unique record identifiers from a system outside of Salesforce.
By using the customer ID from the MDM solution as an external ID in Salesforce CRM,
Contract Management system, and Marketing solution, the data architect can ensure that
each customer can be easily identified and integrated across these systems. Option A is
incorrect because storing the Salesforce ID in all the solutions to identify the customer will
not work if the customer records are created or updated in other systems besides
Salesforce CRM. Option B is incorrect because creating a custom object that will serve as a
cross reference for the customer ID will require additional configuration effort and may not
be consistent with the actual customer records in each system. Option C is incorrect
because creating a customer database and using this ID in all systems will require
additional infrastructure cost and maintenance effort.
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Questions # 50:

UC is planning a massive SF implementation with large volumes of data. As part of the org’s
implementation, several roles, territories, groups, and sharing rules have been configured. The
data architect has been tasked with loading all of the required data, including user data, in a
timely manner.

What should a data architect do to minimize data load times due to system calculations?

Options:
O A.

Enable defer sharing calculations, and suspend sharing rule calculations
O B.

Load the data through data loader, and turn on parallel processing.

O C.

Leverage the Bulk APl and concurrent processing with multiple batches

O D.

Enable granular locking to avoid “UNABLE _TO_LOCK_ROW?” error.

Answer

A
Explanation

The correct answer is A, enable defer sharing calculations, and suspend sharing rule
calculations. Defer sharing calculations and suspend sharing rule calculations are features
that allow you to temporarily disable the automatic recalculation of sharing rules when
you load large volumes of data. This can improve the performance and speed of your data
load process by avoiding unnecessary system calculations. Loading the data through data
loader, leveraging the bulk API, or enabling granular locking are also options that can help
with data load times, but they do not directly address the system calculations issue.

Questions # 51:
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Universal Containers (UC) manages Vehicle and Service History in Salesforce. Vehicle
(Vehicle__ c) and

Service History (Service-History __ c) are both custom objects related through a lookup
relationship.

Every week a batch synchronization process updates the Vehicle and Service History records
in Salesforce. UC has two hours of migration window every week and is facing locking issues
as part of the data migration process.

What should a data architect recommend to avoid locking issues without affecting
performance of data migration?

Options:

O A.

Use Bulk API parallel mode for data migration

O B.

Use Bulk API serial mode for data migration

O C.

Insert the order in another custom object and use Batch Apex to move the records to Service_
Order__ ¢

object.
O D.

Change the lookup configuration to "Clear the value of this field" when lookup record is
deleted.

Answer

B
Explanation

According to the official Salesforce guidel, using Bulk API serial mode for data migration
can help avoid locking issues by processing batches in a single thread. This mode ensures
that batches are processed in the order they are received and that only one batch is
processed at a time. This reduces the risk of lock contention and deadlocks, especially
when updating parent and child records in a lookup relationship. Option B is the correct
answer because it suggests using Bulk API serial mode for data migration. Option A is
incorrect because using Bulk API parallel mode for data migration can cause locking issues
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by processing batches in multiple threads. This mode does not guarantee the order of
batch processing and can result in concurrent updates to the same records, which can
lead to lock contention and deadlocks. Option C is incorrect because inserting the order in
another custom object and using Batch Apex to move the records to Service Order_ ¢
object adds unnecessary complexity and overhead to the data migration process. Option
D is incorrect because changing the lookup configuration to “Clear the value of this field”
when lookup record is deleted does not address the locking issues caused by data
migration, but rather by record deletion.

Questions # 52:

Universal Containers has millions of rows of data in Salesforce that are being used in reports
to evaluate historical trends. Performance has become an issue, as well as data storage limits.
Which two strategies should be recommended when talking with stakeholders?

Options:
O A.

Use scheduled batch Apex to copy aggregate information into a custom object and delete the
original records.

O B.

Combine Analytics Snapshots with a purging plan by reporting on the snapshot data and
deleting the original records.

O C.

Use Data Loader to extract data, aggregate it, and write it back to a custom object, then
delete the original records.

O D.

Configure the Salesforce Archiving feature to archive older records and remove them from the
data storage limits.

Answer

A, D
Explanation

Using scheduled batch Apex to copy aggregate information into a custom object and
delete the original records can improve the performance and reduce the data storage
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limits by removing unnecessary data and keeping only the summary data that is needed
for reporting. Configuring the Salesforce Archiving feature to archive older records and
remove them from the data storage limits can also help with performance and storage
issues by moving historical data to a separate system that is still accessible but does not
affect the operational data

Questions # 53:

Cloud Kicks is launching a Partner Community, which will allow users to register shipment
requests that are then processed by Cloud Kicks employees. Shipment requests contain
header information, and then a list of no more than 5 items being shipped.

First, Cloud Kicks will introduce its community to 6,000 customers in North America, and then
to 24,000 customers worldwide within the next two years. Cloud Kicks expects 12 shipment
requests per week per customer, on average, and wants customers to be able to view up to
three years of shipment requests and use Salesforce reports.

What is the recommended solution for the Cloud Kicks Data Architect to address the
requirements?

Options:
O A.

Create an external custom object to track shipment requests and a child external object to
track shipment items. External objects are stored off-platform in Heroku’s Postgres database.

O B.

Create an external custom object to track shipment requests with five lookup custom fields for
each item being shipped. External objects are stored off-platform in Heroku’s Postgres
database.

O C.

Create a custom object to track shipment requests and a child custom object to track
shipment items. Implement an archiving process that moves data off-platform after three
years.

O D.

Create a custom object to track shipment requests with five lookup custom fields for each item
being shipped Implement an archiving process that moves data off-platform after three years.
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Answer

C
Explanation

The recommended solution for the Cloud Kicks Data Architect to address the requirements
is to create a custom object to track shipment requests and a child custom object to track
shipment items. Implement an archiving process that moves data off-platform after three
years. This solution would allow Cloud Kicks to store and manage their shipment data on
Salesforce, and use Salesforce reports to analyze it. However, since Cloud Kicks expects a
large volume of data over time, they should implement an archiving process that moves
data off-platform after three years to avoid hitting the Org data storage limit and maintain
optimal performance3. External objects are not a good option for this scenario, because
they are stored off-platform in an external system, such as Heroku’s Postgres database,
and they have limited functionality and performance compared to custom objects
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