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Questions # 1:

A company runs multiple applications on Amazon EC2 instances in a VPC. Application A runs in
a private subnet that has a custom route table and network ACL. Application B runs in a
second private subnet in the same VPC.

The company needs to prevent Application A from sending traffic to Application B.

Which solution will meet this requirement?

Options:

 A.

Add a deny outbound rule to a security group that is associated with Application B. Configure
the rule to prevent Application B from sending traffic to Application A.

 B.

Add a deny outbound rule to a security group that is associated with Application A. Configure
the rule to prevent Application A from sending traffic to Application B.

 C.

Add a deny outbound rule to the custom network ACL for the Application B subnet. Configure
the rule to prevent Application B from sending traffic to IP addresses that are associated with
the Application A subnet.

 D.

Add a deny outbound rule to the custom network ACL for the Application A subnet. Configure
the rule to prevent Application A from sending traffic to IP addresses that are associated with
the Application B subnet.

Answer

D
Explanation

Security groups are stateful, but they cannot explicitly deny traffic — only
allow.

Network ACLs are stateless and support explicit deny rules.To prevent
Application A from sending traffic to Application B, configure a deny outbound rule
in the network ACL of Application A’s subnet to block traffic to Application B’s subnet.
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“Unlike security groups, network ACLs support both allow and deny rules, enabling you to
explicitly block traffic.”

— Network ACLs

This is the correct method to block outbound traffic between subnets.

Questions # 2:

A company uses Amazon API Gateway to manage its REST APIs that third-party service
providers access The company must protect the REST APIs from SQL injection and cross-site
scripting attacks.

What is the MOST operationally efficient solution that meets these requirements?

Options:

 A.

Configure AWS Shield.

 B.

Configure AWS WAR

 C.

Set up API Gateway with an Amazon CloudFront distribution Configure AWS Shield in
CloudFront.

 D.

Set up API Gateway with an Amazon CloudFront distribution. Configure AWS WAF in CloudFront

Answer

D
Explanation

Amazon API Gateway with CloudFront: API Gateway allows you to create, deploy, and
manage APIs, while CloudFront provides a CDN to deliver content with low latency and
high transfer speeds.

AWS WAF (Web Application Firewall):
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AWS WAF can be configured in CloudFront to protect against common web exploits,
including SQL injection and cross-site scripting (XSS).

WAF allows you to create custom rules to block specific attack patterns and can be
managed centrally.

Configuration:

Deploy your APIs using Amazon API Gateway.

Set up an Amazon CloudFront distribution in front of the API Gateway.

Configure AWS WAF on the CloudFront distribution to apply security rules.

Operational Efficiency: This solution provides robust protection with minimal operational
overhead by leveraging managed AWS services, ensuring that your APIs are secure
without extensive custom implementation.

[References:, Using AWS WAF to Protect Your APIs, How CloudFront Works with AWS WAF,
, , , ]

Questions # 3:

A developer is creating an ecommerce workflow in an AWS Step Functions state machine that
includes an HTTP Task state. The task passes shipping information and order details to an
endpoint.

The developer needs to test the workflow to confirm that the HTTP headers and body are
correct and that the responses meet expectations.

Which solution will meet these requirements?

Options:

 A.

Use the TestState API to invoke only the HTTP Task. Set the inspection level to TRACE.

 B.

Use the TestState API to invoke the state machine. Set the inspection level to DEBUG.

 C.

Use the data flow simulator to invoke only the HTTP Task. View the request and response data.

 D.

Change the log level of the state machine to ALL. Run the state machine.
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Answer

D
Explanation

State Machine Testing with Logs:

Changing the log level to ALL enables capturing detailed request and response data. This
helps verify HTTP headers, body, and responses.

Incorrect Options Analysis:

Option A and B: The TestState API is not a valid option for Step Functions.

Option C: A data flow simulator does not exist for AWS Step Functions.

[References:, Step Functions Logging and Monitoring, , , , ]

Questions # 4:

A company is planning to run an AI/ML workload on AWS. The company needs to train a model
on a dataset that is in Amazon S3 Standard. A model training application requires multiple
compute nodes and single-digit millisecond access to the data.

Which solution will meet these requirements in the MOST cost-effective way?

Options:

 A.

Move the data to S3 Intelligent-Tiering. Point the model training application to S3 Intelligent-
Tiering as the data source.

 B.

Add partitions to the S3 bucket by adding random prefixes. Reconfigure the model training
application to point to the new prefixes as the data source.

 C.

Move the data to S3 Express One Zone. Point the model training application to S3 Express One
Zone as the data source.

 D.

Move the data to a General Purpose SSD (gp3) Amazon Elastic Block Store (Amazon
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EBS)volume attached to an Amazon EC2 instance. Point the model training application to the
gp3 volume as the data source.

Answer

C
Explanation

Amazon S3 Express One Zone provides single-digit millisecond latency and high
throughput, making it ideal for ML workloads that require multiple compute nodes and fast
access. It is also more cost-effective than traditional file or block storage for temporary,
high-speed needs.

[Reference: AWS Documentation – Amazon S3 Storage Classes, =============, ]

Questions # 5:

A company is migrating an online marketplace application from a mainframe system to an
Auto Scaling group of Amazon EC2 instances. The EC2 instances access an Amazon Aurora
cluster. The application requires a scalable, persistent caching solution to store the results of
in-progress transactions and SQL queries.

Options:

 A.

Use an Amazon ElastiCache (Redis OSS) cluster to serve transaction and query results.

 B.

Use an Amazon CloudFront distribution with an Amazon S3 bucket as the origin to cache the
transactions. Add an Amazon EC2 instance store volume to the EC2 instances for query result
caching.

 C.

Use an Amazon ElastiCache (Memcached) cluster to serve transaction and query results.

 D.

Use an Amazon ElastiCache (Redis OSS) cluster to cache the transactions. Add an Amazon EC2
instance store volume to the EC2 instances for query result caching.
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Answer

A
Explanation

Why Option A is Correct:

ElastiCache for Redis: Provides persistent, scalable caching for in-progress transactions
and SQL queries. Redis supports data durability and advanced features, making it suitable
for transactional workloads.

Integration with Aurora: Easily integrates with the Aurora cluster to improve query
performance.

Why Other Options Are Not Ideal:

Option B: CloudFront and S3 are unsuitable for transactional caching. EC2 instance store
volumes are ephemeral and lack persistence.

Option C: Memcached does not offer persistence or advanced transactional support, unlike
Redis.

Option D: Combining Redis with EC2 instance store is unnecessary; Redis alone meets all
caching requirements.

AWS References:

Amazon ElastiCache:AWS Documentation - ElastiCache

Questions # 6:

A company is developing a serverless web application that gives users the ability to interact
with real-time analytics from online games. The data from the games must be streamed in
real time. The company needs a durable, low-latency database option for user data. The
company does not know how many users will use the application. Any design considerations
must provide response times of single-digit milliseconds as the application scales.

Which combination of AWS services will meet these requirements? (Select TWO.)

Options:

 A.

Amazon CloudFront

 B.
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Amazon DynamoDB

 C.

Amazon Kinesis

 D.

Amazon RDS

 E.

AWS Global Accelerator

Answer

B, C
Explanation

Amazon Kinesis allows real-time ingestion of game events at scale, while Amazon
DynamoDB provides millisecond-latency access to user data, automatically scaling with
demand. This combination ensures real-time processing and fast data retrieval without
managing infrastructure.

[Reference: AWS Documentation – Real-Time Processing with Kinesis and Low-Latency
Databases with DynamoDB, , , ]

Questions # 7:

A company hosts an application that processes highly sensitive customer transactions on
AWS. The application uses Amazon RDS as its database. The company manages its own
encryption keys to secure the data in Amazon RDS.

The company needs to update the customer-managed encryption keys at least once each
year.

Which solution will meet these requirements with the LEAST operational overhead?

Options:

 A.

Set up automatic key rotation in AWS Key Management Service (AWS KMS) for the encryption
keys.

 B.
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Configure AWS Key Management Service (AWS KMS) to alert the company to rotate the
encryption keys annually.

 C.

Schedule an AWS Lambda function to rotate the encryption keys annually.

 D.

Create an AWS CloudFormation stack to run an AWS Lambda function that deploys new
encryption keys once each year.

Answer

A
Explanation

AWS KMS automatic key rotationis the simplest and most operationally efficient solution.
Enabling automatic key rotation ensures that KMS automatically generates new key
material for the key every year without requiring manual intervention.

Option B:Configuring alerts to rotate keys introduces operational overhead as the actual
rotation must still be managed manually.

Option C:Scheduling a Lambda function to rotate keys adds unnecessary complexity
compared to enabling automatic key rotation.

Option D:Using a CloudFormation stack to run a Lambda function for key rotation
increases operational overhead and complexity unnecessarily.

AWS Documentation References:

AWS KMS Key Rotation

Using Customer-Managed Keys with Amazon RDS

Questions # 8:

A company is developing a microservices-based application to manage the company's delivery
operations. The application consists of microservices that process orders, manage a fleet of
delivery vehicles, and optimize delivery routes.

The microservices must be able to scale independently and must be able to handle bursts of
traffic without any data loss.

Which solution will meet these requirements with the LEAST operational overhead?
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Options:

 A.

Use Amazon API Gateway REST APIs to establish communication between microservices.
Deploy the application on Amazon EC2 instances in Auto Scaling groups.

 B.

Use Amazon Simple Queue Service (Amazon SQS) to establish communication between
microservices. Deploy the application on Amazon Elastic Container Service (Amazon ECS)
containers on AWS Fargate.

 C.

Use WebSocket-based communication between microservices. Deploy the application on
Amazon EC2 instances in Auto Scaling groups.

 D.

Use Amazon Simple Notification Service (Amazon SNS) to establish communication between
microservices. Deploy the application on Amazon Elastic Container Service (Amazon ECS)
containers on Amazon EC2 instances.

Answer

B
Explanation

Amazon SQS is a fully managed message queuing service that reliably decouples and
scales microservices, distributed systems, and serverless applications. By using SQS,
microservices can communicate asynchronously, handle bursts of traffic, and avoid data
loss by buffering messages until they are processed. Deploying the services on ECS with
AWS Fargate further reduces operational overhead by removing the need to manage
servers, allowing independent scaling of each microservice.

Reference Extract:

"Amazon SQS decouples application components and enables message durability and
scaling. AWS Fargate removes the need to manage infrastructure, supporting independent
scaling and minimal operational overhead."

Source: AWS Certified Solutions Architect – Official Study Guide, Microservices and
Messaging section.

Questions # 9:
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A developer needs to export the contents of several Amazon DynamoDB tables into Amazon
S3 buckets to comply with company data regulations. The developer uses the AWS CLI to
runcommands to export from each table to the proper S3 bucket. The developer sets up AWS
credentials correctly and grants resources appropriate permissions. However, the exports of
some tables fail.

What should the developer do to resolve this issue?

Options:

 A.

Ensure that point-in-time recovery is enabled on the DynamoDB tables.

 B.

Ensure that the target S3 bucket is in the same AWS Region as the DynamoDB table.

 C.

Ensure that DynamoDB streaming is enabled for the tables.

 D.

Ensure that DynamoDB Accelerator (DAX) is enabled.

Answer

A
Explanation

Export Requirements:

To export data from DynamoDB to Amazon S3, point-in-time recovery (PITR) must be
enabled for the tables. This feature creates a snapshot of the data, which is essential for
exports.

Incorrect Options Analysis:

Option B: S3 buckets and DynamoDB tables do not need to be in the same region for
exports.

Option C: DynamoDB streams are unrelated to the export functionality.

Option D: DAX accelerates reads but has no role in exports.

[References:, Exporting DynamoDB Data to Amazon S3, , , , ]
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Questions # 10:

A company collects 10 GB of telemetry data every day from multiple devices. The company
stores the data in an Amazon S3 bucket that is in a source data account.

The company has hired several consulting agencies to analyze the company's data. Each
agency has a unique AWS account. Each agency requires read access to the company's data.

The company needs a secure solution to share the data from the source data account to the
consulting agencies.

Which solution will meet these requirements with the LEAST operational effort?

Options:

 A.

Set up an Amazon CloudFront distribution. Use the S3 bucket as the origin.

 B.

Make the S3 bucket public for a limited time. Inform only the agencies that the bucket is
publicly accessible.

 C.

Configure cross-account access for the S3 bucket to the accounts that the agencies own.

 D.

Set up an IAM user for each agency in the source data account. Grant each agency IAM user
access to the company's S3 bucket.

Answer

C
Explanation

The most secure and least operationally intensive method is to configure cross-account
access using resource-based policies on the S3 bucket. This allows trusted external AWS
accounts (consulting agencies) to securely access the S3 data without the need to
manage user credentials or build additional infrastructure.

Options A and B pose security risks. Option D increases operational complexity and
violates least privilege by managing external users inside your AWS account.
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