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Questions # 1:

A company hosts its order processing system on AWS. The architecture consists of a frontend
and a backend. The frontend includes an Application Load Balancer (ALB) and Amazon EC2
instances in an Auto-Scaling group. The backend includes an EC2 instance and an Amazon
RDS MySQL database.

To prevent incomplete or lost orders, the company wants to ensure that order states are
always preserved. The company wants to ensure that every order will eventually be
processed, even after an outage or pause. Every order must be processed exactly once.

Options:
O A.

Create an Auto Scaling group and an ALB for the backend. Create a read replica for the RDS
database in a second Availability Zone. Update the backend RDS endpoint.

O B.

Create an Auto Scaling group and an ALB for the backend. Create an Amazon RDS proxy in
front of the RDS database. Update the backend EC2 instance to use the Amazon RDS proxy
endpoint.

O C.

Create an Auto Scaling group for the backend. Configure the backend EC2 instances to con-
sume messages from an Amazon Simple Queue Service (Amazon SQS) FIFO queue. Configure
a dead-letter queue (DLQ) for the SQS queue.

O D.

Create an AWS Lambda function to replace the backend EC2 instance. Subscribe the func-tion
to an Amazon Simple Notification Service (Amazon SNS) topic. Configure the frontend to send
orders to the SNS topic.

Answer

C
Explanation

Use SQS FIFO to durably persist orders, guarantee order processing semantics, and
decouple producers/consumers. FIFO queues provide “exactly-once processing” with
message deduplication and “preserve message order.” Visibility timeouts and retries
ensure messages are “processed eventually” without being lost; failed messages go to a
DLQ for later reprocessing. This pattern aligns with Well-Architected reliability guidance to
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“queue work to protect against overload and failures” and to ensure “durable, idempotent
processing” with retry and backoff. ALB/RDS Proxy/read replicas (A, B) improve
availability/connection management but do not guarantee durable handoff or exactly-once
processing. SNS (D) is pub/sub and does not provide FIFO semantics in this option, nor a
DLQ per subscription for exactly-once. Therefore, frontends write orders to an SQS FIFO
queue; backend workers in an Auto Scaling group consume, process idempotently, and
use a DLQ for poison messages to meet “no lost orders,” “eventual processing,” and
“exactly-once” requirements.

[References: Amazon SQS Developer Guide — FIFO Queues (exactly-once processing,
message ordering, deduplication), Dead-Letter Queues; AWS Well-Architected Framework
— Reliability Pillar (queue-based load leveling, idempotency, retries)., , , ]

Questions # 2:

A company wants to isolate its workloads by creating an AWS account for each workload. The
company needs a solution that centrally manages networking components for the workloads.
The solution also must create accounts with automatic security controls (guardrails).

Which solution will meet these requirements with the LEAST operational overhead?

Options:
O A.

Use AWS Control Tower to deploy accounts. Create a networking account that has a VPC with
private subnets and public subnets. Use AWS Resource Access Manager (AWS RAM) to share
the subnets with the workload accounts.

O B.

Use AWS Organizations to deploy accounts. Create a networking account that has a VPC with
private subnets and public subnets. Use AWS Resource Access Manager (AWS RAM) to share
the subnets with the workload accounts.

O C.

Use AWS Control Tower to deploy accounts. Deploy a VPC in each workload account. Configure
each VPC to route through an inspection VPC by using a transit gateway attachment.

O D.

Use AWS Organizations to deploy accounts. Deploy a VPC in each workload account. Configure
each VPC to route through an inspection VPC by using a transit gateway attachment.
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Answer

A
Explanation

AWS Control Tower: Provides a managed service to set up and govern a secure, multi-
account AWS environment based on AWS best practices. It automates the setup of AWS
Organizations and applies security controls (guardrails).

Networking Account:

Create a centralized networking account that includes a VPC with both private and public
subnets.

This centralized VPC will manage and control the networking resources.
AWS Resource Access Manager (AWS RAM):

Use AWS RAM to share the subnets from the networking account with the other workload
accounts.

This allows different workload accounts to utilize the shared networking resources without
the need to manage their own VPCs.

Operational Efficiency: Using AWS Control Tower simplifies the setup and governance of
multiple AWS accounts, while AWS RAM facilitates centralized management of networking
resources, reducing operational overhead and ensuring consistent security and
compliance.

[References:, AWS Control Tower, AWS Resource Access Manager, , , , , ]

Questions # 3:

The lead member of a DevOps team creates an AWS account. A DevOps engineer shares the
account credentials with a solutions architect through a password manager application.

The solutions architect needs to secure the root user for the new account.

Which actions will meet this requirement? (Select TWO.)

Options:
O A.
Update the root user password to a new, strong password.

O B.

Page 4 of 70



Secure the root user account by using a virtual multi-factor authentication (MFA) device.

o C.

Create an IAM user for each member of the DevOps team. Assign the AdministratorAccess
AWS managed policy to each IAM user.

O D.

Create root user access keys. Save the keys as a new parameter in AWS Systems Manager
Parameter Store.

O E.

Update the IAM role for the root user to ensure the root user can use only approved services.

Answer

A, B
Explanation

Securing the root user account requires setting a strong password and enabling multi-
factor authentication (MFA). AWS recommends never sharing the root user credentials,
setting up individual IAM users for everyday operations, and always protecting the root
user with MFA for maximum security.

Reference Extract:

"AWS recommends securing the root user with a strong password and enabling multi-
factor authentication (MFA). Do not use or share root credentials for everyday tasks."

Source: AWS Certified Solutions Architect - Official Study Guide, IAM and Security Best
Practices section.

Questions # 4:

A company has an organization in AWS Organizations. The company runs Amazon EC2
instances across four AWS accounts in the root organizational unit (OU). There are three
nonproduction accounts and one production account. The company wants to prohibit users
from launching EC2 instances of a certain size in the nonproduction accounts. The company
has created a service control policy (SCP) to deny access to launch instances that use the
prohibited types.

Which solutions to deploy the SCP will meet these requirements? (Select TWO.)
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Options:

O A.

Attach the SCP to the root OU for the organization.

O B.

Attach the SCP to the three nonproduction Organizations member accounts.
O C.

Attach the SCP to the Organizations management account.

O D.

Create an OU for the production account. Attach the SCP to the OU. Move the production
member account into the new OU.

O E.

Create an OU for the required accounts. Attach the SCP to the OU. Move the nonproduction
member accounts into the new OU.

Answer
B, E
Explanation

Service control policies (SCPs) in AWS Organizations apply to the accounts or OUs to which
they are attached:

To restrict only nonproduction accounts, you can:

Attach the SCP directly to those specific member accounts (Option B), or
Create a dedicated OU for the nonproduction accounts and attach the SCP to
that OU (Option E).

Both methods ensure that the deny policy affects only the nonproduction accounts and

does not impact the production account.

Why the others are incorrect:

A: Attaching the SCP to the root OU would apply the deny to all accounts, including
production, which does not meet the requirement.
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C: SCPs attached to the management account only affect that account, not all
member accounts.

D: Creating an OU for the production account and attaching the deny SCP there
would block the prohibited instance types in production, which is the opposite of
what is required.

Questions # 5:

A company runs database workloads on AWS that are the backend for the company's
customer portals. The company runs a Multi-AZ database cluster on Amazon RDS for
PostgreSQL.

The company needs to implement a 30-day backup retention policy. The company currently
has both automated RDS backups and manual RDS backups. The company wants to maintain
both types of existing RDS backups that are less than 30 days old.

Which solution will meet these requirements MOST cost-effectively?

Options:
O A.

Configure the RDS backup retention policy to 30 days tor automated backups by using AWS
Backup. Manually delete manual backups that are older than 30 days.

O B.

Disable RDS automated backups. Delete automated backups and manual backups that are
older than 30 days. Configure the RDS backup retention policy to 30 days tor automated
backups.

o C.

Configure the RDS backup retention policy to 30 days for automated backups. Manually delete
manual backups that are older than 30 days

O D.

Disable RDS automated backups. Delete automated backups and manual backups that are
older than 30 days automatically by using AWS CloudFormation. Configure the RDS backup
retention policy to 30 days for automated backups.
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Answer

A
Explanation

Setting the RDS backup retention policy to 30 days forautomated backupsthrough AWS
Backup allows the company to retain backups cost-effectively. Manual backups, however,
are notautomatically managed by RDS's retention policy, so they need to be manually
deleted if they are older than 30 days to avoid unnecessary storage costs.

Key AWS features:

Automated Backups: Can be configured with a retention policy of up to 35 days, ensuring
that older automated backups are deleted automatically.

Manual Backups: These are not subject to the automated retention policy and must be
manually managed to avoid extra costs.

AWS Documentation: AWS recommends using backup retention policies for automated
backups while manually managing manual backups.

Questions # 6:

A company has a web application that has thousands of users. The application uses 8-10 user-
uploaded images to generate Al images. Users can download the generated Al Images once
every 6 hours. The company also has a premium user option that gives users the ability to
download the generated Al images anytime

The company uses the user-uploaded images to run Al model training twice a year. The
company needs a storage solution to store the images.

Which storage solution meets these requirements MOST cost-effectively?

Options:
O A.

Move uploaded images to Amazon S3 Glacier Deep Archive. Move premium user-generated Al
images to S3 Standard. Move non-premium user-generated Al images to S3 Standard-
Infrequent Access (S3 Standard-1A).

O B.

Move uploaded images to Amazon S3 Glacier Deep Archive. Move all generated Al images to
S3 Glacier Flexible Retrieval.
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O C.

Move uploaded images to Amazon S3 One Zone-Infrequent Access {S3 One Zone-IA) Move
premium user-generated Al images to S3 Standard. Move non-premium user-generated Al
images to S3 Standard-Infrequent Access (S3 Standard-IA).

O D.

Move uploaded images to Amazon S3 One Zone-Infrequent Access {S3 One Zone-IA) Move all
generated Al images to S3 Glacier Flexible Retrieval

Answer

C
Explanation
S3 One Zone-lA:

Suitable for infrequently accessed data that doesn't require multiple Availability Zone
resilience.

Cost-effective for storing user-uploaded images that are only used for Al model training
twice a year.

S3 Standard:
Ideal for frequently accessed data with high durability and availability.

Store premium user-generated Al images here to ensure they are readily available for
download at any time.

S3 Standard-IA:

Cost-effective storage for data that is accessed less frequently but still requires rapid
retrieval.

Store non-premium user-generated Al images here, as these images are only downloaded
once every 6 hours, making it a good balance between cost and accessibility.

Cost-Effectiveness: This solution optimizes storage costs by categorizing data based on
access patterns and durability requirements, ensuring that each type of data is stored in
the most cost-effective manner.

[References:, Amazon S3 Storage Classes, S3 One Zone-IA, , , ., ]

Questions # 7:
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A company has an Amazon S3 data lake that is governed by AWS Lake Formation. The
company wants to create a visualization in Amazon QuickSight by joining the data in the data
lake with operational data that is stored in an Amazon Aurora MySQL database. The company
wants to enforce column-level authorization so that the company's marketing team can access
only a subset of columns in the database.

Which solution will meet these requirements with the LEAST operational overhead?

Options:
O A.

Use Amazon EMR to ingest the data directly from the database to the QuickSight SPICE
engine. Include only the required columns.

O B.

Use AWS Glue Studio to ingest the data from the database to the S3 data lake. Attach an IAM
policy to the QuickSight users to enforce column-level access control. Use Amazon S3 as the
data source in QuickSight.

o C.

Use AWS Glue Elastic Views to create a materialized view for the database in Amazon S3.
Create an S3 bucket policy to enforce column-level access control for the QuickSight users.
Use Amazon S3 as the data source in QuickSight.

O D.

Use a Lake Formation blueprint to ingest the data from the database to the S3 data lake. Use
Lake Formation to enforce column-level access control for the QuickSight users. Use Amazon
Athena as the data source in QuickSight.

Answer

D
Explanation

AWS Lake Formation provides centralized data access control, including fine-grained
(column-level) permissions for data stored in S3 and accessed through services like
Amazon Athena.

Using a Lake Formation blueprint to ingest data from Aurora MySQL into the data lake
keeps ingestion and governance integrated. When QuickSight uses Athena as the data
source, Athena enforces Lake Formation’s column-level permissions automatically. This
allows the marketing team to see only the authorized subset of columns without custom
access-control logic.
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Options A, B, and C rely on manually limiting columns at ingestion time or using IAM or S3
bucket policies, which do not provide true column-level authorization for SQL queries and
require significantly more manual work and maintenance.

Questions # 8:

A company hosts a multi-tier inventory reporting application on AWS. The company needs a
cost-effective solution to generate inventory reports on demand. Admin users need to have
the ability to generate new reports. Reports take approximately 5-10 minutes to finish. The
application must send reports to the email address of the admin user who generates each
report.

Options:

Options:
O A.

Use Amazon Elastic Container Service (Amazon ECS) to host the report generation code. Use
an Amazon APl Gateway HTTP API to invoke the code. Use Amazon Simple Email Service
(Amazon SES) to send the reports to admin users.

O B.

Use Amazon EventBridge to invoke a scheduled AWS Lambda function to generate the reports.
Use Amazon Simple Notification Service (Amazon SNS) to send the reports to admin users.

o C.

Use Amazon Elastic Kubernetes Service (Amazon EKS) to host the report generation code. Use
an Amazon APl Gateway REST API to invoke the code. Use Amazon Simple Notification Service
(Amazon SNS) to send the reports to admin users.

O D.

Create an AWS Lambda function to generate the reports. Use a function URL to invoke the
function. Use Amazon Simple Email Service (Amazon SES) to send the reports to admin users.

Answer

D
Explanation

Detailed Explanation:
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A. ECS + API Gateway:Overly complex and costly for an on-demand, intermittent
workload.

B. EventBridge + SNS:EventBridge schedules are unnecessary for on-demand generation.
C. EKS + API Gateway:Overkill for this use case, with high operational overhead.

D. Lambda + SES:Most cost-effective and efficient solution for generating and emailing
reports on demand.

[References:AWS Lambda,Amazon SES, , , , ]

Questions # 9:

A company is building a new web application on AWS. The application needs to consume files
from a legacy on-premises application that runs a batch process and outputs approximately 1
GB of data every night to an NFS file mount.

A solutions architect needs to design a storage solution that requires minimal changes to the
legacy application and keeps costs low.

Which solution will meet these requirements MOST cost-effectively?

Options:
O A.

Deploy an Outpost in AWS Outposts to the on-premises location where the legacy application
is stored. Configure the legacy application and the web application to store and retrieve the
files in Amazon S3 on the Outpost.

O B.

Deploy an AWS Storage Gateway Volume Gateway on premises. Point the legacy application
to the Volume Gateway. Configure the web application to use the Amazon S3 bucket that the
Volume Gateway uses.

O C.

Deploy an Amazon S3 interface endpoint on AWS. Reconfigure the legacy application to store
the files directly on an Amazon S3 endpoint. Configure the web application to retrieve the files
from Amazon S3.

O D.

Deploy an Amazon S3 File Gateway on premises. Point the legacy application to the File
Gateway. Configure the web application to retrieve the files from the S3 bucket that the File
Gateway uses.
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Answer

D
Explanation

Amazon S3 File Gateway provides a local NFS mount point, which can be used with
minimal changes by the legacy application. Files are transparently uploaded to Amazon
S3, allowing the web application to access them directly from S3. This is the most cost-
effective and operationally simple way to bridge legacy on-premises NFS output with S3,
requiring no changes to the batch process.

AWS Documentation Extract:

“With S3 File Gateway, you can provide applications a local file interface to Amazon S3. S3
File Gateway presents a file-based interface (NFS or SMB), allowing you to use S3 as your
scalable, durable storage while making files available to legacy applications.”

(Source: AWS Storage Gateway documentation)

A: Outposts is far more costly and complex than needed.

B: Volume Gateway presents iSCSI block storage, not NFS.

C: Requires re-coding the legacy app to use S3 APIs, not NFS.

[Reference: AWS Certified Solutions Architect - Official Study Guide, Hybrid Storage
Solutions., , ]

Questions # 10:

A company provides a trading platform to customers. The platform uses an Amazon API
Gateway REST API, AWS Lambda functions, and an Amazon DynamoDB table. Each trade that
the platform processes invokes a Lambda function that stores the trade data in Amazon
DynamoDB. The company wants to ingest trade data into a data lake in Amazon S3 for near
real-time analysis. Which solution will meet these requirements with the LEAST operational
overhead?

Options:
O A.

Use Amazon DynamoDB Streams to capture the trade data changes. Configure DynamoDB
Streams to invoke a Lambda function that writes the data to Amazon S3.

O B.
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Use Amazon DynamoDB Streams to capture the trade data changes. Configure DynamoDB
Streams to invoke a Lambda function that writes the data to Amazon Data Firehose. Write the
data from Data Firehose to Amazon S3.

O C.

Enable Amazon Kinesis Data Streams on the DynamoDB table to capture the trade data
changes. Configure Kinesis Data Streams to invoke a Lambda function that writes the data to
Amazon S3.

O D.

Enable Amazon Kinesis Data Streams on the DynamoDB table to capture the trade data
changes. Configure a data stream to be the input for Amazon Data Firehose. Write the data
from Data Firehose to Amazon S3.

Answer

A
Explanation
DynamoDB Streams: Captures real-time changes in DynamoDB tables and allows

integration with Lambda for processing the changes.

Minimal Operational Overhead: Using a Lambda function directly to write data to S3
ensures simplicity and reduces the complexity of the pipeline.

Amazon DynamoDB Streams Documentation

Questions # 11:

A manufacturing company runs an order processing application in its VPC. The company wants
to securely send messages from the application to an external Salesforce system that uses
Open Authorization (OAuth).

A solutions architect needs to integrate the company's order processing application with the
external Salesforce system.

Which solution will meet these requirements?

Options:

O A.

Create an Amazon Simple Notification Service (Amazon SNS) topic in a fanout configuration
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that pushes data to an HTTPS endpoint. Configure the order processing application to publish
messages to the SNS topic.

O B.

Create an Amazon Simple Notification Service (Amazon SNS) topic in a fanout configuration
that pushes data to an Amazon Data Firehose delivery stream that has a HTTP destination.
Configure the order processing application to publish messages to the SNS topic.

O C.

Create an Amazon EventBridge rule and configure an Amazon EventBridge API destination
partner Configure the order processing application to publish messages to Amazon
EventBridge.

O D.

Create an Amazon Managed Streaming for Apache Kafka (Amazon MSK) topic that has an
outbound MSK Connect connector. Configure the order processing application to publish
messages to the MSK topic.

Answer

C
Explanation

AmazonEventBridgeAPI destinations allow you to send data from AWS to external systems,
like Salesforce, using HTTP APIs, including those secured with OAuth. This provides a
secure and scalable solution for sending messages from the order processing application
to Salesforce.

Option A and B (SNS): SNS is not ideal for OAuth-secured external APIs and lacks the
necessary OAuth integration.

Option D (MSK): Amazon MSK is a Kafka-based streaming solution, which is overkill for
simple message forwarding to Salesforce.

AWS References:

Amazon EventBridge API Destinations

Questions # 12:

A company is building a solution to provide customers with an API that accesses financial data.
The API backend needs to compute tax data for each request. The company anticipates
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greater demand to access the data during the last 3 months of each year.

A solutions architect needs to design a scalable solution that can meet the regular demand
and the peak demand at the end of each year.

Which solution will meet these requirements?

Options:
O A.

Host the APl on an Amazon EC2 instance that runs third-party software. Configure the EC2
instance to perform tax computations.

O B.

Deploy an Amazon APl Gateway REST API. Create an AWS Lambda function to perform tax
computations. Integrate the Lambda function with the REST API.

O C.

Create an Application Load Balancer (ALB) in front of two Amazon EC2 instances. Configure
the EC2 instances to perform tax computations.

O D.

Deploy an Amazon APl Gateway REST API. Configure an Amazon EC2 instance to perform tax
computations. Integrate the EC2 instance with the REST API.

Answer

B
Explanation

For bursty and seasonal workloads, AWS recommends serverless architectures using
Amazon APl Gateway + AWS Lambda:
API Gateway exposes a fully managed, scalable APl endpoint.

Lambda provides automatic scaling based on request volume, with no need to
provision or manage servers.

This is ideal for workloads with variable or seasonal demand, such as end-of-year tax

computation bursts.

This combination minimizes operational overhead (no OS patching, no capacity planning)
while scaling seamlessly to meet peak demand.
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Options A, C, and D rely on EC2 instances. They require capacity planning, scaling
configuration, and ongoing management. They do not scale as effortlessly as Lambda for
unpredictable or highly seasonal workloads.

Questions # 13:

A financial services company has a two-tier consumer banking application. The frontend
serves static web content. The backend consists of APIs. The company needs to migrate the
frontendcomponent to AWS. The backend of the application will remain on-premises. The
company must protect the application from common web vulnerabilities and attacks.

Options:
O A.

Migrate the frontend to Amazon EC2 instances. Deploy an Application Load Balancer (ALB) in
front of the instances. Use the instances to invoke the on-premises APIs. Associate AWS WAF
rules with the instances.

O B.

Deploy the frontend as an Amazon CloudFront distribution that has multiple origins. Configure
one origin to be an Amazon S3 bucket that serves the static web content. Configure a second
origin to route traffic to the on-premises APIs based on the URL pattern. Associate AWS WAF
rules with the distribution.

O C.

Migrate the frontend to Amazon EC2 instances. Deploy a Network Load Balancer (NLB) in front
of the instances. Use the instances to invoke the on-premises APIs. Create an AWS Network
Firewall instance. Route all traffic through the Network Firewall instance.

O D.

Deploy the frontend as a static website based on an Amazon S3 bucket. Use an Amazon API
Gateway REST API and a set of Amazon EC2 instances to invoke the on-premises APIs.
AssociateAWS WAF rules with the REST API and the S3 bucket.

Answer

B
Explanation

Key Requirements:
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Host the frontend on AWS as a static website.

Protect the application from common web vulnerabilities.
Minimal operational overhead.

Analysis of Options:

Option A:

Hosting the frontend on EC2 with an ALB introduces unnecessary complexity for serving
static content.

AWS WAF rules can protect the ALB, but managing EC2 instances adds operational
overhead.

Incorrect Approach:High operational complexity for a simple static website.
Option B:

Amazon CloudFront:Acts as a global CDN, reducing latency and protecting against DDoS
attacks.

Multiple Origins:Allows static content to be served from S3 while routing API traffic to the
on-premises backend.

AWS WAF:Integrates with CloudFront to provide web application protection.
Correct Approach:Offers low operational overhead with optimal security and performance.
Option C:

Using NLB and Network Firewall is unnecessary for a static website. This approach
increases cost and complexity without addressing the frontend requirements effectively.

Incorrect Approach:Over-engineered solution.
Option D:

Hosting the frontend on S3 and using APl Gateway is a viable option, but managing AWS
WAF rules separately for both the S3 bucket and the REST API increases complexity.

Incorrect Approach:Less efficient than using CloudFront with multiple origins.
AWS Solution Architect References:
Amazon CloudFront Overview

AWS WAF with CloudFront
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Questions # 14:

A shipping company wants to run a Kubernetes container-based web application in
disconnected mode while the company's ships are in transit at sea. The application must
provide local users with high availability.

Options:

O A.

Use AWS Snowball Edge as the primary and secondary sites.

O B.

Use AWS Snowball Edge as the primary site, and use an AWS Local Zone as the secondary
site.

O C.

Use AWS Snowball Edge as the primary site, and use an AWS Outposts server as the
secondary site.

O D.

Use AWS Snowball Edge as the primary site, and use an AWS Wavelength Zone as the
secondary site.

Answer

A
Explanation

When operating in disconnected or limited-connectivity environments, such as ships at
sea, AWS recommends using AWS Snowball Edge devices to host local compute and
storage workloads. Snowball Edge supports Amazon EC2 instances and AWS loT
Greengrass, and can run Amazon EKS Anywhere for local Kubernetes cluster deployments.

From AWS Documentation:

“You can use AWS Snowball Edge devices to run compute-intensive applications in remote
or disconnected locations. Snowball Edge devices support running Amazon EC2 instances
and Amazon EKS Anywhere clusters.”

(Source: AWS Snow Family - Developer Guide)

Why A is correct:
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Snowball Edge provides local compute and storage even without internet connectivity.
Multiple Snowball Edge devices can be clustered together for high availability and failover.
Fully self-contained environment suitable for ships or field operations.

Why the others are incorrect:

B, C, D require network connectivity to AWS Regions or Zones (Local Zone, Outposts,
Wavelength), which is not available at sea. These options cannot operate fully
disconnected.

[References:, AWS Snow Family Developer Guide - “Running Compute Applications on
AWS Snowball Edge”, AWS Well-Architected Framework - Resilience Pillar, AWS
Architecture Blog - “Edge Computing with Snow Family”, , , ]

Questions # 15:

An ecommerce company runs several internal applications in multiple AWS accounts. The
company uses AWS Organizations to manage its AWS accounts.

A security appliance in the company's networking account must inspect interactions between
applications across AWS accounts.

Which solution will meet these requirements?

Options:
O A.

Deploy a Network Load Balancer (NLB) in the networking account to send traffic to the security
appliance. Configure the application accounts to send traffic to the NLB by using an interface
VPC endpoint in the application accounts

O B.

Deploy an Application Load Balancer (ALB) in the application accounts to send traffic directly
to the security appliance.

O C.

Deploy a Gateway Load Balancer (GWLB) in the networking account to send traffic to the
security appliance. Configure the application accounts to send traffic to the GWLB by using an
interface GWLB endpoint in the application accounts

O D.

Deploy an interface VPC endpoint in the application accounts to send traffic directly to the
security appliance.
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Answer

C
Explanation

TheGateway Load Balancer (GWLB)is specifically designed to route traffic through a
security appliance in a hub-and-spoke model, making it the ideal solution for inspecting
traffic between multiple AWS accounts. GWLB enables you to simplify, scale, and deploy
third-party virtual appliances transparently, and it can work across multiple VPCs or
accounts using interface endpoints (Gateway Load Balancer Endpoints).

Key AWS features:

Traffic Inspection: The GWLB allows the centralized security appliance to inspect traffic
between different VPCs, making it suitable for inspecting inter-account interactions.

Interface VPC Endpoints: By using interface endpoints in the application accounts, traffic
can securely and efficiently be routed to the security appliance in the networking account.

AWS Documentation: The use of GWLB aligns with AWS'’s best practices for centralized
network security, simplifying architecture and reducing operational complexity.

Questions # 16:

A company is designing a microservice-based architecture for a new application on AWS. Each
microservice will run on its own set of Amazon EC2 instances. Each microservice will need to
interact with multiple AWS services.

The company wants to manage permissions for each EC2 instance according to the principle
of least privilege.

Which solution will meet this requirement with the LEAST administrative overhead?

Options:
O A.

Assign an IAM user to each microservice. Use access keys that are stored within the
application code to authenticate AWS service requests.

O B.

Create a single IAM role that has permission to access all AWS services. Add the IAM role to an
instance profile that is associated with the EC2 instances.
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O C.

Use AWS Organizations to create a separate account for each microservice. Manage
permissions at the account level.

O D.

Create individual IAM roles based on the specific needs of each microservice. Add each IAM
role to an instance profile that is associated with the appropriate EC2 instance.

Answer

D
Explanation

AWS best practice is to use IAM roles with instance profiles for EC2 instances so that
applications obtain temporary credentials automatically and do not need to store
access keys.

To honor the principle of least privilege, each microservice should have an IAM role
that grants only the specific permissions it needs.

Therefore, creating individual IAM roles per microservice and attaching them via
instance profiles (Option D) both minimizes long-term credential management and
applies least privilege cleanly.

Why others are not correct:
A: Using IAM users with access keys in code is insecure and high-overhead (key

rotation, secret management).

B: A single broad role violates least privilege because every microservice gets more
permissions than it needs.

C: Separate accounts per microservice is extreme over-segmentation and
significantly increases operational complexity.

Questions # 17:

A company uses AWS Lambda functions in a private subnet in a VPC to run application logic.
The Lambda functions must not have access to the public internet. Additionally, all data
communication must remain within the private network. As part of a new requirement, the
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application logic needs access to an Amazon DynamoDB table.

What is the MOST secure way to meet this new requirement?

Options:

O A.

Provision the DynamoDB table inside the same VPC that contains the Lambda functions.
O B.

Create a gateway VPC endpoint for DynamoDB to provide access to the table.

O C.

Use a network ACL to only allow access to the DynamoDB table from the VPC.

O D.

Use a security group to only allow access to the DynamoDB table from the VPC.

Answer

B

Explanation

Explanation (AWS Docs):

You cannot “place” DynamoDB inside a VPC. Instead, you use a VPC endpoint.

A Gateway VPC Endpoint for DynamoDB enables private connectivity between your VPC
and DynamoDB without traversing the public internet.

“Use a gateway VPC endpoint to privately connect your VPC to DynamoDB without
requiring an internet gateway or NAT.”

— Gateway VPC Endpoints

Questions # 18:

A company has a web application that uses Amazon APl Gateway to route HTTPS requests to
AWS Lambda functions. The application uses an Amazon Aurora MySQL database for its data
storage. The application has experienced unpredictable surges in traffic that overwhelm the
database with too many connection requests. The company wants to implement a scalable
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solution that is more resilient to database failures.

Which solution will meet these requirements MOST cost-effectively?

Options:
O A.

Create an Amazon RDS proxy for the database. Replace the database endpoint with the proxy
endpoint in the Lambda functions.

O B.

Migrate the database to Amazon DynamoDB tables by using AWS Database Migration Service
(AWS DMS).

o C.

Review the existing connections. Call MySQL queries to end any connections in the sleep
state.

O D.

Increase the instance class of the database with more memory. Set a larger value for the
max_connections parameter.

Answer

A
Explanation

Amazon RDS Proxy helps manage and pool database connections from serverless compute
like AWS Lambda, significantly reducing the stress on the database during unpredictable
traffic surges. It improves scalability and resiliency by efficiently managing connections,
protecting the database from being overwhelmed, and enabling failover handling.

Option A is the most cost-effective and operationally efficient approach to handling
unpredictable surges and improving resilience without requiring major application
changes.

Option B involves a migration to DynamoDB, which is a significant architectural change
and costlier initially. Option C is manual connection cleanup, insufficient for unpredictable
surges. Option D increases resources but does not solve connection storm problems
efficiently and is more costly.

[References:, Amazon RDS Proxy
(https://docs.aws.amazon.com/AmazonRDS/latest/UserGuide/rds-proxy.html), AWS Well-
Architected Framework — Reliability Pillar
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(https://d1l.awsstatic.com/whitepapers/architecture/AWS Well-Architected Framework.pdf)
, AWS Lambda Best Practices
(https://docs.aws.amazon.com/lambda/latest/dg/best-practices.html), , , ]

Questions # 19:

A company runs multiple workloads on virtual machines (VMs) in an on-premises data center.
The company is expanding rapidly. The on-premises data center is not able to scale fast
enough to meet business needs. The company wants to migrate the workloads to AWS.

The migration is time sensitive. The company wants to use a lift-and-shift strategy for non-
critical workloads.

Which combination of steps will meet these requirements? (Select THREE.)

Options:

O A.

Use the AWS Schema Conversion Tool (AWS SCT) to collect data about the VMs.

O B.

Use AWS Application Migration Service. Install the AWS Replication Agent on the VMs.
O C.

Complete the initial replication of the VMs. Launch test instances to perform acceptance tests
on the VMs.

O D.

Stop all operations on the VMs Launch a cutover instance.

O E.

Use AWS App2Container (A2C) to collect data about the VMs.
O F.

Use AWS Database Migration Service (AWS DMS) to migrate the VMs.

Answer

B,C, D
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Explanation

AWS Application Migration Service (AWS MGN) is the recommended tool for a lift-and-shift
strategy, especially for time-sensitive migrations. It automates the replication of on-
premises VMs to AWS, minimizing the effort required for migration and testing.

Key steps:

Replication with AWS MGN: The AWS Replication Agent is installed on the VMs to
continuously replicate data to AWS, allowing you to manage migration easily.

Testing and Cutover: Initial replication allows for testing in AWS before performing the
final cutover, ensuring that the migration process is smooth and data integrity is
maintained.

AWS Documentation: AWS MGN is recommended for migrating virtual machines to the
cloud with minimal downtime and disruption.

Questions # 20:

A company has an application that runs only on Amazon EC2 Spot Instances. The instances
run in an Amazon EC2 Auto Scaling group with scheduled scaling actions. However, the
capacity does not always increase at the scheduled times, and instances terminate many
times a day. A solutions architect must ensure that the instances launch on time and have
fewer interruptions.

Which action will meet these requirements?

Options:
O A.

Specify the capacity-optimized allocation strategy for Spot Instances. Add more instance types
to the Auto Scaling group.

O B.

Specify the capacity-optimized allocation strategy for Spot Instances. Increase the size of the
instances in the Auto Scaling group.

O C.

Specify the lowest-price allocation strategy for Spot Instances. Add more instance types to the
Auto Scaling group.

O D.
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Specify the lowest-price allocation strategy for Spot Instances. Increase the size of the
instances in the Auto Scaling group.

Answer

A
Explanation

Spot Instances can be interrupted when AWS needs the capacity back. To reduce
interruptions and improve availability, AWS provides the capacity-optimized allocation
strategy.

Capacity-optimized strategy launches Spot Instances from the most available Spot
capacity pools instead of the lowest-priced ones, reducing interruption rates.

By adding multiple instance types (e.g., using Instance Type Flexibility), the Auto Scaling
group can launch instances in a broader set of pools, improving the chance that capacity
is available.

Scheduled scaling actions combined with a diverse set of instances under the capacity-
optimized strategy ensure higher resilience and better timing for instance launches.

This approach directly supports the Resiliency design principle in the AWS Well-
Architected Framework.

?7?7? References:
Best Practices for EC2 Spot Instances

Capacity-Optimized Allocation Strategy

Questions # 21:

A company has built an application that uses an Amazon Simple Queue Service (Amazon SQS)
standard queue and an AWS Lambda function. The Lambda function writes messages to the
SQS queue. The company heeds a solution to ensure that the consumer of the SQS queue
never receives duplicate messages.

Which solution will meet this requirement with the FEWEST changes to the current
architecture?

Options:

O A.
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Modify the SQS queue to enable long polling for the queue.
O B.

Delete the existing SQS queue. Recreate the queue as a FIFO queue. Enable content-based
deduplication for the queue.

O C.
Modify the SQS queue to enable content-based deduplication for the queue.
O D.

Delete the SQS queue. Create an Amazon MQ message broker. Configure the broker to
deduplicate messages.

Answer

B
Explanation

SQS Standard queues provide at-least-once delivery; they can, by design, deliver
duplicate messages, and you cannot turn that off.

To guarantee no duplicates to consumers, AWS provides SQS FIFO queues with
exactly-once processing semantics in conjunction with deduplication.

The minimal change to achieve this behavior is to:

Recreate the queue as a FIFO queue and
Enable content-based deduplication, so SQS automatically deduplicates
messages with identical bodies within the deduplication window.
Why others are not correct:
A: Long polling reduces empty responses and costs but does not eliminate
duplicates.

C: Content-based deduplication is available only for FIFO queues, not for standard
queues—so you cannot “modify” a standard queue this way.

D: Moving to Amazon MQ is a much bigger architectural change and adds more
operational overhead; it's not the “fewest changes” approach.
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Questions # 22:

A company is developing a rating system for its ecommerce web application. The company
needs a solution to save ratings that users submit in an Amazon DynamoDB table.

The company wants to ensure that developers do not need to interact directly with the
DynamoDB table. The solution must be scalable and reusable.

Which solution will meet these requirements with the LEAST operational overhead?

Options:
O A.

Create an Application Load Balancer (ALB). Create an AWS Lambda function, and set the
function as a target group in the ALB. Invoke the Lambda function by using the put_item
method through the ALB.

O B.

Create an AWS Lambda function. Configure the Lambda function to interact with the
DynamoDB table by using the put-item method from Boto3. Invoke the Lambda function from
the web application.

o C.

Create an Amazon Simple Queue Service (Amazon SQS) queue and an AWS Lambda function
that has an SQS trigger type. Instruct the developers to add customer ratings to the SQS
queue as JSON messages. Configure the Lambda function to fetch the ratings from the queue
and store the ratings in DynamoDB.

O D.

Create an Amazon APl Gateway REST API Define a resource and create a new POST method
Choose AWS as the integration type, and select DynamoDB as the service. Set the action to
Putltem.

Answer

D
Explanation

Amazon APl Gatewayprovides a scalable and reusable solution for interacting with
DynamoDB without requiring direct access by developers. By setting up a REST API with a
POST methodthat integrates with DynamoDB'sPutltemaction, developers can submit data
(such as user ratings) to the DynamoDB table through API Gateway, without having to
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directly interact with the database. This solution is serverless and minimizes operational
overhead.

Option A: Using ALB with Lambda adds complexity and is less efficient for this use case.

Option B: While using Lambda is possible, APl Gateway provides a more scalable, reusable
interface.

Option C: SQS with Lambda introduces unnecessary components for a simple put
operation.

AWS References:

Amazon APl Gateway with DynamoDB

Questions # 23:

A company has an application that runs on an Amazon Elastic Kubernetes Service (Amazon
EKS) cluster on Amazon EC2 instances. The application has a Ul that uses Amazon DynamoDB
and data services that use Amazon S3 as part of the application deployment.

The company must ensure that the EKS Pods for the Ul can access only Amazon DynamoDB
and that the EKS Pods for the data services can access only Amazon S3. The company uses
AWS ldentity and Access Management |IAM).

Which solution meets these requirements?

Options:
O A.

Create separate IAM policies (or Amazon S3 and DynamoDB access with the required
permissions. Attach both IAM policies to the EC2 instance profile. Use role-based access
control (RBAC) to control access to Amazon S3 or DynamoDB (or the respective EKS Pods.

O B.

Create separate IAM policies (or Amazon S3 and DynamoDB access with the required
permissions. Attach the Amazon S3 IAM policy directly to the EKS Pods (or the data services
and the DynamoDB policy to the EKS Pods for the UL.

O C.

Create separate Kubernetes service accounts for the Ul and data services to assume an IAM
role. Attach the Amazon S3 Full Access policy to the data services account and the
AmazonDynamoDBFullAccess policy to the Ul service account.

O D.
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Create separate Kubernetes service accounts for the Ul and data services to assume an IAM
role. Use IAM Role for Service Accounts (IRSA) to provide access to the EKS Pods for the Ul to
Amazon S3 and the EKS Pods for the data services to DynamoDB.

Answer

Questions # 24:

A company plans to run a high performance computing (HPC) workload on Amazon EC2
Instances The workload requires low-latency network performance and high network
throughput with tightly coupled node-to-node communication.

Which solution will meet these requirements?

Options:

O A.

Configure the EC2 instances to be part of a cluster placement group
O B.

Launch the EC2 instances with Dedicated Instance tenancy.

O C.

Launch the EC2 instances as Spot Instances.

O D.

Configure an On-Demand Capacity Reservation when the EC2 instances are launched.

Answer

A
Explanation

Cluster Placement Group: This type of placement group is designed to provide low-latency
network performance and high throughput by grouping instances within a single
Availability Zone. It is ideal for applications that require tightly coupled node-to-node
communication.
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Configuration:

When launching EC2 instances, specify the option to launch them in a cluster placement
group.

This ensures that the instances are physically located close to each other, reducing
latency and increasing network throughput.

Benefits:

Low-Latency Communication: Instances in a cluster placement group benefit from
enhanced networking capabilities, enabling low-latency communication.

High Network Throughput: The network performance within a cluster placement group is
optimized for high throughput, which is essential for HPC workloads.

[References:, Placement Groups, High Performance Computing on AWS, , , , ]

Questions # 25:

A company is deploying an application that processes streaming data in near-real time. The
company plans to use Amazon EC2 instances for the workload. The network architecture must
be configurable to provide the lowest possible latency between nodes.

Which networking solution meets these requirements?

Options:

O A.

Place the EC2 instances in multiple VPCs, and configure VPC peering.
O B.

Attach an Elastic Fabric Adapter (EFA) to each EC2 instance.

O C.

Run the EC2 instances in a spread placement group.

O D.

Use Amazon Elastic Block Store (Amazon EBS) optimized instance types.

Answer
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Explanation

Elastic Fabric Adapter (EFA) is a network interface for Amazon EC2 instances that enables
high throughput, low-latency networking, and OS-bypass capabilities. EFAs are designed
for applications that require fast inter-node communications, such as HPC, ML, and real-
time analytics. EFA provides significantly lower latency than traditional networking, which
is ideal for real-time streaming and processing workloads.

Reference Extract from AWS Documentation / Study Guide:

"Elastic Fabric Adapter (EFA) provides low-latency, high-throughput network
communications required by high-performance computing applications, enabling fast,
scalable, and tightly-coupled workloads on AWS."

Source: AWS Certified Solutions Architect - Official Study Guide, EC2 Networking section.

Questions # 26:

A company has an application that serves clients that are deployed in more than 20.000 retail
storefront locations around the world. The application consists of backend web services that
are exposed over HTTPS on port 443 The application is hosted on Amazon EC2 Instances
behind an Application Load Balancer (ALB). The retail locations communicate with the web
application over the public internet. The company allows each retail location to register the IP
address that the retail location has been allocated by its local ISP.

The company's security team recommends to increase the security of the application endpoint
by restricting access to only the IP addresses registered by the retail locations.

What should a solutions architect do to meet these requirements?

Options:
O A.

Associate an AWS WAF web ACL with the ALB Use IP rule sets on the ALB to filter traffic Update
the IP addresses in the rule to Include the registered IP addresses

O B.

Deploy AWS Firewall Manager to manage the ALB. Configure firewall rules to restrict traffic to
the ALB Modify the firewall rules to include the registered IP addresses.

o C.

Store the IP addresses in an Amazon DynamoDB table. Configure an AWS Lambda
authorization function on the ALB to validate that incoming requests are from the registered IP
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addresses.
O D.

Configure the network ACL on the subnet that contains the public interface of the ALB Update
the ingress rules on the network ACL with entries for each of the registered IP addresses.

Answer

A
Explanation

AWS WAF (Web Application Firewall): AWS WAF allows you to create custom rules to block
or allow web requests based on conditions that you specify.

Web ACL (Access Control List):

Create a web ACL and associate it with the ALB.

Use IP rule sets to specify the IP addresses of the retail locations that are allowed to
access the application.

Security and Flexibility:

AWS WAF provides a scalable way to manage access control, ensuring that only traffic
from registered IP addresses is allowed.

You can dynamically update the IP rule sets to add or remove IP addresses as needed.

Operational Simplicity: Using AWS WAF with a web ACL is straightforward and integrates
seamlessly with the ALB, providing an efficient solution for managing access control based
on IP addresses.

[References:, AWS WAF, How AWS WAF Works, , , ,, ]

Questions # 27:

A company has an on-premises application that uses SFTP to collect financial data from
multiple vendors. The company is migrating to the AWS Cloud. The company has created an
application that uses Amazon S3 APIs to upload files from vendors.

Some vendors run their systems on legacy applications that do not support S3 APIs. The
vendors want to continue to use SFTP-based applications to upload data. The company wants
to use managed services for the needs of the vendors that use legacy applications.

Which solution will meet these requirements with the LEAST operational overhead?
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Options:
O A.

Create an AWS Database Migration Service (AWS DMS) instance to replicate data from the
storage of the vendors that use legacy applications to Amazon S3. Provide the vendors with
the credentials to access the AWS DMS instance.

O B.
Create an AWS Transfer Family endpoint for vendors that use legacy applications.
O C.

Configure an Amazon EC2 instance to run an SFTP server. Instruct the vendors that use legacy
applications to use the SFTP server to upload data.

O D.

Configure an Amazon S3 File Gateway for vendors that use legacy applications to upload files
to an SMB file share.

Answer

B
Explanation

AWS Transfer Family is a fully managed service that provides SFTP, FTPS, and FTP access
directly to Amazon S3. It allows organizations to support legacy data transfer protocols
without managing infrastructure. This approach gives the vendors a familiar SFTP
interface, with files landing directly in S3, and requires minimal operational effort
compared to managing EC2 servers or using gateways.

Reference Extract from AWS Documentation / Study Guide:

"AWS Transfer Family enables secure transfer of files directly into and out of Amazon S3
using SFTP, FTPS, and FTP, and is fully managed by AWS, significantly reducing
operational overhead."

Source: AWS Certified Solutions Architect - Official Study Guide, Data Migration and
Transfer section.

Questions # 28:

A company is developing a monolithic Microsoft Windows based application that will run on
Amazon EC2 instances. The application will run long data-processing jobs that must not be in-
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terrupted. The company has modeled expected usage growth for the next 3 years. The
company wants to optimize costs for the EC2 instances during the 3-year growth period.
Options:

O A.

Purchase a Compute Savings Plan with a 3-year commitment. Adjust the hourly commit-ment
based on the plan recommendations.

O B.

Purchase an EC2 Instance Savings Plan with a 3-year commitment. Adjust the hourly com-
mitment based on the plan recommendations.

O C.

Purchase a Compute Savings Plan with a 1-year commitment. Renew the purchase and adjust
the capacity each year as necessary.

O D.

Deploy the application on EC2 Spot Instances. Use an Auto Scaling group with a minimum size
of 1 to ensure that the application is always running.

Answer

A
Explanation

For steady, predictable EC2 usage with potential changes in instance families over time,
AWS recommends Savings Plans. Compute Savings Plans “apply to any EC2 instance
regardless of region, instance family, operating system, or tenancy,” and also apply to
AWS Fargate and AWS Lambda, delivering the most flexibility over a multi-year horizon. A
3-year term provides the highest discount among Savings Plans for long-lived workloads.
EC2 Instance Savings Plans are limited to a chosen instance family in a region; as needs
evolve (e.qg., size or family changes), discounts may not fully apply. Spot Instances are not
appropriate for long, interruption-sensitive jobs because Spot capacity can be reclaimed
with short notice. Therefore, a Compute Savings Plan (3-year) best matches cost
optimization with flexibility for growth and changes.

[References: AWS Cost Management — Savings Plans (Compute vs. EC2 Instance), EC2
purchasing options guidance, Well-Architected Cost Optimization (choose pricing models
to match workload)., , , ]

Questions # 29:

Page 36 of 70




How can a company detect and notify security teams about PIl in S3 buckets?

Options:
O A.

Use Amazon Macie. Create an EventBridge rule for SensitiveData findings and send an SNS
notification.

O B.

Use Amazon GuardDuty. Create an EventBridge rule for CRITICAL findings and send an SNS
notification.

o C.

Use Amazon Macie. Create an EventBridge rule for SensitiveData:S30bject/Personal findings
and send an SQS notification.

O D.

Use Amazon GuardDuty. Create an EventBridge rule for CRITICAL findings and send an SQS
notification.

Answer

A
Explanation

Amazon Macieis purpose-built for detecting PIl in S3.

Option Auses EventBridge to filter SensitiveData findings and notify via SNS, meeting the
requirements.

Options B and Dinvolve GuardDuty, which is not designed for PIl detection.

Option Cuses SQS, which is less suitable for immediate notifications.

Questions # 30:

A company wants to relocate its on-premises MySQL database to AWS. The database accepts
regular imports from a client-facing application, which causes a high volume of write
operations. The company is concerned that the amount of traffic might be causing
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performance issues within the application.

Options:
O A.

Provision an Amazon RDS for MySQL DB instance with Provisioned IOPS SSD storage. Monitor
write operation metrics by using Amazon CloudWatch. Adjust the provisioned IOPS if
necessary.

O B.

Provision an Amazon RDS for MySQL DB instance with General Purpose SSD storage. Place an
Amazon ElastiCache cluster in front of the DB instance. Configure the application to query
ElastiCache instead.

O C.

Provision an Amazon DocumentDB (with MongoDB compatibility) instance with a memory-
optimized instance type. Monitor Amazon CloudWatch for performance-related issues. Change
the instance class if necessary.

O D.

Provision an Amazon Elastic File System (Amazon EFS) file system in General Purpose
performance mode. Monitor Amazon CloudWatch for IOPS bottlenecks. Change to Provisioned
Throughput performance mode if necessary.

Answer

A
Explanation

For a MySQL database experiencing high write operations, using Amazon RDS with
Provisioned IOPS (iol or io2) SSD storage is recommended to achieve consistent and low-
latency performance. Provisioned IOPS allows you to specify a desired IOPS rate, which is
crucial for write-intensive workloads.

Monitoring write operation metrics through Amazon CloudWatch enables you to observe
performance and adjust the provisioned IOPS as needed to meet application demands.

[References:, Modifying settings for Provisioned IOPS SSD storageAWS Documentation,
Amazon CloudWatch metrics for Amazon RDSAWS Documentation, , ]

Questions # 31:
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Question:

A company wants to migrate an application that uses a microservice architecture to AWS. The
services currently run on Docker containers on-premises. The application has an event-driven
architecture that uses Apache Kafka. The company configured Kafka to use multiple queues to
send and receive messages. Some messages must be processed by multiple services. Which
solution will meet these requirements with the LEAST management overhead?

Options:

Options:
O A.

Migrate the services to Amazon Elastic Container Service (Amazon ECS) with the Amazon EC2
launch type. Deploy a Kafka cluster on EC2 instances to handle service-to-service
communication.

O B.

Migrate the services to Amazon Elastic Container Service (Amazon ECS) with the AWS Fargate
launch type. Create multiple Amazon Simple Queue Service (Amazon SQS) queues to handle
service-to-service communication.

O C.

Migrate the services to Amazon Elastic Container Service (Amazon ECS) with the AWS Fargate
launch type. Deploy an Amazon Managed Streaming for Apache Kafka (Amazon MSK) cluster
to handle service-to-service communication.

O D.

Migrate the services to Amazon Elastic Container Service (Amazon ECS) with the Amazon EC2
launch type. Use Amazon EventBridge to handle service-to-service communication.

Answer

C
Explanation

Amazon Managed Streaming for Apache Kafka (Amazon MSK) is a fully managed service
that makes it easy to build and run applications that use Apache Kafka to process
streaming data. By using Amazon ECS with the AWS Fargate launch type, you can run
containers without managing servers or clusters. This combination reduces operational
overhead and provides scalability.

[Reference: Power your Kafka Streams application with Amazon MSK and AWS
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‘ FargateAmazon Web Services, Inc., , ] ’

Questions # 32:

A company has a social media application that is experiencing rapid user growth. The current
architecture uses t-family Amazon EC2 instances. The current architecture struggles to handle
the increasing number of user posts and images. The application experiences performance
slowdowns during peak usage times.

A solutions architect needs to design an updated architecture that will resolve the
performance issues and scale as usage increases.

Which solution will meet these requirements with the LEAST operational overhead?

Options:
O A.

Use the largest Amazon EC2 instance in the same family to host the application. Install a
relational database on the instance to store all account information and to store posts and
images.

O B.

Use Amazon Simple Queue Service (Amazon SQS) to buffer incoming posts. Use a larger EC2
instance in the same family to host the application. Store account information in Amazon
DynamoDB. Store posts and images in the local EC2 instance file system.

o C.

Use an Amazon APl Gateway REST APl and AWS Lambda functions to process requests. Store
account information in Amazon DynamoDB. Use Amazon S3 to store posts and images.

O D.

Deploy multiple EC2 instances in the same family. Use an Application Load Balancer to
distribute traffic. Use a shared file system to store account information and to store posts and
images.

Answer

C
Explanation

This question focuses on scalability, operational overhead, and performance during
unpredictable workloads.
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APl Gateway + AWS Lambda enables serverless compute, which scales automatically
based on the number of requests. It requires no provisioning, maintenance, or patching of
servers — eliminating operational overhead.

Amazon DynamoDB is a fully managed NoSQL database optimized for high-throughput
workloads with single-digit millisecond latency.

Amazon S3 is designed for high availability and durability, and is ideal for storing
unstructured content such as user-uploaded images.

By leveraging these fully managed and scalable services, the architecture meets the
requirement of supporting rapid user growth while minimizing operational complexity. This
solution aligns with the Performance Efficiency and Operational Excellence pillars in the
AWS Well-Architected Framework.

?7?77? References:
Serverless Web Application Architecture
Using DynamoDB with Lambda

Best Practices for APl Gateway

Questions # 33:

A solutions architect is investigating compute options for a critical analytics application. The
application uses long-running processes to prepare and aggregate data. The processes cannot
be interrupted. The application has a known baseline load. The application needs to handle
occasional usage surges.

Which solution will meet these requirements MOST cost-effectively?

Options:
O A.

Create an Amazon EC2 Auto Scaling group. Set the Min capacity and Desired capacity
parameters to the number of instances required to handle the baseline load. Purchase
Reserved Instances for the Auto Scaling group.

O B.

Create an Amazon EC2 Auto Scaling group. Set the Min capacity, Max capacity, and Desired
capacity parameters to the number of instances required to handle the baseline load. Use On-
Demand Instances to address occasional usage surges.

o C.
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Create an Amazon EC2 Auto Scaling group. Set the Min capacity and Desired capacity
parameters to the number of instances required to handle the baseline load. Purchase
Reserved Instances for the Auto Scaling group. Use the
OnDemandPercentageAboveBaseCapacity parameter to configure the launch template to
launch Spot Instances.

O D.

Re-architect the application to use AWS Lambda functions instead of Amazon EC2 instances.
Purchase a one-year Compute Savings Plan to reduce the cost of Lambda usage.

Answer

C

Questions # 34:

An ecommerce company hosts an application on AWS across multiple Availability Zones. The
application experiences uniform load throughout most days.

The company hosts some components of the application in private subnets. The components
need to access the internet to install and update patches.

A solutions architect needs to design a cost-effective solution that provides secure outbound
internet connectivity for private subnets across multiple Availability Zones. The solution must
maintain high availability.

Options:
O A.

Deploy one NAT gateway in each Availability Zone. Configure the route table for each pri-vate
subnet within an Availability Zone to route outbound traffic through the NAT gateway in the
same Availability Zone.

O B.

Place one NAT gateway in a designated Availability Zone within the VPC. Configure the route
tables of the private subnets in each Availability Zone to direct outbound traffic specifi-cally
through the NAT gateway for internet access.

O C.

Deploy an Amazon EC2 instance in a public subnet. Configure the EC2 instance as a NAT
instance. Set up the instance with security groups that allow inbound traffic from private sub-
nets and outbound internet access. Configure route tables to direct traffic from the private
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sub-nets through the NAT instance.
O D.

Use one NAT Gateway in a Network Load Balancer (NLB) target group. Configure private
subnets in each Availability Zone to route traffic to the NLB for outbound internet access.

Answer

A
Explanation

AWS guidance for NAT Gateway recommends deploying “a NAT gateway in each
Availability Zone and configure your routing to ensure that resources use the NAT gateway
in the same Availability Zone.” This provides “zone-independent architecture” and avoids
cross-AZ data processing charges and single-AZ failures. Option B creates a single point of
failure and incurs cross-AZ egress charges when private subnets in other AZs traverse a
centralized NAT. NAT instances (C) are legacy, require manual scaling/failover/patching,
and are not recommended for production HA. Option D is not supported (NLB cannot front
a NAT Gateway as a target). With steady, uniform load, per-AZ NAT Gateways deliver high
availability with predictable cost; routing each private subnet to its local NAT Gateway
maintains security (no inbound initiated connections) and resilience. This meets the
requirement for cost-effective, secure outbound connectivity across multiple AZs while
preserving availability.

[References: VPC NAT Gateway documentation — Multi-AZ best practices and same-AZ
routing; AWS Well-Architected Framework — Reliability and Cost Optimization (avoid
single points of failure; minimize cross-AZ data transfer)., , , , ]

Questions # 35:

A company has an organization in AWS Organizations that has all features enabled. The
company has multiple Amazon S3 buckets in multiple AWS Regions around the world. The S3
buckets contain sensitive data.

The company needs to ensure that no personally identifiable information (PIl) is stored in the
S3 buckets. The company also needs a scalable solution to identify PII.

Which solution will meet these requirements?

Options:
O A.

In the Organizations management account, configure an Amazon Macie administrator IAM user
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as the delegated administrator for the global organization. Use the Macie administrator user to
configure Macie settings to scan for PII.

O B.

For each Region in the Organizations management account, designate a delegated Amazon
Macie administrator account. In the Macie administrator account, add all accounts in the
organization. Use the Macie administrator account to enable Macie. Configure automated
sensitive data discovery for all accounts in the organization.

O C.

For each Region in the Organizations management account, configure a service control policy
(SCP) to identify PIl. Apply the SCP to the organization root.

O D.

In the Organizations management account, configure AWS Lambda functions to scan for PIl in
each Region.

Answer

B
Explanation

Amazon Macie is a fully managed data security and data privacy service that uses
machine learning and pattern matching to discover and protect sensitive data in AWS. To
scale across Regions and accounts in AWS Organizations, Macie supports delegated
administration, automated sensitive data discovery, and multi-account aggregation
through a centralized admin account.

[Reference: AWS Documentation - Amazon Macie Multi-Account Configuration,

Questions # 36:

A finance company uses backup software to back up its data to physical tape storage on-
premises. To comply with regulations, the company needs to store the data for 7 years. The
company must be able to restore archived data within one week when necessary.

The company wants to migrate the backup data to AWS to reduce costs. The company does
not want to change the current backup software.

Which solution will meet these requirements MOST cost-effectively?
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Options:
O A.

Use AWS Storage Gateway Tape Gateway to copy the data to virtual tapes. Use AWS DataSync
to migrate the virtual tapes to the Amazon S3 Standard-Infrequent Access (S3 Standard-IA).
Change the target of the backup software to S3 Standard-IA.

O B.

Convert the physical tapes to virtual tapes. Use AWS DataSync to migrate the virtual tapes to
Amazon S3 Glacier Flexible Retrieval. Change the target of the backup software to the S3
Glacier Flexible Retrieval.

o C.

Use AWS Storage Gateway Tape Gateway to copy the data to virtual tapes. Migrate the virtual
tapes to Amazon S3 Glacier Deep Archive. Change the target of the backup software to the
virtual tapes.

O D.

Convert the physical tapes to virtual tapes. Use AWS Snowball Edge storage-optimized devices
to migrate the virtual tapes to Amazon S3 Glacier Flexible Retrieval. Change the target of the
backup software to S3 Glacier Flexible Retrieval.

Answer

C
Explanation

AWS Storage Gateway Tape Gateway provides a seamless way to migrate backup data to
AWS without requiring changes to the backup software. Migrating to S3 Glacier Deep
Archive ensures long-term, cost-effective storage for data that rarely needs retrieval.

Option A:S3 Standard-IA is more expensive than Glacier for long-term storage.

Option B and D:Glacier Flexible Retrieval is costlier than Glacier Deep Archive for archival
use cases with low retrieval frequency.

AWS Documentation References:
AWS Storage Gateway Tape Gateway

S3 Glacier Storage Classes

Questions # 37:
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An ecommerce company runs applications in AWS accounts that are part of an organization in
AWS Organizations. The applications run on Amazon Aurora PostgreSQL databases across all
the accounts. The company needs to prevent malicious activity and must identify abnormal
failed and incomplete login attempts to the databases.

Options:

O A.

Attach service control policies (SCPs) to the root of the organization to identify the failed login
attempts.

O B.

Enable the Amazon RDS Protection feature in Amazon GuardDuty for the member accounts of
the organization.

O C.

Publish the Aurora general logs to a log group in Amazon CloudWatch Logs. Export the log
data to a central Amazon S3 bucket.

O D.

Publish all the Aurora PostgreSQL database events in AWS CloudTrail to a central Amazon S3
bucket.

Answer

B
Explanation

Amazon GuardDuty includes RDS Protection that “monitors and profiles access to your
Amazon Aurora and Amazon RDS databases” to detect threats such as suspicious login
attempts, brute-force activity, and anomalous authentication patterns. GuardDuty can be
enabled organization-wide in AWS Organizations with a delegated administrator to
centralize findings for all member accounts, minimizing operational overhead. Findings
include context like source IP, user, and DB instance, and integrate with Amazon
EventBridge for alerting and automated response. SCPs (A) enforce or deny API
permissions but do not provide detection/analytics. Exporting general logs (C) requires
building and maintaining custom parsing/analytics pipelines. CloudTrail (D) records AWS
control-plane API calls and does not log database-level login attempts. Therefore, enabling
GuardDuty RDS Protection across the org provides the most operationally efficient,
managed detection of abnormal failed and incomplete login attempts.

[References: Amazon GuardDuty — RDS Protection findings; GuardDuty organizational
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practices (centralized threat detection)., ]

Questions # 38:

A company runs an HPC workload that uses a 200-TB file system on premises. The company
needs to migrate this data to Amazon FSx for Lustre. Internet capacity is 10 Mbps, and all data
must be migrated within 30 days.

‘ administration; Amazon RDS/Aurora — integration with GuardDuty; AWS Security best |

Which solution will meet this requirement?

Options:

O A.

Use AWS DMS to transfer data into S3 and link FSx for Lustre to the bucket.

O B.

Deploy AWS DataSync on premises and transfer directly into FSx for Lustre.
O C.

Use AWS Storage Gateway Volume Gateway to move data into FSx for Lustre.
O D.

Use an AWS Snowball Edge storage-optimized device to transfer data into S3 and link FSx for
Lustre to the bucket.

Answer

D
Explanation

At 10 Mbps, the maximum transferable data in 30 days is far below 200 TB, making any
online transfer (Options A, B, C) impossible within the time window.

AWS Snowball Edge storage-optimized devices support high-speed, offline bulk data
migration of large datasets. Once the data is delivered to S3, FSx for Lustre can be linked
to the S3 bucket to populate the Lustre filesystem.

DataSync cannot meet the time constraint over 10 Mbps. Storage Gateway is not designed
for large-scale migrations.
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Questions # 39:

A gaming company is developing a game that requires significant compute resources to
process game logic, player interactions, and real-time updates. The company needs a
compute solution that can dynamically scale based on fluctuating player demand while
maintaining high performance. The company must use a relational database that can run
complex queries.

Options:

O A.

Deploy Amazon EC2 instances to supply compute capacity. Configure Auto Scaling groups to
achieve dynamic scaling based on player count. Use Amazon RDS for MySQL as the database.

O B.

Refactor the game logic into small, stateless functions. Use AWS Lambda to process the game
logic. Use Amazon DynamoDB as the database.

O C.

Deploy an Amazon Elastic Container Service (Amazon ECS) cluster on AWS Fargate to supply
compute capacity. Scale the ECS tasks based on player demand. Use Amazon Aurora
Serverless v2 as the database.

O D.

Use AWS ParallelCluster for high performance computing (HPC). Provision compute nodes that
have GPU instances to process the game logic and player interactions. Use Amazon RDS for
MySQL as the database.

Answer

C
Explanation

Amazon ECS with AWS Fargate provides serverless container compute that can scale tasks
dynamically in response to demand. This matches the unpredictable scaling requirements
of a gaming workload. Aurora Serverless v2 provides on-demand, autoscaling relational
database capacity while supporting complex SQL queries. EC2 with Auto Scaling (A) works
but requires significant management overhead. Lambda with DynamoDB (B) is not
suitable because the workload requires a relational database and long-running processes.
ParallelCluster with HPC (D) is designed for batch scientific workloads, not dynamic,
interactive gaming. Option C provides the correct balance of elasticity, performance, and
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managed services for both compute and relational database needs.

[References:* Amazon ECS User Guide — Scaling ECS tasks with Fargatee Amazon Aurora
User Guide — Aurora Serverless v2 for dynamic workloads, , ]

Questions # 40:

A company is developing a serverless, bidirectional chat application that can broadcast
messages to connected clients. The application is based on AWS Lambda functions. The
Lambda functions receive incoming messages in JSON format.

The company needs to provide a frontend component for the application.

Which solution will meet this requirement?

Options:
O A.

Use an Amazon APl Gateway HTTP API to direct incoming JSON messages to backend
destinations.

O B.
Use an Amazon APl Gateway REST API that is configured with a Lambda proxy integration.
O C.

Use an Amazon APl Gateway WebSocket API to direct incoming JSON messages to backend
destinations.

O D.

Use an Amazon CloudFront distribution that is configured with a Lambda function URL as a
custom origin.

Answer

C
Explanation

For bidirectional communication such as chat applications, Amazon APl Gateway
WebSocket API is the correct service. WebSocket APIs allow clients to establish long-lived
connections and exchange messages with the backend Lambda functions in real time.

HTTP APIs and REST APIs are suitable for request-response models, not continuous two-
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way communication. CloudFront cannot maintain stateful WebSocket connections, so only
Option C fits the requirements for a real-time, bidirectional application.

Questions # 41:

The customers of a finance company request appointments with financial advisors by sending
text messages. A web application that runs on Amazon EC2 instances accepts the
appointment requests. The text messages are published to an Amazon Simple Queue Service
(Amazon SQS) queue through the web application. Another application that runs on EC2
instances then sends meeting invitations and meeting confirmation email messages to the
customers. After successful scheduling, this application stores the meeting information in an
Amazon DynamoDB database.

As the company expands, customers report that their meeting invitations are taking longer to
arrive.

What should a solutions architect recommend to resolve this issue?

Options:

O A.

Add a DynamoDB Accelerator (DAX) cluster in front of the DynamoDB database.
O B.

Add an Amazon API Gateway API in front of the web application that accepts the appointment
requests.

o C.

Add an Amazon CloudFront distribution. Set the origin as the web application that accepts the
appointment requests.

O D.

Add an Auto Scaling group for the application that sends meeting invitations. Configure the
Auto Scaling group to scale based on the depth of the SQS queue.

Answer

D
Explanation

For SQS-backed worker architectures, AWS recommends scaling consumers based on
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queue metrics (e.g., ApproximateNumberOfMessagesVisible, AgeOfOldestMessage). EC2
Auto Scaling can “scale out based on Amazon CloudWatch alarms” tied to SQS backlog,
increasing worker capacity to reduce latency as demand grows. DAX (A) accelerates
DynamoDB reads, not message processing. APl Gateway (B) and CloudFront (C) optimize
request ingress and content delivery, not the asynchronous email-sending application. The
bottleneck is consumer throughput; scaling workers with an SQS-driven policy restores
timely processing without downtime and follows Well-Architected patterns for decoupled,
elastic systems.

[References: Amazon SQS Developer Guide — “Scaling consumers,” “Queue metrics”; EC2
Auto Scaling — “Target tracking and step scaling with CloudWatch metrics”; Well-
Architected — Performance Efficiency (queue-based load leveling)., ]

Questions # 42:

A company runs a production database on Amazon RDS for MySQL. The company wants to
upgrade the database version for security compliance reasons. Because the database contains
critical data, the company wants a quick solution to upgrade and test functionality without
losing any data.

Which solution will meet these requirements with the LEAST operational overhead?

Options:

O A.

Create an RDS manual snapshot. Upgrade to the new version of Amazon RDS for MySQL.
O B.

Use native backup and restore. Restore the data to the upgraded new version of Amazon RDS
for MySQL.

o C.

Use AWS Database Migration Service (AWS DMS) to replicate the data to the upgraded new
version of Amazon RDS for MySQL.

O D.

Use Amazon RDS Blue/Green Deployments to deploy and test production changes.

Answer

D
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Explanation

Amazon RDSBlue/Green Deploymentsis the ideal solution for upgrading the database
version with minimal operational overhead and no data loss. Blue/Green Deployments
allows you to create a separate, fully managed "green" environment with the upgraded
database version. You can test the new version in the green environment while the "blue"
environment continuesserving production traffic. Once testing is complete, you can
seamlessly switch traffic to the green environment without downtime.

This solution provides:

Fast, non-disruptive upgrade: Traffic is only switched to the new environment after testing,
ensuring zero data loss.

Minimal operational overhead: AWS handles the infrastructure management, reducing
manual intervention.

Option A (Manual snapshot): This requires manual intervention and involves more
operational overhead.

Option B (Native backup/restore): This approach is more labor-intensive and slower than
Blue/Green Deployments.

Option C (DMS): AWS DMS adds unnecessary complexity for a simple version upgrade
when Blue/Green Deployments can handle the task more efficiently.

AWS References:

Amazon RDS Blue/Green Deployments

Questions # 43:

A company is designing the architecture for a new mobile app that uses the AWS Cloud. The
company uses organizational units (OUs) in AWS Organizations to manage its accounts. The
company wants to tag Amazon EC2 instances with data sensitivity by using values of sensitive
and nonsensitive IAM identities must not be able to delete a tag or create instances without a
tag

Which combination of steps will meet these requirements? (Select TWO.)

Options:
O A.

In Organizations, create a new tag policy that specifies the data sensitivity tag key and the
required values. Enforce the tag values for the EC2 instances Attach the tag policy to the
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appropriate OU.

O B.

In Organizations, create a new service control policy (SCP) that specifies the data sensitivity
tag key and the required tag values Enforce the tag values for the EC2 instances. Attach the
SCP to the appropriate OU.

o C.

Create a tag policy to deny running instances when a tag key is not specified. Create another
tag policy that prevents identities from deleting tags Attach the tag policies to the appropriate
Oou.

O D.

Create a service control policy (SCP) to deny creating instances when a tag key is not
specified. Create another SCP that prevents identities from deleting tags Attach the SCPs to
the appropriate OU.

O E.

Create an AWS Config rule to check if EC2 instances use the data sensitivity tag and the
specified values. Configure an AWS Lambda function to delete the resource if a noncompliant
resource is found.

Answer

A, D
Explanation

To meet the requirements for tagging and preventing instance creation or deletion without
proper tags, the company can use a combination of AWS Organizations tag policies and
service control policies (SCPs).

Tag Policies: These enforce specific tag values across resources. Creating a tag policy with
required values (e.g., sensitive, non-sensitive) and attaching it to the appropriate
organizational unit (OU) ensures consistency in tagging.

SCPs: SCPs can be used to enforce compliance by preventing instance creation without a
tag and preventing tag deletion. These policies control actions at the account level across
the organization.

Key AWS features:

Tag Policieshelp standardize tags across accounts, andSCPsenforce governance by
restricting actions that violate the policies.

AWS Documentation: AWS best practices recommend using tag policies and SCPs to
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‘ enforce compliance across multiple accounts within AWS Organizations. |

Questions # 44:

A company needs a cloud-based solution for backup, recovery, and archiving while retaining
encryption key material control.

Which combination of solutions will meet these requirements? (Select TWO)

Options:
O A.

Create an AWS Key Management Service (AWS KMS) key without key material. Import the
company's key material into the KMS key.

O B.
Create an AWS KMS encryption key that contains key material generated by AWS KMS.
O C.

Store the data in Amazon S3 Standard-Infrequent Access (S3 Standard-IA). Use S3 Bucket
Keyswith AWS KMS keys.

O D.

Store the data in an Amazon S3 Glacier storage class. Use server-side encryption with
customer-provided keys (SSE-C).

O E.

Store the data in AWS Snowball devices. Use server-side encryption with AWS KMS keys (SSE-
KMS).

Answer

A, D
Explanation

Option Aallows importing your own encryption keys into AWS KMS, ensuring control over
key material.

Option Duses S3 Glacier with SSE-C, where the customer controls the encryption keys,
meeting compliance needs.
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Option Buses AWS-managed key material, violating the requirement for key material
control.

Option C and Eare not fully compliant with the control requirement.

Questions # 45:

A company runs an on-premises application on a Kubernetes cluster. The company recently
added millions of new customers. The company's existing on-premises infrastructure is unable
to handle the large number of new customers. The company needs to migrate the on-premises
application to the AWS Cloud.

The company will migrate to an Amazon Elastic Kubernetes Service (Amazon EKS) cluster. The
company does not want to manage the underlying compute infrastructure for the new
architecture on AWS.

Which solution will meet these requirements with the LEAST operational overhead?

Options:
O A.

Use a self-managed node to supply compute capacity. Deploy the application to the new EKS
cluster.

O B.

Use managed node groups to supply compute capacity. Deploy the application to the new EKS
cluster.

O C.

Use AWS Fargate to supply compute capacity. Create a Fargate profile. Use the Fargate profile
to deploy the application.

O D.

Use managed node groups with Karpenter to supply compute capacity. Deploy the application
to the new EKS cluster.

Answer

C
Explanation
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AWS Fargate is a serverless compute engine for containers that works with Amazon EKS.
With Fargate, you do not need to provision or manage EC2 instances or clusters. You
simply define and deploy your pods, and Fargate automatically launches the required
compute resources. This results in the lowest operational overhead because AWS
manages the infrastructure. Fargate profiles allow you to specify which pods run on
Fargate.

AWS Documentation Extract:

“AWS Fargate is a serverless, pay-as-you-go compute engine that lets you focus on
building applications without managing servers. With Amazon EKS and Fargate, you only
need to define your application’s pods; Fargate provisions and manages the required
compute resources for you.”

(Source: Amazon EKS documentation, AWS Fargate integration)
Other options:
A: Self-managed nodes require you to manage EC2 instances.

B: Managed node groups reduce some overhead, but you are still responsible for patching
and managing the EC2 instances.

D: Managed node groups with Karpenter automate scaling but do not remove the need to
manage underlying instances.

[Reference: AWS Certified Solutions Architect - Official Study Guide, EKS and Fargate
Section., , ]

Questions # 46:

A company is building a serverless application that processes large volumes of data from a
mobile app. A Lambda function processes the data and stores it in DynamoDB. The company
must ensure the application can recover from failures and continue processing without losing
records.

Which solution will meet these requirements?

Options:
O A.

Configure the Lambda function with a dead-letter queue (DLQ) using SQS. Retry failed records
from the DLQ with exponential backoff.

O B.

Configure the Lambda function to read records from Amazon Data Firehose. Replay Firehose
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records in case of failures.
O C.

Use Amazon OpenSearch Service to store failed records. Configure Lambda to retry failed
records from OpenSearch. Use EventBridge for orchestration.

O D.

Use Amazon SNS to store failed records. Configure Lambda to retry records from SNS. Use API
Gateway to orchestrate retries.

Answer

A
Explanation

AWS documentation states that when Lambda processes events, a dead-letter queue
(DLQ) using Amazon SQS is the correct mechanism to capture failed invocations for later
reprocessing.

SQS provides durable buffering and decoupling, allowing records to be retried safely
without loss.

Kinesis Firehose (Option B) does not support SQL replays or arbitrary replay control. SNS
(Option D) is not a durable store. OpenSearch (Option C) is not intended for durable retry
gueues.

Questions # 47:

A company sets up an organization in AWS Organizations that contains 10AWS accounts. A
solutions architect must design a solution to provide access to the accounts for several
thousand employees. The company has an existing identity provider (IdP). The company wants
to use the existing IdP for authentication to AWS.

Which solution will meet these requirements?

Options:
O A.

Create IAM users for the employees in the required AWS accounts. Connect IAM users to the
existing IdP. Configure federated authentication for the IAM users.
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O B.

Set up AWS account root users with user email addresses and passwords that are
synchronized from the existing IdP.

o C.

Configure AWS IAM Identity Center Connect IAM Identity Center to the existing IdP Provision
users and groups from the existing IdP

O D.

Use AWS Resource Access Manager (AWS RAM) to share access to the AWS accounts with the
users in the existing IdP.

Answer

C
Explanation

AWS IAM ldentity Center:

IAM Identity Centerprovides centralized access management for multiple AWS accounts
within an organization and integrates seamlessly with existing identity providers (IdPs)
throughSAML 2.0 federation.

It allows users to authenticate using their existing IdP credentials and gain access to AWS
resources without the need to create and manage separate IAM users in each account.

IAM Identity Centeralso simplifies provisioning and de-provisioning users, as it can
automatically synchronize users and groups from the external IdP to AWS, ensuring secure
and managed access.

Integration with Existing IdP:

The solution involves configuringlAM Identity Centerto connect to the company's IdP using
SAML. This setup allows employees to log in with their existing credentials, reducing the
complexity of managing separate AWS credentials.

Once connected,|AM ldentity Centerhandles authentication and authorization, granting
users access to the AWS accounts based on their assigned roles and permissions.

Why the Other Options Are Incorrect:

Option A: Creating separatelAM usersfor each employee is not scalable or efficient.
Managing thousands of IAM users across multiple AWS accounts introduces unnecessary
complexity and operational overhead.

Option B: Using AWSroot userswith synchronized passwords is a security risk and goes
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against AWS best practices. Root accounts should never be used for day-to-day
operations.

Option D:AWS Resource Access Manager (RAM)is used for sharing AWS resources between
accounts, not for federating access for users across accounts. It doesn’t provide a solution
for authentication via an external IdP.

AWS References:
AWS |AM ldentity Center
SAML 2.0 Integration with AWS IAM Identity Center

By setting uplAM Identity Centerand connecting it to the existing IdP, the company can
efficiently manage access for thousands of employees across multiple AWS accounts with
a high degree of operational efficiency and security. Therefore,Option Cis the best
solution.

Questions # 48:

A company that has multiple AWS accounts maintains an on-premises Microsoft Active
Directory. The company needs a solution to implement Single Sign-On for its employees. The
company wants to use AWS IAM ldentity Center.

The solution must meet the following requirements:

Allow users to access AWS accounts and third-party applications by using existing Active
Directory credentials.

Enforce multi-factor authentication (MFA) to access AWS accounts.
Centrally manage permissions to access AWS accounts and applications.

Options:

Options:
O A.

Create an IAM identity provider for Active Directory in each AWS account. Ensure that Active
Directory users and groups access AWS accounts directly through IAM roles. Use IAM Identity
Center to enforce MFA in each account for all users.

O B.

Use AWS Directory Service to create a new AWS Managed Microsoft AD Active Directory.
Configure IAM Identity Center in each account to use the new AWS Managed Microsoft AD
Active Directory as the identity source. Use IAM Identity Center to enforce MFA for all users.
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O C.

Use IAM Identity Center with the existing Active Directory as the identity source. Enforce MFA
for all users. Use AWS Organizations and Active Directory groups to manage access
permissions for AWS accounts and application access.

O D.

Use AWS Lambda functions to periodically synchronize Active Directory users and groups with
IAM users and groups in each AWS account. Use IAM roles and policies to manage application
access. Create a second Lambda function to enforce MFA.

Answer

C

Explanation
Detailed Explanation:

A. IAM identity provider:Does not support centralized management across multiple
accounts.

B. AWS Managed AD:Unnecessary if an on-premises Active Directory already exists.

C. IAM Identity Center + Existing AD:Best approach to integrate existing Active Directory
for SSO, with MFA and centralized permissions.

D. Lambda for synchronization:Adds complexity and does not leverage IAM Identity Center
capabilities.

[References:AWS IAM Identity Center, , , , ]

Questions # 49:

A company uses Amazon Elastic Container Service (Amazon ECS) to run workloads that belong
to service teams. Each service team uses an owner tag to specify the ECS containers that the
team owns. The company wants to generate an AWS Cost Explorer report that shows how
much each service team spends on ECS containers on a monthly basis.

Which combination of steps will meet these requirements in the MOST operationally efficient
way? (Select TWO.)

Options:

O A.
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Create a custom report in Cost Explorer. Apply a filter for Amazon ECS.

O B.

Create a custom report in Cost Explorer. Apply a filter for the owner resource tag.
O C.

Set up AWS Compute Optimizer. Review the rightsizing recommendations.

O D.

Activate the owner tag as a cost allocation tag. Group the Cost Explorer report by linked
account.

O E.

Activate the owner tag as a cost allocation tag. Group the Cost Explorer report by the owner
cost allocation tag.

Answer

A E
Explanation

To allocate costs based on team ownership, AWS recommends tagging resources using
cost allocation tags. Activating the “owner” tag as a cost allocation tag allows AWS Cost
Explorer to categorize and group spending. Additionally, filtering for Amazon ECS services
enables the visibility into service-specific usage. This approach is both scalable and
operationally efficient.

[Reference: AWS Documentation - AWS Billing and Cost Management, Cost Allocation
TagS, =_==s=s=s=s=s=s=s=s===, ]

Questions # 50:

A company hosts a public web application on AWS. The website has a three-tier architecture.
The frontend web tier is comprised of Amazon EC2 instances in an Auto Scaling group. The
application tier is a second Auto Scaling group. The database tier is an Amazon RDS database.

The company has configured the Auto Scaling groups to handle the application's normal level
of demand. During an unexpected spike in demand, the company notices a long delay in the
startup time when the frontend and application layers scale out. The company needs to
improve the scaling performance of the application without negatively affecting the user
experience.
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Which solution will meet these requirements MOST cost-effectively?

Options:
O A.

Decrease the minimum number of EC2 instances for both Auto Scaling groups. Increase the
desired number of instances to meet the peak demand requirement.

O B.

Configure the maximum number of instances for both Auto Scaling groups to be the number
required to meet the peak demand. Create a warm pool.

O C.

Increase the maximum number of EC2 instances for both Auto Scaling groups to meet the
normal demand requirement. Create a warm pool.

O D.

Reconfigure both Auto Scaling groups to use a scheduled scaling policy. Increase the size of
the EC2 instance types and the RDS instance types.

Answer

B
Explanation

EC2 Auto Scaling warm pools allow you to pre-initialize instances, reducing the delay in
scale-out events. This results in significantly faster response times during demand surges
while remaining cost-effective compared to always running at peak capacity.

[Reference: AWS Documentation - EC2 Auto Scaling Warm Pools for Faster Scaling,

Questions # 51:

A company deployed an application in two AWS Regions. If the application becomes
unavailable in one Region, the application must fail over to the second Region. The failover
process must avoid stale DNS client caches. The company wants to use one endpoint to
access both copies of the application.

Which solution will meet these requirements?
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Options:
O A.

Use an Amazon CloudFront distribution that has multiple origins. Correlate each origin with the
application in each Region.

O B.

Use an Amazon Route 53 weighted routing policy that uses equal weights to route client
requests to the second Region if the application becomes unavailable in the original Region.

O C.

Use AWS Global Accelerator, and assign a static anycast IP address to the application
endpoint.

O D.

Use an Amazon Route 53 IP-based routing policy to route requests to the second Region if the
application becomes unavailable in the original Region.

Answer

C
Explanation

AWS Global Accelerator provides static anycast IP addresses that are announced from
AWS edge locations. Traffic sent to these IPs is routed over the AWS global network to the
nearest healthy endpoint (for example, an ALB or NLB) in any Region. Because clients
connect to static IPs instead of DNS names that change, failover does not depend on DNS
TTLs or client cache expiry, which avoids stale DNS entries.

You can register endpoints in multiple Regions and let Global Accelerator automatically fail
over when health checks fail, all behind a single global endpoint.

CloudFront (Option A) is primarily for HTTP/HTTPS content caching and still uses DNS; it is
not intended as a generic multi-Region failover solution for arbitrary applications.

Route 53 (Options B and D) relies on DNS; clients can cache DNS responses and may keep
sending traffic to an unhealthy Region until TTLs expire, which does not meet the “avoid
stale DNS client caches” requirement.

Questions # 52:

A company has a three-tier web application. An Application Load Balancer (ALB) is in front of
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Amazon EC2 instances that are in the ALB target group. An Amazon S3 bucket stores
documents.

The company requires the application to meet a recovery time objective (RTO) of 60 seconds.

Which solution will meet this requirement?

Options:
O A.

Replicate S3 objects to a second AWS Region. Create a second ALB and a minimum set of EC2
instances in the second Region. Ensure that the EC2 instances are shut down until they are
needed. Configure Amazon Route 53 to fail over to the second Region by using an IP-based
routing policy.

O B.

Use AWS Backup to take hourly backups of the EC2 instances. Back up the S3 data to a
second AWS Region. Use AWS CloudFormation to deploy the entire infrastructure in the
second Region when needed.

O C.

Create daily snapshots of the EC2 instances in a second AWS Region. Use the snapshots to
recreate the instances in the second Region. Back up the S3 data to the second Region.
Perform a failover by modifying the application DNS record when needed.

O D.

Replicate S3 objects to a second AWS Region. Create a second ALB and a minimum set of EC2
instances in the second Region. Ensure that the EC2 instances in the second Region are
running. Configure Amazon Route 53 to fail over to the secondary Region based on health
checks.

Answer

D
Explanation

To achieve a 60-second RTO, pre-warming the DR environment (including running EC2
instances and Route 53 health checks) is essential. Active/passive failover using Route 53
with health checks ensures fast redirection when the primary Region becomes
unavailable. S3 cross-region replication ensures document availability.

[Reference: AWS Disaster Recovery - Active-Passive Strategy with Route 53 and Health
Checks, , ,, ]
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Questions # 53:

A company is developing a social media application. The company anticipates rapid and
unpredictable growth in users and data volume. The application needs to handle a continuous
high volume of user requests. User requests include long-running processes that store large
amounts of user-generated content and user profiles in a relational format. The processes
must run in a specific order. The company requires an architecture that can scale resources to
meet demand spikes without downtime or performance degradation. The company must
ensure that the components of the application can evolve independently without affecting
other parts of the system. Which combination of AWS services will meet these requirements?

Options:
O A.

Deploy the application on Amazon Elastic Container Service (Amazon ECS) with the AWS
Fargate launch type. Use Amazon RDS as the database. Use Amazon Simple Queue Service
(Amazon SQS) to decouple message processing between components.

O B.

Deploy the application on Amazon Elastic Container Service (Amazon ECS) with the AWS
Fargate launch type. Use Amazon RDS as the database. Use Amazon Simple Notification
Service (Amazon SNS) to decouple message processing between components.

O C.

Use Amazon DynamoDB as the database. Use AWS Lambda functions to implement the
application. Configure Amazon DynamoDB Streams to invoke the Lambda functions. Use AWS
Step Functions to manage workflows between services.

O D.

Use an AWS Elastic Beanstalk environment with auto scaling to deploy the application. Use
Amazon RDS as the database. Use Amazon Simple Notification Service (Amazon SNS) to
decouple message processing between components.

Answer

A
Explanation
ECS with Fargate: Allows containerized workloads to scale rapidly without managing

underlying servers, handling unpredictable growth effectively.

RDS for Relational Data: Manages large relational datasets efficiently while supporting
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high availability.

SQS for Decoupling: Ensures message processing occurs in a specific order, decoupling
application components and allowing independent evolution.

AWS ECS with Fargate Documentation,AWS SQS Documentation

Questions # 54:

A company is developing a public web application that needs to access multiple AWS services.
The application will have hundreds of users who must log in to the application first before
using the services.

The company needs to implement a secure and scalable method to grant the web application
temporary access to the AWS resources.

Which solution will meet these requirements?

Options:
O A.

Create an IAM role for each AWS service that the application needs to access. Assign the roles
directly to the instances that the web application runs on.

O B.

Create an IAM role that has the access permissions the web application requires. Configure the
web application to use AWS Security Token Service (AWS STS) to assume the IAM role. Use
STS tokens to access the required AWS services.

O C.

Use AWS IAM Identity Center to create a user pool that includes the application users. Assign
access credentials to the web application users. Use the credentials to access the required
AWS services.

O D.

Create an IAM user that has programmatic access keys for the AWS services. Store the access
keys in AWS Systems Manager Parameter Store. Retrieve the access keys from Parameter
Store. Use the keys in the web application.

Answer

B
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Explanation

Option Bis the correct solution because:

AWS Security Token Service (STS)allows the web application to request temporary security
credentials that grant access to AWS resources. These temporary credentials are secure
and short-lived, reducing the risk of misuse.

Using STS and IAM roles ensures scalability by enabling the application to dynamically
assume roles with the required permissions for each AWS service.

Option A:Assigning IAM roles directly to instances is less flexible and would grant the same
permissions to all applications on the instance, which is not ideal for a multi-service web
application.Option C:AWS IAM Identity Center is used for managing single sign-on (SSO)
for workforce users and is not designed for granting programmatic access to web
applications.Option D:Storing long-term access keys, even in AWS Systems Manager
Parameter Store, is less secure and does not scale well compared to temporary credentials
from STS.

AWS Documentation References:

AWS Security Token Service (STS)

IAM Roles for Temporary Credentials

Questions # 55:

A manufacturing company develops an application to give a small team of executives the
ability to track sales performance globally. The application provides a real-time simulator in a
popular programming language. The company uses AWS Lambda functions to support the
simulator. The simulator is an algorithm that predicts sales performance based on specific
variables.

Although the solution works well initially, the company notices that the time required to
complete simulations is increasing exponentially. A solutions architect needs to improve the
response time of the simulator.

Which solution will meet this requirement in the MOST cost-effective way?

Options:
O A.

Use AWS Fargate to run the simulator. Serve requests through an Application Load Balancer
(ALB).
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O B.

Use Amazon EC2 instances to run the simulator. Serve requests through an Application Load
Balancer (ALB).

O C.
Use AWS Batch to run the simulator. Serve requests through a Network Load Balancer (NLB).
O D.

Use Lambda provisioned concurrency for the simulator functions.

Answer

D
Explanation

When an AWS Lambda function is invoked, especially after periods of inactivity, it may
experience cold starts that delay execution. As demand increases, the scaling behavior
and latency of Lambda can affect performance. Provisioned Concurrency is an AWS
feature designed specifically to solve this issue.

From AWS Documentation:

“Provisioned Concurrency keeps functions initialized and hyper-ready to respond in
double-digit milliseconds.”

(Source: AWS Lambda Developer Guide - Managing Concurrency)
Why Option D is correct:

Provisioned Concurrency ensures that a specified number of Lambda function instances
are always warm and ready to serve requests, eliminating cold start latency.

It's cost-effective for workloads with consistent usage patterns, like real-time simulations
for a small user group.

Maintains scalability and low overhead of Lambda without moving to managed container
or EC2 platforms.

Why the other options are less optimal:

Option A (Fargate) and Option B (EC2): Introduce more infrastructure and higher ongoing
costs for a small team with likely intermittent usage.

Option C (AWS Batch): Ideal for batch jobs, not real-time simulations; also incurs higher
latency due to job queuing.

[References:, AWS Lambda Developer Guide - "Concurrency and Scaling", AWS Well-
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Architected Framework - Performance Efficiency Pillar, AWS Compute Services
Comparison - Lambda vs EC2 vs Fargate, , , ]

Questions # 56:

A telemarketing company is designing its customer call center functionality on AWS. The
company needs a solution that provides multiple speaker recognition and generates transcript
files. The company wants to query the transcript files to analyze the business patterns.

Which solution will meet these requirements?

Options:
O A.

Use Amazon Rekognition for multiple speaker recognition. Store the transcript files in Amazon
S3. Use machine learning (ML) models to analyze the transcript files.

O B.

Use Amazon Transcribe for multiple speaker recognition. Use Amazon Athena to analyze the
transcript files.

O C.

Use Amazon Translate for multiple speaker recognition. Store the transcript files in Amazon
Redshift. Use SQL queries to analyze the transcript files.

O D.

Use Amazon Rekognition for multiple speaker recognition. Store the transcript files in Amazon
S3. Use Amazon Textract to analyze the transcript files.

Answer

B
Explanation

Amazon Transcribe supports automatic speech recognition (ASR) with speaker diarization
(i.e., multiple speaker identification). The transcripts can be stored in Amazon S3 and
queried using Amazon Athena, which provides a serverless, pay-as-you-go interactive
querying model.

[Reference: AWS Documentation - Amazon Transcribe + Amazon Athena for Speech-to-
Insights Pipelines, =============,, ]
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