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Questions # 1:

A retail customer wants to bring customer data from different sources

and wants to take advantage of identity resolution so that it can be

used in segmentation.

On which entity should this be segmented for activation membership?

Options:

 A.

Subscriber

 B.

Unified Individual

 C.

Unified Contact

 D.

Individual

Answer

B
Explanation

The correct answer is B, Unified Individual. A Unified Individual is a record that represents
a customer across different data sources, created by applying identity resolution rulesets.
Identity resolution rulesets are sets of match and reconciliation rules that define how to
link and merge data from different sources based on common attributes. Data Cloud uses
identity resolution rulesets to resolve data across multiple data sources and helps you
create one record for each customer, regardless of where the data came from1. A retail
customer who wants to bring customer data from different sources and use identity
resolution for segmentation should segment on the Unified Individual entity, which
contains the resolved and consolidated customer data. The other options are incorrect
because they do not represent the resolved customer data across different sources. A
Subscriber is a record that represents a customer who has opted in to receive marketing
communications. A Unified Contact is a record that represents a customer who has a
relationship with a specific business unit. An Individual is a record that represents a
customer’s profile data from a single data source. References:
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Identity Resolution Ruleset Processing Results

Consider Data Implications for Segmentation

Prepare for your Salesforce Data Cloud Consultant Credential

AI-based Identity Resolution: Linking Diverse Customer Data

Questions # 2:

A user Is not seeing suggested values from newly-modeled data when building a segment.

What is causing this issue?

Options:

 A.

Value suggestion will only return results for the first 50 values of a specific attribute,

 B.

Value suggestion can only work on direct attributes and not related attributes.

 C.

Value suggestion requires Data Aware Specialist permissions at a minimum.

 D.

Value suggestion is still processing and takes up to 24 hours to be available.

Answer

D
Explanation

The most likely cause of this issue is that value suggestion is still processing and takes up
to 24 hours to be available. Value suggestion is a feature that enables you to see
suggested values for data model object (DMO) fields when creating segment
filters. However, this feature needs to be enabled for each DMO field, and it can take up to
24 hours for the suggested values to appear after enabling the feature1. Therefore, if a
user is not seeing suggested values from newly-modeled data, it could be that the data
has not been processed yet by the value suggestion feature. References:
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Use Value Suggestions in Segmentation

Questions # 3:

A consultant is building a segment to announce a new product launch for customers that have
previously purchased black pants.

How should the consultant place attributes for product color and product type from the Order
Product object to meet this criteria?

Options:

 A.

Place the attribute for product color in one container and the attribute for product type in
another container.

 B.

Place an attribute for the "black" calculated insight to dynamically apply

 C.

Place the attributes for product and product type as direct attributes.

 D.

Place the attributes for product color and product type in a single container.

Answer

D
Explanation

To create a segment based on the product color and product type from the Order Product
object, the consultant should place the attributes for product color and product type in a
single container. This way, the segment will include only the customers who have
purchased black pants, and not those who have purchased black shirts or blue pants. A
container is a grouping of attributes that defines a segment of individuals based on a
logical AND operation. Placing the attributes in separate containers would result in a
segment that includes customers who have purchased any black product or any pants
product, which is not the desired criteria. Placing an attribute for the “black” calculated
insight would not work, because calculated insights are based on aggregated data and not
individual-level data. Placing the attributes as direct attributes would not work, because
direct attributes are used to filter individuals based on their profile data, not their order



Page 5 of 35

data. References:

Create a Segment in Data Cloud

Learn About Segmentation Tools

Salesforce Launches: Data Cloud Consultant Certification

Questions # 4:

A user wants to be able to create a multi-dimensional metric to identify unified individual

lifetime value (LTV).

Which sequence of data model object (DMO) joins is necessary within the calculated Insight to

enable this calculation?

Options:

 A.

Unified Individual > Unified Link Individual > Sales Order

 B.

Unified Individual > Individual > Sales Order

 C.

Sales Order > Individual > Unified Individual

 D.

Sales Order > Unified Individual

Answer

A
Explanation

 To create a multi-dimensional metric to identify unified individual lifetime value (LTV), the
sequence of data model object (DMO) joins that is necessary within the calculated Insight
is Unified Individual > Unified Link Individual > Sales Order. This is because the Unified
Individual DMO represents the unified profile of an individual or entity that is created by
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identity resolution1. The Unified Link Individual DMO represents the link between a unified
individual and an individual from a source system2. The Sales Order DMO represents the
sales order information from a source system3. By joining these three DMOs, you can
calculate the LTV of a unified individual based on the sales order data from different
source systems. The other options are incorrect because they do not join the correct
DMOs to enable the LTV calculation. Option B is incorrect because the Individual DMO
represents the source profile of an individual or entity from a source system, not the
unified profile4. Option C is incorrect because the join order is reversed, and you need to
start with the Unified Individual DMO to identify the unified profile. Option D is incorrect
because it is missing the Unified Link Individual DMO, which is needed to link the unified
profile with the source profile. References: Unified Individual Data Model Object, Unified
Link Individual Data Model Object, Sales Order Data Model Object, Individual Data Model
Object

Questions # 5:

Cumulus Financial segregates its sales CRM data based on Region for its Data Cloud users.
Multiple data spaces are configured: a default space and two additional spaces tailored for
EMEA and APAC regions.

EME A sales reps who need temporary access to visualize data for both regions say that they
cannot visualize APAC data. APAC sales reps can visualize the corresponding segmented data.

Which statement describes the cause of this issue?

Options:

 A.

The EMEA sales reps have not been assigned to the profile associated with the APAC data
space.

 B.

The APAC data space is not associated with any permission set.

 C.

The APAC data space Is not associated with any profile.

 D.

The EMEA sales reps have not been assigned to the permission set associated with the APAC
data space.
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Answer

D
Explanation

The issue arises because the EMEA sales reps cannot visualize APAC data, while APAC
sales reps can access their segmented data. The root cause is that the EMEA sales reps
lack the necessary permissions to access the APAC data space. Here’s why:

Understanding the Issue

Cumulus Financial uses data spaces to segregate CRM data by region (default, EMEA,
APAC).

EMEA sales reps need temporary access to APAC data but are unable to view it.

APAC sales reps can access their corresponding segmented data without issues.

Why Permission Sets?

Data Space Access Control :

Data spaces in Salesforce Data Cloud are secured using profiles and permission sets .

Users must be explicitly granted access to a data space via their assigned profiles or
permission sets.

Root Cause Analysis :

Since APAC sales reps can access their data, the APAC data space is properly configured.

The issue lies with the EMEA sales reps, who likely do not have the required permission set
granting access to the APAC data space.

Temporary Access :

Temporary access can be granted by assigning the appropriate permission set to the
EMEA sales reps.

Steps to Resolve the Issue

Step 1: Identify the Required Permission Set

Navigate to Setup > Permission Sets and locate the permission set associated with the
APAC data space.

Step 2: Assign the Permission Set

Assign the APAC data space permission set to the EMEA sales reps requiring temporary
access.



Page 8 of 35

Step 3: Verify Access

Confirm that the EMEA sales reps can now visualize APAC data.

Step 4: Revoke Temporary Access

Once the temporary access period ends, remove the permission set from the EMEA sales
reps.

Why Not Other Options?

A. The EMEA sales reps have not been assigned to the profile associated with the APAC
data space :Profiles are typically broader and less flexible than permission sets for
managing temporary access.

B. The APAC data space is not associated with any permission set :This is incorrect
because APAC sales reps can access their data, indicating the data space is properly
configured.

C. The APAC data space is not associated with any profile :Similar to Option B, this is
incorrect because APAC sales reps can access their data.

Conclusion

The issue is resolved by ensuring that the EMEA sales reps are assigned the permission
set associated with the APAC data space . This grants them temporary access to visualize
APAC data.

Questions # 6:

A customer requests that their personal data be deleted.

Which action should the consultant take to accommodate this request in Data Cloud?

Options:

 A.

Use a streaming API call to delete the customer's information.

 B.

Use Profile Explorer to delete the customer data from Data Cloud.

 C.

Use Consent API to request deletion of the customer's information.
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 D.

Use the Data Rights Subject Request tool to request deletion of the customer's information.

Answer

D

Questions # 7:

A user is not seeing suggested values from newly-modeled data when building a segment.

What is causing this issue?

Options:

 A.

Value suggestion is still processing and to be available.

 B.

Value suggestion requires Data Aware Specialist permissions at a minimum.

 C.

Value suggestion can only work on direct attributes and not related attributes.

 D.

Value suggestion will only return result for the first 50 values of a specific attribute.

Answer

A
Explanation

Value suggestion is a feature that allows users to see suggested values for data model
object (DMO) fields when creating segment filters. However, this feature can take up to 24
hours to process and display the values for newly-modeled data. Therefore, if a user is not
seeing suggested values from newly-modeled data, it is likely that the value suggestion is
still processing and will be available soon. The other options are incorrect because value
suggestion does not require any specific permissions, can work on both direct and related
attributes, and can return more than 50 values for a specific attribute, depending on the
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data type and frequency of the values. References: Use Value Suggestions in
Segmentation, Data Cloud Limits and Guidelines

Questions # 8:

Which permission setting should a consultant check if the custom Salesforce CRM object is

not available in New Data Stream configuration?

Options:

 A.

Confirm the Create object permission is enabled in the Data Cloud org.

 B.

Confirm the View All object permission is enabled in the source Salesforce CRM org.

 C.

Confirm the Ingest Object permission is enabled in the Salesforce CRM org.

 D.

Confirm that the Modify Object permission is enabled in the Data Cloud org.

Answer

B
Explanation

To create a new data stream from a custom Salesforce CRM object, the consultant needs
to confirm that the View All object permission is enabled in the source Salesforce CRM
org. This permission allows the user to view all records associated with the object,
regardless of sharing settings1. Without this permission, the custom object will not be
available in the New Data Stream configuration2. References:

Manage Access with Data Cloud Permission Sets

Object Permissions

Questions # 9:
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A marketing manager at Northern Trail Outfitters wants to Improve marketing return on
investment (ROI) by tapping into Insights from Data Cloud Segment Intelligence.

Which permission set does a user need to set this up?

Options:

 A.

Data Cloud Data Aware Specialist

 B.

Data Cloud User

 C.

Cloud Marketing Manager

 D.

Data Cloud Admin

Answer

D
Explanation

To configure and use Segment Intelligence in Salesforce Data Cloud for improving
marketing ROI, the user requires administrative privileges. Here’s the detailed analysis:

Data Cloud Admin (Option D):

Permission Set Scope:

The Data Cloud Admin permission set grants full access to configure advanced Data Cloud
features, including Segment Intelligence, which provides AI-driven insights (e.g., audience
trends, engagement metrics).

Admins can define metrics, enable predictive models, and analyze segment performance,
all critical for optimizing marketing ROI.

Official Documentation:

Salesforce’s Data Cloud Permission Sets Guide explicitly states that Segment
Intelligence configuration and management require administrative privileges. Only
the Data Cloud Admin role can modify data model settings, access AI/ML tools, and apply
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segment recommendations (Source: "Admin vs. Standard User Permissions").

Why "Cloud Marketing Manager (C)" Is Incorrect:

No Standard Permission Set:

"Cloud Marketing Manager" is not a standard Salesforce Data Cloud permission set. This
option may conflate Marketing Cloud roles (e.g., Marketing Manager) with Data Cloud’s
permission structure.

Marketing Cloud vs. Data Cloud:

While Marketing Cloud has roles like "Marketing Manager," Data Cloud uses distinct
permission sets (Admin, User, Data Aware Specialist). Segment Intelligence is a Data
Cloud feature and requires Data Cloud-specific permissions.

Other Options:

Data Cloud Data Aware Specialist (A): Provides read-only access to data governance tools
but lacks permissions to configure Segment Intelligence.

Data Cloud User (B): Allows basic segment activation and viewing but cannot set up AI-
driven insights.

Steps to Validate:

Step 1: Assign the Data Cloud Admin permission set via Setup > Users > Permission Sets.

Step 2: Navigate to Data Cloud > Segment Intelligence to configure analytics, review AI
recommendations, and optimize segments.

Step 3: Use insights to refine targeting and measure ROI improvements.

Conclusion: The Data Cloud Admin permission set is required to configure and
leverage Segment Intelligence, as it provides the necessary administrative rights to Data
Cloud’s advanced analytics and AI tools. "Cloud Marketing Manager" is not a valid
permission set in Data Cloud.

Questions # 10:

When trying to disconnect a data source an error will be generated if it has which two
dependencies associated with it?

Choose 2 answers

Options:

 A.
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Activation

 B.

Data stream

 C.

Segment

 D.

Activation target

Answer

B, C
Explanation

When disconnecting a data source in Salesforce Data Cloud, the system checks for active
dependencies that rely on the data source. Based on Salesforce’s official documentation
(Disconnect a Data Source), the error occurs if the data source has data
streams or segments associated with it. Here’s the breakdown:

Key Dependencies That Block Disconnection

Data Stream (Option B):

Why It Matters:A data stream is the pipeline that ingests data from the source into Data
Cloud. If an active data stream is connected to the data source, disconnecting the source
will fail because the stream depends on it for ongoing data ingestion.

Resolution:Delete or pause the data stream first.

Documentation Reference:"Before disconnecting a data source, delete all data streams
that are associated with it." (Salesforce Help Article)

Segment (Option C):

Why It Matters:Segments built using data from the source will reference that data source.
Disconnecting the source would orphan these segments, so the system blocks the action.

Resolution:Delete or modify segments that depend on the data source.

Documentation Reference:"If there are segments that use data from the data source, you
must delete those segments before disconnecting the data source." (Salesforce Help
Article)

Why Other Options Are Incorrect
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Activation (A):Activations send segments to external systems (e.g., Marketing Cloud) but
do not directly depend on the data source itself. The dependency chain is Segment →
Activation, not Data Source → Activation.

Activation Target (D):Activation targets (e.g., Marketing Cloud) are destinations and do not
tie directly to the data source.

Steps to Disconnect a Data Source

Delete Dependent Segments:Navigate to Data Cloud > Segments and remove any
segments built using the data source.

Delete or Pause Data Streams:Go to Data Cloud > Data Streams and delete streams linked
to the data source.

Disconnect the Data Source:Once dependencies are resolved, disconnect the source
via Data Cloud > Data Sources.

Questions # 11:

A customer creates a large segment of customers that placed orders in the last 30 days, and
adds related attributes from the… to the activation. Upon checking the activation in Marketing
Cloud, they notice It contains orders that are older than 30 days.

What should a consultant do to resolve this issue?

Options:

 A.

use data graphs that contain only 30 days of data.

 B.

Apply a data space fitter to exclude orders older than 30 days.

 C.

Apply a filter to Purchase Order Date to exclude orders older than 30 days.

 D.

Use SQL in Marketing Cloud Engagement to remove orders older than 30 days.
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Answer

C
Explanation

The issue arises because the activated segment in Marketing Cloud contains orders older
than 30 days, despite the segment being defined to include only recent orders. The best
solution is to apply a filter to the Purchase Order Date to exclude older orders. Here’s why:

Understanding the Issue

The segment includes related attributes from the purchase order data.

Despite filtering for orders placed in the last 30 days, older orders are appearing in the
activation.

Why Apply a Filter to Purchase Order Date?

Root Cause :

The related attributes (e.g., purchase order details) may not be filtered by the same
criteria as the segment.

Without a specific filter on the Purchase Order Date , older orders may inadvertently be
included.

Solution Approach :

Applying a filter directly to the Purchase Order Date ensures that only orders within the
desired timeframe are included in the activation.

Other Options Are Less Suitable :

A. Use data graphs that contain only 30 days of data : Data graphs are not typically used
to filter data for activations.

B. Apply a data space filter to exclude orders older than 30 days : Data space filters apply
globally and may unintentionally affect other use cases.

D. Use SQL in Marketing Cloud Engagement to remove orders older than 30 days : This is
a reactive approach and does not address the root cause in Data Cloud.

Steps to Resolve the Issue

Step 1: Review the Segment Definition

Confirm that the segment filters for orders placed in the last 30 days.

Step 2: Add a Filter to Purchase Order Date

Modify the activation configuration to include a filter on the Purchase Order Date ,
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ensuring only orders within the last 30 days are included.

Step 3: Test the Activation

Publish the segment again and verify that the activation in Marketing Cloud contains only
the desired orders.

Conclusion

By applying a filter to the Purchase Order Date , the consultant ensures that only orders
placed in the last 30 days are included in the activation, resolving the issue effectively.

Questions # 12:

Which two steps should a consultant take if a successfully configured Amazon S3 data

stream fails to refresh with a "NO FILE FOUND" error message?

Choose 2 answers

Options:

 A.

Check if correct permissions are configured for the Data Cloud user.

 B.

Check if the Amazon S3 data source is enabled in Data Cloud Setup.

 C.

Check If the file exists in the specified bucket location.

 D.

Check if correct permissions are configured for the S3 user.

Answer

A, C
Explanation

A “NO FILE FOUND” error message indicates that Data Cloud cannot access or locate the
file from the Amazon S3 source. There are two possible reasons for this error and two
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corresponding steps that a consultant should take to troubleshoot it:

The Data Cloud user does not have the correct permissions to read the file from the
Amazon S3 bucket. This could happen if the user’s permission set or profile does not
include the Data Cloud Data Stream Read permission, or if the user’s Amazon S3
credentials are invalid or expired. To fix this issue, the consultant should check and
update the user’s permissions and credentials in Data Cloud and Amazon S3, respectively.

The file does not exist in the specified bucket location. This could happen if the file name
or path has changed, or if the file has been deleted or moved from the Amazon S3 bucket.
To fix this issue, the consultant should check and verify the file name and path in the
Amazon S3 bucket, and update the data stream configuration in Data Cloud
accordingly. References: Create Amazon S3 Data Stream in Data Cloud, How to Use the
Amazon S3 Storage Connector in Data Cloud, Amazon S3 Connection

Questions # 13:

Northern Trail Outfitters uploads new customer data to an Amazon S3 Bucket on a daily basis
to be ingested in Data Cloud. Based on this, a calculated insight is created that shows the total
spend per customer in the last 30 days.

In which sequence should each process be run to ensure that freshly imported data is ready
and available to use for any segment?

Options:

 A.

Refresh Data Stream > Identity Resolution > Calculated Insight

 B.

Refresh Data Stream > Calculated Insight > Identity Resolution

 C.

Calculated Insight > Refresh Data Stream > Identity Resolution

 D.

Identity Resolution > Refresh Data Stream > Calculated Insight

Answer

A
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Explanation

To ensure that freshly imported data is ready and available for use in any segment, the
processes should be run in the following sequence: Refresh Data Stream > Identity
Resolution > Calculated Insight . Here’s why:

Understanding the Requirement

Northern Trail Outfitters uploads new customer data daily to an Amazon S3 bucket, which
is ingested into Data Cloud.

A calculated insight is created to show the total spend per customer in the last 30 days.

The goal is to ensure that the data is properly refreshed, resolved, and processed before
being used in segments.

Why This Sequence?

Step 1: Refresh Data Stream

Before any processing can occur, the data stream must be refreshed to ingest the latest
data from the Amazon S3 bucket.

This ensures that the most up-to-date customer data is available in Data Cloud.

Step 2: Identity Resolution

After refreshing the data stream, identity resolution must be performed to merge related
records into unified profiles.

This step ensures that customer data is consolidated and ready for analysis.

Step 3: Calculated Insight

Once identity resolution is complete, the calculated insight can be generated to calculate
the total spend per customer in the last 30 days.

This ensures that the insight is based on the latest and most accurate data.

Other Options Are Incorrect :

B. Refresh Data Stream > Calculated Insight > Identity Resolution : Calculated insights
cannot be generated before identity resolution because they rely on unified profiles.

C. Calculated Insight > Refresh Data Stream > Identity Resolution : Calculated insights
require both fresh data and resolved identities, so this sequence is invalid.

D. Identity Resolution > Refresh Data Stream > Calculated Insight : Identity resolution
cannot occur without first refreshing the data stream to bring in the latest data.

Conclusion
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The correct sequence is Refresh Data Stream > Identity Resolution > Calculated Insight ,
ensuring that the data is properly refreshed, resolved, and processed before being used in
segments.

Questions # 14:

The recruiting team at Cumulus Financial wants to identify which candidates have browsed the
jobs page on its website at least twice within the last 24 hours. They want the information
about these

candidates to be available for segmentation in Data Cloud and the candidates added to their
recruiting system.

Which feature should a consultant recommend to achieve this goal?

Options:

 A.

Streaming data transform

 B.

Streaming insight

 C.

Calculated insight

 D.

Batch bata transform

Answer

B
Explanation

A streaming insight is a feature that allows users to create and monitor real-time metrics
from streaming data sources, such as web and mobile events. A streaming insight can also
trigger data actions, such as sending notifications, creating records, or updating fields,
based on the metric values and conditions. Therefore, a streaming insight is the best
feature to achieve the goal of identifying candidates who have browsed the jobs page on
the website at least twice within the last 24 hours, and adding them to the recruiting
system. The other options are incorrect because:
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A streaming data transform is a feature that allows users to transform and enrich
streaming data using SQL expressions, such as filtering, joining, aggregating, or
calculating values. However, a streaming data transform does not provide the ability to
monitor metrics or trigger data actions based on conditions.

A calculated insight is a feature that allows users to define and calculate multidimensional
metrics from data using SQL expressions, such as LTV, CSAT, or average order value.
However, a calculated insight is not suitable for real-time data analysis, as it runs on a
scheduled basis and does not support data actions.

A batch data transform is a feature that allows users to create and schedule complex data
transformations using a visual editor, such as joining, aggregating, filtering, or appending
data. However, a batch data transform is not suitable for real-time data analysis, as it runs
on a scheduled basis and does not support data actions. References: Streaming
Insights, Create a Streaming Insight, Use Insights in Data Cloud, Learn About Data Cloud
Insights, Data Cloud Insights Using SQL, Streaming Data Transforms, Get Started with
Batch Data Transforms in Data Cloud, Transformations for Batch Data Transforms, Batch
Data Transforms in Data Cloud: Quick Look, Salesforce Data Cloud: AI CDP.

Questions # 15:

Northern Trail Outfitters uploads new customer data to an Amazon S3 Bucket on a daily

basis to be ingested in Data Cloud.

In what order should each process be run to ensure that freshly imported data is ready and
available

to use for any segment?

Options:

 A.

Calculated Insight > Refresh Data Stream > Identity Resolution

 B.

Refresh Data Stream > Calculated Insight > Identity Resolution

 C.

Identity Resolution > Refresh Data Stream > Calculated Insight

 D.

Refresh Data Stream > Identity Resolution > Calculated Insight
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Answer

D
Explanation

 To ensure that freshly imported data from an Amazon S3 Bucket is ready and available to
use for any segment, the following processes should be run in this order:

Refresh Data Stream: This process updates the data lake objects in Data Cloud with the
latest data from the source system. It can be configured to run automatically or manually,
depending on the data stream settings1. Refreshing the data stream ensures that Data
Cloud has the most recent and accurate data from the Amazon S3 Bucket.

Identity Resolution: This process creates unified individual profiles by matching and
consolidating source profiles from different data streams based on the identity resolution
ruleset. It runs daily by default, but can be triggered manually as well2. Identity resolution
ensures that Data Cloud has a single view of each customer across different data sources.

Calculated Insight: This process performs calculations on data lake objects or CRM data
and returns a result as a new data object. It can be used to create metrics or measures for
segmentation or analysis purposes3. Calculated insights ensure that Data Cloud has the
derived data that can be used for personalization or activation.

1: Configure Data Stream Refresh and Frequency - Salesforce

2: Identity Resolution Ruleset Processing Results - Salesforce

3: Calculated Insights - Salesforce

Questions # 16:

A consultant is troubleshooting a segment error.

Which error message is solved by using calculated insights Instead of nested segments?

Options:

 A.

Segment is too complex.

 B.

Multiple population counts are in progress.
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 C.

Segment population count failed.

 D.

Segment can't be published.

Answer

A
Explanation

 Segment Errors in Data Cloud: Segments in Salesforce Data Cloud can encounter errors
due to various reasons, including complexity and nested segments.

 Calculated Insights vs. Nested Segments:

Complex Segments: If a segment is too complex due to extensive nesting or numerous
conditions, it can lead to errors.

Simplification with Calculated Insights: Using calculated insights can simplify segment
creation by pre-computing and storing complex logic or aggregations, which can then be
referenced directly in the segment.

 Solution:

Step 1: Identify the segment causing the "Segment is too complex" error.

Step 2: Break down complex logic into calculated insights.

Step 3: Use these calculated insights in segment definitions to reduce complexity.

 References:

Salesforce Data Cloud Calculated Insights

Salesforce Data Cloud Segment Creation

Questions # 17:

A user needs permissions to access Data Cloud to create, manage, and activate segments,
However, the user should not be allowed to created reports or manage data sources.

Which permission set should the consultant assign?
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Options:

 A.

Data Cloud Marketing Specialist

 B.

Data Cloud Marketing Manager

 C.

Data Cloud Data Aware Specialist

 D.

Data Cloud user

Answer

A
Explanation

To grant a user permissions to create, manage, and activate segments without allowing
them to create reports or manage data sources, the consultant should assign the Data
Cloud Marketing Specialist permission set. Here’s why:

Understanding the Role Requirements :

The user needs access to segment creation, management, and activation.

The user should not have permissions to create reports or manage data sources, which
are higher-level administrative tasks.

Why Data Cloud Marketing Specialist?

The Data Cloud Marketing Specialist permission set provides access to segment-related
functionalities, including creating, managing, and activating segments.

It excludes permissions for creating reports or managing data sources, aligning perfectly
with the stated requirements.

Steps to Assign the Permission Set :

Step 1: Navigate to Setup > Users > Permission Sets in Salesforce.

Step 2: Locate and assign the Data Cloud Marketing Specialist permission set to the user.

Step 3: Verify that the user has the required permissions by testing their access in Data
Cloud.
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Why Not Other Options?

B. Data Cloud Marketing Manager: This permission set includes broader permissions, such
as managing campaigns and audiences, which are not required for this role.

C. Data Cloud Data Aware Specialist: This role focuses on data ingestion and
transformation, not segment management.

D. Data Cloud User: This is a basic permission set that provides limited access and does
not include segment management capabilities.

By assigning the Data Cloud Marketing Specialist permission set, the consultant ensures
that the user has the necessary permissions without overextending their access.

Questions # 18:

A consultant is integrating an Amazon 53 activated campaign with the customer's destination
system.

In order for the destination system to find the metadata about the segment, which file on the
53 will contain this information for processing?

Options:

 A.

The .txt file

 B.

The json file

 C.

The .csv file

 D.

The .zip file

Answer

B
Explanation
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 The file on the Amazon S3 that will contain the metadata about the segment for
processing is B. The json file. The json file is a metadata file that is generated along with
the csv file when a segment is activated to Amazon S3. The json file contains information
such as the segment name, the segment ID, the segment size, the segment attributes, the
segment filters, and the segment schedule. The destination system can use this file to
identify the segment and its properties, and to match the segment data with the
corresponding fields in the destination system. References: Salesforce Data Cloud
Consultant Exam Guide, Amazon S3 Activation

Questions # 19:

A rideshare company wants to send an email to customers that provides a year-in-review with
five "fun" trip statistics, such as destination, distance traveled, etc. This raw data arrives into
Data Cloud and is not aggregated at source.

The company creates a segment of customers that had at least one ride in the last 365 days.

Following best practices, which solution should the consultant recommend in Data Cloud to
personalize the content of the email?

Options:

 A.

Use a data transform to aggregate the statistics and map them to direct attributes on
Individual to include in the activation.

 B.

Create five calculated insights for the activation and add dimension filters.

 C.

Use a data action to send each ride as an event to Marketing Cloud Engagement, then use
AMP script to summarize this data in the email.

 D.

Include related attributes in the activation for the last 365 days.

Answer

A
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Explanation

To personalize the content of the email with five "fun" trip statistics, the consultant should
recommend using a data transform to aggregate the statistics and map them to direct
attributes on the Individual object for inclusion in the activation. Here’s why:

Understanding the Requirement

The rideshare company wants to send personalized emails to customers with aggregated
trip statistics (e.g., destination, distance traveled).

The raw data is not aggregated at the source, so it must be processed in Data Cloud.

Why Use a Data Transform?

Aggregating Statistics :

A data transform can aggregate the raw trip data (e.g., summing distances, counting
destinations) into meaningful statistics for each customer.

This ensures that the data is summarized and ready for personalization.

Mapping to Direct Attributes :

The aggregated statistics can be mapped to direct attributes on the Individual object.

These attributes can then be included in the activation and used to personalize the email
content.

Other Options Are Less Suitable :

B. Create five calculated insights for the activation and add dimension filters : While
calculated insights are useful, creating five separate insights is inefficient compared to a
single data transform.

C. Use a data action to send each ride as an event to Marketing Cloud Engagement, then
use AMP script to summarize this data in the email : This approach is overly complex and
shifts the aggregation burden to Marketing Cloud, which is not ideal.

D. Include related attributes in the activation for the last 365 days : Including raw data
without aggregation would result in unprocessed information, making personalization
difficult.

Steps to Implement the Solution

Step 1: Create a Data Transform

Use a batch or streaming data transform to aggregate the trip statistics (e.g., total
distance, unique destinations) for each customer.

Step 2: Map Aggregated Data to Individual Object
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Map the aggregated statistics to direct attributes on the Individual object in Data Cloud.

Step 3: Activate the Data

Include the aggregated attributes in the activation for the email campaign.

Step 4: Personalize the Email

Use the activated attributes to personalize the email content with the trip statistics.

Conclusion

Using a data transform to aggregate the statistics and map them to direct attributes on
the Individual object is the most efficient and effective solution for personalizing the email
content.

Questions # 20:

Northern Trail Qutfitters wants to be able to calculate each customer's lifetime value {LTV)

but also create breakdowns of the revenue sourced by website, mobile app, and retail
channels.

What should a consultant use to address this use case in Data Cloud?

Options:

 A.

Flow Orchestration

 B.

Nested segments

 C.

Metrics on metrics

 D.

Streaming data transform

Answer

C
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Explanation

 Metrics on metrics is a feature that allows creating new metrics based on existing metrics
and applying mathematical operations on them. This can be useful for calculating complex
business metrics such as LTV, ROI, or conversion rates. In this case, the consultant can
use metrics on metrics to calculate the LTV of each customer by summing up the revenue
generated by them across different channels. The consultant can also create breakdowns
of the revenue by channel by using the channel attribute as a dimension in the metric
definition. References: Metrics on Metrics, Create Metrics on Metrics

Questions # 21:

During a privacy law discussion with a customer, the customer indicates they need to honor

requests for the right to be forgotten. The consultant determines that Consent API will solve
this

business need.

Which two considerations should the consultant inform the customer about?

Choose 2 answers

Options:

 A.

Data deletion requests are reprocessed at 30, 60, and 90 days.

 B.

Data deletion requests are processed within 1 hour.

 C.

Data deletion requests are submitted for Individual profiles.

 D.

Data deletion requests submitted to Data Cloud are passed to all connected Salesforce clouds.

Answer

C, D
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Explanation

When advising a customer about using the Consent API in Salesforce to comply with
requests for the right to be forgotten, the consultant should focus on two primary
considerations:

Data deletion requests are submitted for Individual profiles (Answer C): The Consent API in
Salesforce is designed to handle data deletion requests specifically for individual profiles.
This means that when a request is made to delete data, it is targeted at the personal data
associated with an individual's profile in the Salesforce system. The consultant should
inform the customer that the requests must be specific to individual profiles to ensure
accurate processing and compliance with privacy laws.

Data deletion requests submitted to Data Cloud are passed to all connected Salesforce
clouds (Answer D): When a data deletion request is made through the Consent API in
Salesforce Data Cloud, the request is not limited to the Data Cloud alone. Instead, it
propagates through all connected Salesforce clouds, such as Sales Cloud, Service Cloud,
Marketing Cloud, etc. This ensures comprehensive compliance with the right to be
forgotten across the entire Salesforce ecosystem. The customer should be aware that the
deletion request will affect all instances of the individual’s data across the connected
Salesforce environments.

Questions # 22:

Cumulus Financial needs to create a composite key on an incoming data source that combines
the fields Customer Region and Customer Identifier.

Which formula function should a consultant use to create a composite key when a primary key
is not available in a data stream?

Options:

 A.

CONCAT

 B.

COMBIN

 C.

COALE

 D.
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CAST

Answer

A
Explanation

 Composite Keys in Data Streams: When working with data streams in Salesforce Data
Cloud, there may be situations where a primary key is not available. In such cases,
creating a composite key from multiple fields ensures unique identification of records.

 Formula Functions: Salesforce provides several formula functions to manipulate and
combine data fields. Among them, the CONCAT function is used to combine multiple
strings into one.

 Creating Composite Keys: To create a composite key using CONCAT, a consultant can
combine the values of Customer Region and Customer Identifier into a single unique
identifier.

Example Formula: CONCAT(Customer_Region, Customer_Identifier)

 References:

Salesforce Documentation: Formula Functions

Salesforce Data Cloud Guide

Questions # 23:

What does the Source Sequence reconciliation rule do in identity resolution?

Options:

 A.

Includes data from sources where the data is most frequently occurring

 B.

Identifies which individual records should be merged into a unified profile by setting a priority
forspecific data sources

 C.

Identifies which data sources should be used in the process of reconcillation by prioritizing
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themost recently updated data source

 D.

Sets the priority of specific data sources when building attributes in a unified profile, such as
afirst or last name

Answer

D
Explanation

The Source Sequence reconciliation rule sets the priority of specific data sources when
building attributes in a unified profile, such as a first or last name. This rule allows you to
define which data source should be used as the primary source of truth for each attribute,
and which data sources should be used as fallbacks in case the primary source is missing
or invalid. For example, you can set the Source Sequence rule to use data from Salesforce
CRM as the first priority, data from Marketing Cloud as the second priority, and data from
Google Analytics as the third priority for the first name attribute. This way, the unified
profile will use the first name value from Salesforce CRM if it exists, otherwise it will use
the value from Marketing Cloud, and so on. This rule helps you to ensure the accuracy and
consistency of the unified profile attributes across different data
sources. References: Salesforce Data Cloud Consultant Exam Guide, Identity
Resolution, Reconciliation Rules

Questions # 24:

A Data Cloud Consultant Is in the process of setting up data streams for a new service-based
data source.

When ingesting Case data, which field is recommended to be associated with the Event Time
field?

Options:

 A.

Last Modified Date

 B.

Resolution Date

 C.
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Escalation Date

 D.

Creation Date

Answer

D
Explanation

The Event Time field is a special field type that captures the timestamp of an event in a
data stream. It is used to track the chronological order of events and to enable time-based
segmentation and activation. When ingesting Case data, the recommended field to be
associated with the Event Time field is the Last Modified Date field. This field reflects the
most recent update to the case and can be used to measure the case duration, resolution
time, and customer satisfaction. The other fields, such as Resolution Date, Escalation
Date, or Creation Date, are not as suitable for the Event Time field, as they may not
capture the latest status of the case or may not be applicable for all
cases. References: Data Stream Field Types, Salesforce Data Cloud Exam Questions

Questions # 25:

A user has built a segment in Data Cloud and is in the process of creating an activation. When
selecting related attributes, they cannot find a specific set of attributes they know to be
related to the

individual.

Which statement explains why these attributes are not available?

Options:

 A.

The segment is not segmenting on profile data.

 B.

The attributes are being used in another activation.

 C.

The desired attributes reside on different related paths.



Page 33 of 35

 D.

Activations can only include 1-to-1 attributes.

Answer

C
Explanation

The correct answer is C, the desired attributes reside on different related paths. When
creating an activation in Data Cloud, you can select related attributes from data model
objects that are linked to the segment entity. However, not all related attributes are
available for every activation. The availability of related attributes depends on the
container path, which is the sequence of data model objects that connects the segment
entity to the related entity. For example, if you segment on the Unified Individual entity,
you can select related attributes from the Order Product entity, but only if the container
path is Unified Individual > Order > Order Product. If the container path is Unified
Individual > Order Line Item > Order Product, then the related attributes from Order
Product are not available for activation. This is because Data Cloud only supports one-to-
many relationships for related attributes, and Order Line Item is a many-to-many junction
object between Order and Order Product. Therefore, you need to ensure that the desired
attributes reside on the same related path as the segment entity, and that the path does
not include any many-to-many junction objects. The other options are incorrect because
they do not explain why the related attributes are not available. The segment entity can
be any data model object, not just profile data. The attributes are not restricted by being
used in another activation. Activations can include one-to-many attributes, not just one-to-
one attributes. References:

Related Attributes in Activation

Considerations for Selecting Related Attributes

Salesforce Launches: Data Cloud Consultant Certification

Create a Segment in Data Cloud

Questions # 26:

Cloud Kicks wants to be able to build a segment of customers who have visited its website
within the previous 7 days.

Which filter operator on the Engagement Date field fits this use case?
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Options:

 A.

Is Between

 B.

Greater than Last Number of

 C.

Next Number of Days

 D.

Last Number of Days

Answer

D
Explanation

The filter operator Last Number of Days allows you to filter on date fields using a relative
date range that specifies the number of days before today. For example, you can use this
operator to filter on customers who have visited your website in the last 7 days, or the last
30 days, or any number of days you want. This operator is useful for creating dynamic
segments that update automatically based on the current date12. References:

Relative Date Filter Reference

Create Filtered Segments
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