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Questions # 1:

A company needs to ensure that an IAM group that contains database administrators can
perform operations only within Amazon RDS. The company must ensure that the members of
the IAM group cannot access any other AWS services.

Options:

O A.

Create an IAM policy that includes a statement that has the Effect "Allow" and the Action
"rds:". Attach the IAM policy to the IAM group.

O B.

Create an IAM policy that includes two statements. Configure the first statement to have the
Effect "Allow" and the Action "rds:". Configure the second statement to have the Effect "Deny"
and the Action "". Attach the IAM policy to the IAM group.

O C.

Create an IAM policy that includes a statement that has the Effect "Deny" and the NotAction
"rds:". Attach the IAM policy to the IAM group.

O D.

Create an IAM policy with a statement that includes the Effect "Allow" and the Action "rds:".
Include a permissions boundary that has the Effect "Allow" and the Action "rds:". Attach the
IAM policy to the IAM group.

Answer

C
Explanation

To enforce that IAM users can only access Amazon RDS and no other AWS services, the
recommended approach is to use a Deny statement with NotAction. This ensures that all
actions are denied except RDS actions. Options A and B do not fully achieve the
restriction: A only allows RDS but does not explicitly deny access to other services if
another policy grants access; B’s explicit Deny for “*” would override all other
permissions, including the intended RDS Allow, which would result in no access at all.
Option D with permissions boundaries still allows other attached policies to grant access
outside RDS. Therefore, C is the correct approach to enforce RDS-only access.

[References:* IAM JSON Policy Elements — Effect, Action, NotAction, and Denye* AWS Well-
Architected Framework — Security Pillar: Least privilege, ]

Page 2 of 15



Questions # 2:

A company runs a critical public application on Amazon Elastic Kubernetes Service (Amazon
EKS) clusters. The application has a microservices architecture. The company needs to
implement a solution that collects, aggregates, and summarizes metrics and logs from the
application in a centralized location.

Which solution will meet these requirements in the MOST operationally efficient way?

Options:
O A.

Run the Amazon CloudWatch agent in the existing EKS cluster. Use a CloudWatch dashboard
to view the metrics and logs.

O B.

Configure a data stream in Amazon Kinesis Data Streams. Use Amazon Kinesis Data Firehose
to read events and to deliver the events to an Amazon S3 bucket. Use Amazon Athena to view
the events.

O C.

Configure AWS CloudTrail to capture data events. Use Amazon OpenSearch Service to query
CloudTrail.

O D.

Configure Amazon CloudWatch Container Insights in the existing EKS cluster. Use a
CloudWatch dashboard to view the metrics and logs.

Answer

D
Explanation

Amazon CloudWatch Container Insightsis designed for monitoring containerized
environments like EKS. It provides native support for collecting and visualizing metrics and
logs in a centralized location through CloudWatch dashboards, offering the most
operationally efficient solution.

Option A:Using the CloudWatch agent provides basic metrics but lacks the specific insights
required for containerized applications.

Option B:Kinesis Data Streams and Firehose add unnecessary complexity for this use case.
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Option C:CloudTrail is for auditing API activity and is not designed for application metrics
and log aggregation.

AWS Documentation References:

Amazon CloudWatch Container Insights

Questions # 3:

A company runs an application on Amazon EC2 instances. The application needs to access an
Amazon RDS database. The company wants to grant the EC2 instances access permissions to
the RDS database while following the principle of least privilege.

Which solution will meet these requirements?

Options:
O A.

Create an IAM user that has a policy that grants administrative permissions. Use the IAM
user's access keys on the EC2 instances to access the RDS database.

O B.

Create an IAM user that has a policy that grants the minimum required permissions to access
the RDS database. Embed the IAM user's access keys on the EC2 instances to access the RDS
database.

O C.

Create an IAM role that has a policy that grants the minimum required permissions to access
the RDS database. Attach the IAM role access key and the IAM role secret key to the EC2
instance profile.

O D.

Create an IAM role that has a policy that grants the minimum required permissions to access
the RDS database. Attach the IAM role to an EC2 instance profile. Associate the instance
profile with the instances.

Answer

D
Explanation
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The best practice for granting AWS resource access to EC2 instances is to use IAM roles,
not users or long-lived access keys. You create an IAM role with a policy that grants the
minimum permissions required, then attach that role to an instance profile associated with
the EC2 instance. The instance then automatically receives temporary credentials for AWS
service access.

AWS Documentation Extract:

"Attach an IAM role to your EC2 instances to securely grant permissions to AWS services
according to the principle of least privilege. Never embed access keys in EC2 instances."

(Source: AWS EC2 documentation, IAM Roles for EC2)
A, B: Using IAM users and embedding keys violates security best practices.

C: IAM role credentials are automatically managed and never need to be manually
attached as keys.

[Reference: AWS Certified Solutions Architect - Official Study Guide, IAM Roles and EC2., ]

Questions # 4:

A company is developing a containerized web application that needs to be highly available
and scalable. The application requires access to GPU resources.

Options:
O A.

Package the application as an AWS Lambda function in a container image. Use Lambda to run
the containerized application on a runtime with GPU access.

O B.

Deploy the application container to Amazon Elastic Kubernetes Service (Amazon EKS). Use
AWS Fargate to manage compute resources and access to GPU resources.

O C.

Deploy the application container to Amazon Elastic Container Registry (Amazon ECR). Use
Amazon ECR to run the containerized application with an attached GPU.

O D.

Run the application on Amazon EC2 instances from a GPU instance family by using Amazon
Elastic Container Service (Amazon ECS) for orchestration.
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Answer

D

Explanation

Why Option D is Correct:

GPU Access: Only EC2 instances in the GPU family (e.g., P2, P3) can provide GPU
resources.

ECS Orchestration: Simplifies container deployment and management.

Why Other Options Are Not Ideal:

Option A: Lambda does not support GPU-based runtimes.

Option B: AWS Fargate does not support GPU-based workloads.

Option C: ECR is a container registry, not an orchestration or execution service.
AWS References:

Amazon ECS with GPU Instances:AWS Documentation - ECS GPU Instances

Questions # 5:

A company wants to migrate applications from its on-premises servers to AWS. As a first step,
the company is modifying and migrating a non-critical application to a single Amazon EC2
instance. The application will store information in an Amazon S3 bucket. The company needs
to follow security best practices when deploying the application on AWS.

Which approach should the company take to allow the application to interact with Amazon S37?

Options:
O A.

Store the files in an Amazon S3 bucket. Use the S3 Glacier Instant Retrieval storage class.
Create an S3 Lifecycle policy to transition the files to the S3 Glacier Deep Archive storage
class after 1 year.

O B.

Store the files in an Amazon S3 bucket. Use the S3 Standard storage class. Create an S3
Lifecycle policy to transition the files to the S3 Glacier Flexible Retrieval storage class after 1
year.
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O C.

Store the files on an Amazon Elastic Block Store (Amazon EBS) volume. Use Amazon Data
Lifecycle Manager to create snapshots of the EBS volumes and to store those snapshots in
Amazon S3.

O D.

Store the files on an Amazon Elastic File System (Amazon EFS) mount. Configure EFS lifecycle
management to transition the files to the EFS Standard-Infrequent Access (Standard-I1A)
storage class after 1 year.

Answer

A
Explanation

The company’s requirements are:

Store gigabytes of rarely accessed files daily.

Files must be available within minutes during the first year.
Retain files for 7 years cost-effectively.

The S3 Glacier Instant Retrieval storage class provides low-cost, long-term storage for
data accessed occasionally, with millisecond retrieval time. This fits the requirement for
availability within minutes during the first year. After one year, transitioning files to S3
Glacier Deep Archive (the lowest cost S3 storage class) with longer retrieval times is cost-
effective for data retention over 7 years.

Option B uses S3 Standard and Glacier Flexible Retrieval, which is higher cost during the
first year and slower retrieval times. Option C is less cost-efficient because EBS volumes
are expensive for rarely accessed data and snapshots incur additional costs. Option D
uses EFS, which is designed for low-latency file storage but is more expensive than S3
Glacier classes for long-term archival.

[References:, Amazon S3 Storage Classes
(https://docs.aws.amazon.com/AmazonS3/latest/userguide/storage-class-intro.html), S3
Glacier Instant Retrieval
(https://aws.amazon.com/s3/storage-classes/glacier-instant-retrieval/), Amazon S3
Lifecycle Management
(https://docs.aws.amazon.com/AmazonS3/latest/userguide/lifecycle-configuration-example
s.html), AWS Well-Architected Framework — Cost Optimization Pillar
(https://d1.awsstatic.com/whitepapers/architecture/AWS_Well-Architected_Framework.pdf)
9000l
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Questions # 6:

A company runs all its business applications in the AWS Cloud. The company uses AWS
Organizations to manage multiple AWS accounts.

A solutions architect needs to review all permissions granted to IAM users to determine which
users have more permissions than required.

Which solution will meet these requirements with the LEAST administrative overhead?

Options:
O A.

Use Network Access Analyzer to review all access permissions in the company's AWS
accounts.

O B.

Create an AWS CloudWatch alarm that activates when an IAM user creates or modifies
resources in an AWS account.

O C.

Use AWS Identity and Access Management (IAM) Access Analyzer to review all the company's
resources and accounts.

O D.

Use Amazon Inspector to find vulnerabilities in existing IAM policies.

Answer

C
Explanation

IAM Access Analyzer analyzes permissions granted using policies to determine what
resources are shared with an external entity, and helps identify excessive permissions or
least privilege violations across all accounts in an AWS Organization. It is specifically
designed for reviewing and refining IAM permissions with minimal administrative effort.

AWS Documentation Extract:

“IAM Access Analyzer helps you identify the resources in your organization and accounts,
such as Amazon S3 buckets or IAM roles, that are shared with an external entity. You can
also use Access Analyzer policy checks to refine permissions and implement least
privilege.”
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(Source: IAM Access Analyzer documentation)

A: Network Access Analyzer is for VPC network access analysis, not IAM permissions.
B: CloudWatch alarms are not suitable for detailed permission analysis.

D: Amazon Inspector is for security vulnerability assessment, not IAM policy review.

[Reference: AWS Certified Solutions Architect - Official Study Guide, IAM Security
Analysis., ]

Questions # 7:

A company needs to accommodate traffic for a web application that the company hosts on
AWS, especially during peak usage hours.

The application uses Amazon EC2 instances as web servers, an Amazon RDS DB instance for
database operations, and an Amazon S3 bucket to store transaction documents. The
application struggles to scale effectively and experiences performance issues.

The company wants to improve the scalability of the application and prevent future
performance issues. The company also wants to improve global access speeds to the
transaction documents for the company's global users.

Which solution will meet these requirements?

Options:
O A.

Place the EC2 instances in Auto Scaling groups to scale appropriately during peak usage
hours. Use Amazon RDS read replicas to improve database read performance. Deploy an
Amazon CloudFront distribution that uses Amazon S3 as the origin.

O B.

Increase the size of the EC2 instances to provide more compute capacity. Use Amazon
ElastiCache to reduce database read loads. Use AWS Global Accelerator to optimize the
delivery of the transaction documents that are in the S3 bucket.

O C.

Transition workloads from the EC2 instances to AWS Lambda functions to scale in response to
the usage peaks. Migrate the database to an Amazon Aurora global database to provide cross-
Region reads. Use AWS Global Accelerator to deliver the transaction documents that are in the
S3 bucket.

O D.
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Convert the application architecture to use Amazon Elastic Container Service (Amazon ECS)
containers. Configure a Multi-AZ deployment of Amazon RDS to support database operations.
Replicate the transaction documents that are in the S3 bucket across multiple AWS Regions.

Answer

A
Explanation

This question centers on improving scalability and global access performance.

Auto Scaling groups enable EC2 instances to scale dynamically in response to demand,
ensuring availability during peak hours without manual intervention. Amazon RDS read
replicas offload read traffic, improving read throughput and reducing latency on the
primary database instance. Deploying Amazon CloudFront with S3 as origin accelerates
delivery of static transaction documents globally by caching content at edge locations,
reducing latency for users worldwide.

Option B focuses on vertical scaling (larger instances) and caching with ElastiCache, but it
does not address global content delivery optimally. AWS Global Accelerator accelerates
network traffic but is better suited for accelerating TCP and UDP traffic; CloudFront is
generally preferred for HTTP content delivery.

Option C migrates workloads to Lambda and Aurora global databases, which is an
advanced and potentially costly redesign that may not be necessary. Option D suggests
moving to ECS and multi-AZ RDS but does not address global content delivery efficiently.

Therefore, option A uses proven scalability and caching best practices aligned with AWS
Well-Architected Framework pillars for performance and operational excellence.

[References:, AWS Well-Architected Framework — Performance Efficiency Pillar
(https://d1.awsstatic.com/whitepapers/architecture/AWS_Well-Architected_Framework.pdf)
, Amazon EC2 Auto Scaling
(https://docs.aws.amazon.com/autoscaling/ec2/userguide/what-is-amazon-ec2-auto-scalin
g.html), Amazon RDS Read Replicas
(https://docs.aws.amazon.com/AmazonRDS/latest/UserGuide/USER_ReadRepl.html),
Amazon CloudFront Overview
(https://docs.aws.amazon.com/AmazonCloudFront/latest/DeveloperGuide/Introduction.html
Jo ol

Questions # 8:

A company is preparing to store confidential data in Amazon S3. For compliance reasons, the
data must be encrypted at rest. Encryption key usage must be logged for auditing purposes.
Keys must be rotated every year.
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Which solution meets these requirements and is the MOST operationally efficient?

Options:

O A.

Server-side encryption with customer-provided keys (SSE-C)

O B.

Server-side encryption with Amazon S3 managed keys (SSE-S3)

O C.

Server-side encryption with AWS KMS keys (SSE-KMS) with manual rotation
O D.

Server-side encryption with AWS KMS keys (SSE-KMS) with automatic rotation

Answer

D
Explanation

SSE-KMS: Server-side encryption with AWS Key Management Service (SSE-KMS) provides
robust encryption of data at rest, integrated with AWS KMS for key management and
auditing.

Automatic Key Rotation: By enabling automatic rotation for the KMS keys, the system
ensures that keys are rotated annually without manual intervention, meeting compliance
requirements.

Logging and Auditing: AWS KMS automatically logs all key usage and management actions
in AWS CloudTrail, providing the necessary audit logs.

Implementation:

Create a KMS key with automatic rotation enabled.

Configure the S3 bucket to use SSE-KMS with the created KMS key.
Ensure CloudTrail is enabled for logging KMS key usage.

Operational Efficiency: This solution provides encryption, automatic key management, and
auditing in a seamless, fully managed way, reducing operational overhead.

[References:, AWS KMS Automatic Key Rotation, Amazon S3 Server-Side Encryption, , , ,, ]
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Questions # 9:

A company is running a highly sensitive application on Amazon EC2 backed by an Amazon
RDS database Compliance regulations mandate that all personally identifiable information (PIl)
be encrypted at rest.

Which solution should a solutions architect recommend to meet this requirement with the
LEAST amount of changes to the infrastructure?

Options:

O A.

Deploy AWS Certificate Manager to generate certificates Use the certificates to encrypt the
database volume

O B.

Deploy AWS CloudHSM. generate encryption keys, and use the keys to encrypt database
volumes.

o C.

Configure SSL encryption using AWS Key Management Service {AWS KMS) keys to encrypt
database volumes.

O D.

Configure Amazon Elastic Block Store (Amazon EBS) encryption and Amazon RDS encryption
with AWS Key Management Service (AWS KMS) keys to encrypt instance and database
volumes.

Answer

D
Explanation

EBS Encryption:
Default EBS Encryption: Can be enabled for new EBS volumes.

Use of AWS KMS: Specify AWS KMS keys to handle encryption and decryption of data
transparently.

Amazon RDS Encryption:

RDS Encryption: Encrypts the underlying storage for RDS instances using AWS KMS.
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Configuration: Enable encryption when creating the RDS instance or modify an existing
instance to enable encryption.

Least Amount of Changes:

Both EBS and RDS support seamless encryption with AWS KMS, requiring minimal changes
to the existing infrastructure.

Enables compliance with regulatory requirements without modifying the application.

Operational Efficiency: Using AWS KMS for both EBS and RDS ensures a consistent,
managed approach to encryption, simplifying key management and enhancing security.

[References:, Amazon EBS Encryption, Amazon RDS Encryption, AWS Key Management
Service, , ,, ]

Questions # 10:

A company uses Amazon Redshift to store structured data and Amazon S3 to store
unstructured data. The company wants to analyze the stored data and create business
intelligence reports. The company needs a data visualization solution that is compatible with
Amazon Redshift and Amazon S3.

Which solution will meet these requirements?

Options:
O A.

Use Amazon Redshift query editor v2 to analyze data stored in Amazon Redshift. Use Amazon
Athena to analyze data stored in Amazon S3. Use Amazon QuickSight to access Amazon
Redshift and Athena, visualize the data analyses, and create business intelligence reports.

O B.

Use Amazon Redshift Serverless to analyze data stored in Amazon Redshift. Use Amazon S3
Object Lambda to analyze data stored in Amazon S3. Use Amazon Managed Grafana to access
Amazon Redshift and Object Lambda, visualize the data analyses, and create business
intelligence reports.

O C.

Use Amazon Redshift Spectrum to analyze data stored in Amazon Redshift. Use Amazon
Athena to analyze data stored in Amazon S3. Use Amazon QuickSight to access Amazon
Redshift and Athena, visualize the data analyses, and create business intelligence reports.

O D.
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Use Amazon OpenSearch Service to analyze data stored in Amazon Redshift and Amazon S3.
Use Amazon Managed Grafana to access OpenSearch Service, visualize the data analyses, and
create business intelligence reports.

Answer

C

Explanation

Comprehensive and Detailed Explanation From Exact Extract of Amazon Web

Services (AWS) Architect documents:

This solution leverages:

Amazon Redshift Spectrum to query S3 data directly from Redshift.

Amazon Athena for ad-hoc analysis of S3 data.

Amazon QuickSight for unified visualization from multiple data sources.
“Redshift Spectrum enables you to run queries against exabytes of data in Amazon S3
without having to load or transform the data.”

“QuickSight supports both Amazon Redshift and Amazon Athena as data sources.”
— Redshift Spectrum
— Amazon QuickSight Supported Data Sources

This architecture allows scalable querying and visualization with minimum ETL
overhead, ideal for Bl dashboards.

Incorrect Options:

A: The query editor is not a Bl tool.

B, D: Grafana is better for time-series data, not structured analytics or Bl reports.

[References:, Redshift Spectrum, Amazon QuickSight Integration, , , , ]
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