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Questions # 1:

A company is planning to deploy a data processing platform on AWS. The data
processingplatform is based on PostgreSQL. The company stores the data that the platform
must process on premises.

To comply with regulations, the company must not migrate the data to the cloud. However,
the company wants to use AWS managed data analytics solutions.

Which solution will meet these requirements?

Options:
O A.

Create an Amazon RDS for PostgreSQL database in a VPC. Create an interface VPC endpoint to
connect the on-premises PostgreSQL database to the RDS for PostgreSQL database.

O B.

Create Amazon EC2 instances in an Auto Scaling group on AWS Outposts. Install PostgreSQL
data analytics software on the instances.

O C.

Create an Amazon EMR cluster on AWS Outposts. Connect the EMR cluster to the on-premises
PostgreSQL database to perform data processing locally.

O D.

Create an Amazon EMR cluster in a VPC. Connect the EMR cluster to Amazon RDS for SQL
Server with a linked server to connect to the company's data processing platform.

Answer

C
Explanation

AWS Outposts extends AWS infrastructure and services to on-premises locations. Running
Amazon EMR on Outposts allows for processing data that resides locally while benefiting
from the managed services of EMR. This enables compliance with data residency
requirements and provides scalability and manageability for analytics.

[Reference: AWS Documentation - Amazon EMR on Outposts, = ============, | ]

|
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Questions # 2:

A company is designing a solution to capture customer activity on the company's web
applications. The company wants to analyze the activity data to make predictions.

Customer activity on the web applications is unpredictable and can increase suddenly. The
company requires a solution that integrates with other web applications. The solution must
include an authorization step.

Which solution will meet these requirements?

Options:
O A.

Deploy a Gateway Load Balancer (GWLB) in front of an Amazon Elastic Container Service
(Amazon ECS) container instance. Store the data in an Amazon Elastic File System (Amazon
EFS) file system. Configure the applications to pass an authorization header to the GWLB.

O B.

Deploy an Amazon APl Gateway endpoint in front of an Amazon Kinesis data stream. Store the
data in an Amazon S3 bucket. Use an AWS Lambda function to handle authorization.

O C.

Deploy an Amazon APl Gateway endpoint in front of an Amazon Data Firehose delivery stream.
Store the data in an Amazon S3 bucket. Use an APl Gateway Lambda authorizer to handle
authorization.

O D.

Deploy a Gateway Load Balancer (GWLB) in front of an Amazon Elastic Container Service
(Amazon ECS) container instance. Store the data in an Amazon Elastic File System (Amazon
EFS) file system. Use an AWS Lambda function to handle authorization.

Answer

C
Explanation

The requirements specify capturing unpredictable and sudden spikes in customer activity,
integrating easily with other web applications, and including authorization.

Amazon APl Gateway with Lambda authorizer provides a secure, scalable entry point with
flexible authorization mechanisms including token validation.
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Amazon Kinesis Data Firehose is a fully managed service to reliably load streaming data
into destinations such as Amazon S3, which fits well for capturing streaming customer
activity data.

API Gateway integrates natively with Firehose for direct ingestion.
This combination supports unpredictable traffic, smooth scaling, and simple authorization.

Option B uses Kinesis Data Streams, which requires more management than Firehose and
is less optimized for direct API integration. Options A and D use Gateway Load Balancer
and ECS containers plus EFS, which add complexity and are less suited for unpredictable
traffic with integrated authorization.

[References:, Amazon APl Gateway
(https://docs.aws.amazon.com/apigateway/latest/developerguide/welcome.html), Amazon
APl Gateway Lambda authorizers
(https://docs.aws.amazon.com/apigateway/latest/developerguide/apigateway-use-lambda-
authorizer.html), Amazon Kinesis Data Firehose
(https://docs.aws.amazon.com/firehose/latest/dev/what-is-this-service.html), AWS Well-
Architected Framework — Operational Excellence Pillar
(https://d1.awsstatic.com/whitepapers/architecture/AWS_Well-Architected_Framework.pdf)
950

Questions # 3:

A company is using AWS Identity and Access Management (IAM) Access Analyzer to refine IAM
permissions for employee users. The company uses an organization in AWS Organizations and
AWS Control Tower to manage its AWS accounts. The company has designated a specific
member account as an audit account.

A solutions architect needs to set up IAM Access Analyzer to aggregate findings from all
member accounts in the audit account.

What is the first step the solutions architect should take?

Options:
O A.

Use AWS CloudTrail to configure one trail for all accounts. Create an Amazon S3 bucket in the
audit account. Configure the trail to send logs related to access activity to the new S3 bucket
in the audit account.

O B.

Configure a delegated administrator account for IAM Access Analyzer in the AWS Control
Tower management account. In the delegated administrator account for IAM Access Analyzer,
specify the AWS account ID of the audit account.
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O C.

Create an Amazon S3 bucket in the audit account. Generate a new permissions policy, and
add a service role to the policy to give IAM Access Analyzer access to AWS CloudTrail and the
S3 bucket in the audit account.

O D.

Add a new trust policy that includes permissions to allow IAM Access Analyzer to perform
sts:AssumeRole actions. Modify the permissions policy to allow IAM Access Analyzer to
generate policies.

Answer

B
Explanation

The first step is to configure a delegated administrator account for IAM Access Analyzer at
the organization level. Only after delegating the administrator account can you aggregate
Access Analyzer findings from all member accounts into a designated audit account. This
must be set up in the AWS Organizations management account.

AWS Documentation Extract:

“You must designate a delegated administrator for IAM Access Analyzer at the
organization level. The delegated administrator account aggregates findings from all
member accounts.”

(Source: IAM Access Analyzer documentation)

A, C, D: These steps do not establish the organization-wide aggregation required for
Access Analyzer.

[Reference: AWS Certified Solutions Architect - Official Study Guide, Access Analyzer
Delegation., , ]

Questions # 4:

A company needs a solution to integrate transaction data from several Amazon DynamoDB
tables into an existing Amazon Redshift data warehouse. The solution must maintain the
provisioned throughput of DynamoDB.

Which solution will meet these requirements with the LEAST operational overhead?
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Options:
O A.

Create an Amazon S3 bucket. Configure DynamoDB to export to the bucket on a regular
schedule. Use an Amazon Redshift COPY command to read from the S3 bucket.

O B.
Use an Amazon Redshift COPY command to read directly from each DynamoDB table.
O C.

Create an Amazon S3 bucket. Configure an AWS Lambda function to read from the DynamoDB
tables and write to the S3 bucket on a regular schedule. Use Amazon Redshift Spectrum to
access the data in the S3 bucket.

O D.

Use Amazon Athena Federated Query with a DynamoDB connector and an Amazon Redshift
connector to read directly from the DynamoDB tables.

Answer

A
Explanation

DynamoDB export to Amazon S3 (via point-in-time exports or table backups) “does not
consume read capacity” and has no impact on table performance. Once data is in S3,
Amazon Redshift can ingest efficiently with COPY from S3, which is the standard, parallel,
high-throughput load path with minimal management. Direct COPY from DynamoDB (B)
performs a table scan that can consume provisioned throughput, risking throttling.
Building Lambda pipelines (C) adds custom code and scheduling overhead. Athena
federated queries (D) are ad hoc analytics, not optimized for bulk, recurring warehouse
loads. Therefore, exporting to S3 and loading with Redshift COPY maintains DynamoDB
throughput and minimizes operational burden.

[References: DynamoDB — “Export to S3 (no RCU consumption)”; Amazon Redshift —
“COPY from Amazon S3 (parallel load)”; AWS Big Data best practices — “Stage data in S3
for Redshift loads.”, , ]

Questions # 5:

A company is deploying an application that processes streaming data in near-real time. The
company plans to use Amazon EC2 instances for the workload. The network architecture must
be configurable to provide the lowest possible latency between nodes.
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Which networking solution meets these requirements?

Options:

O A.

Place the EC2 instances in multiple VPCs, and configure VPC peering.
O B.

Attach an Elastic Fabric Adapter (EFA) to each EC2 instance.

O C.

Run the EC2 instances in a spread placement group.

O D.

Use Amazon Elastic Block Store (Amazon EBS) optimized instance types.

Answer

B
Explanation

Elastic Fabric Adapter (EFA) is a network interface for Amazon EC2 instances that enables
high throughput, low-latency networking, and OS-bypass capabilities. EFAs are designed
for applications that require fast inter-node communications, such as HPC, ML, and real-
time analytics. EFA provides significantly lower latency than traditional networking, which
is ideal for real-time streaming and processing workloads.

Reference Extract from AWS Documentation / Study Guide:

"Elastic Fabric Adapter (EFA) provides low-latency, high-throughput network
communications required by high-performance computing applications, enabling fast,
scalable, and tightly-coupled workloads on AWS."

Source: AWS Certified Solutions Architect - Official Study Guide, EC2 Networking section.

Questions # 6:

A company is building a new furniture inventory application. The company has deployed the
application on a fleet of Amazon EC2 instances across multiple Availability Zones. The EC2
instances run behind an Application Load Balancer (ALB) in their VPC.
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A solutions architect has observed that incoming traffic seems to favor one EC2 instance,
resulting in latency for some requests.

What should the solutions architect do to resolve this issue?

Options:

O A.

Disable session affinity (sticky sessions) on the ALB.

O B.

Replace the ALB with a Network Load Balancer.

O C.

Increase the number of EC2 instances in each Availability Zone.
O D.

Adjust the frequency of the health checks on the ALB's target group.

Answer

A
Explanation

The issue described in the question, where incoming traffic seems to favor one EC2
instance, is often caused by session affinity (also known as sticky sessions) being enabled
on the Application Load Balancer (ALB). When session affinity is enabled, the ALB routes
requests from the same client to the same EC2 instance. This can cause an imbalance in
traffic distribution, leading to performance bottlenecks on certain instances while others
remain underutilized.

To resolve this issue, disabling session affinity ensures that the ALB distributes incoming
traffic evenly across all EC2 instances, allowing better load distribution and reducing
latency. The ALB will rely on its round-robin or least outstanding requests algorithm
(depending on the configuration) to distribute traffic more evenly across instances.

Option B (Network Load Balancer): The NLB is designed for Layer 4 (TCP) traffic and low
latency use cases, but it is not needed here as the problem is with load balancing logic at
the application layer (Layer 7). The ALB is more appropriate for HTTP/HTTPS traffic.

Option C (Increase EC2 Instances): Adding more EC2 instances does not solve the root
issue of uneven traffic distribution.

Option D (Health Check Frequency): Adjusting health check frequency won't address the
imbalance caused by session affinity.
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AWS References:

Application Load Balancer Sticky Sessions

Questions # 7:

A company stores petabytes of historical medical information on premises. The company has a
process to manage encryption of the data to comply with regulations. The company needs a
cloud-based solution for data backup, recovery, and archiving. The company must retain
control over the encryption key material. Which combination of solutions will meet these
requirements? (Select TWO.)

Options:

O A.

Create an AWS Key Management Service (AWS KMS) key without key material. Import the
company's key material into the KMS key.

O B.

Create an AWS Key Management Service (AWS KMS) encryption key that contains key material
generated by AWS KMS.

O C.

Store the data in Amazon S3 Standard-Infrequent Access (S3 Standard-IA) storage. Use S3
Bucket Keys with AWS Key Management Service (AWS KMS) keys.

O D.

Store the data in an Amazon S3 Glacier storage class. Use server-side encryption with
customer-provided keys (SSE-C).

O E.

Store the data in AWS Snowball devices. Use server-side encryption with AWS KMS keys (SSE-
KMS).

Answer

A, D
Explanation

Option A: Importing customer-managed keys into AWS KMS ensures that encryption key
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material remains under the company’s control.

Option D: S3 Glacier with server-side encryption using customer-provided keys (SSE-C)
complies with the need for controlled encryption and provides cost-effective storage for
backups.

AWS Key Management Service Importing Keys Documentation,S3 Encryption
Documentation

Questions # 8:

A company is planning to migrate a legacy application to AWS. The application currently uses
NFS to communicate to an on-premises storage solution to store application data. The
application cannot be modified to use any other communication protocols other than NFS for
this purpose.

Which storage solution should a solutions architect recommend for use after the migration?

Options:

O A.

AWS DataSync

O B.

Amazon Elastic Block Store (Amazon EB5)
O C.

Amazon Elastic File System (Amazon EF5)
O D.

Amazon EMR File System (Amazon EMRFS)

Answer

C
Explanation

Amazon Elastic File System (EFS) is the ideal solution for migrating legacy applications
that require NFS (Network File System) communication. EFS provides fully managed,
scalable NFS storage in the cloud, and it supports the standard NFS protocols, allowing the
legacy application to continue using NFS without modification after migration to AWS.
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Key AWS features:

NFS Support: EFS natively supports the NFSv4 protocol, which makes it the best solution
for workloads that rely on NFS communication.

Scalability and Availability: EFS automatically scales as application demands grow, making
it a highly available and reliable storage solution.

AWS Documentation: According to AWS’s best practices for file storage, EFS is
recommended for any workloads requiring NFS support in a cloud environment.

Questions # 9:

A company needs to run its external website on Amazon EC2 instances and on-premises
virtualized servers. The AWS environment has a 1 GB AWS Direct Connect connection to the
data center. The application has IP addresses that will not change. The on-premises and AWS
servers are able to restart themselves while maintaining the same IP address if a failure
occurs. Some website users have to add their vendors to an allow list, so the solution must
have a fixed IP address. The company needs a solution with the lowest operational overhead
to handle this split traffic.

What should a solutions architect do to meet these requirements?

Options:
O A.

Deploy an Amazon Route 53 Resolver with rules pointing to the on-premises and AWS IP
addresses.

O B.

Deploy a Network Load Balancer on AWS. Create target groups for the on-premises and AWS
IP addresses.

o C.

Deploy an Application Load Balancer on AWS. Register the on-premises and AWS IP addresses
with the target group.

O D.

Deploy Amazon APl Gateway to direct traffic to the on-premises and AWS IP addresses based
on the header of the request.
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Answer

B
Explanation

A Network Load Balancer (NLB) supports IP address-based targets, which allows the use of
both EC2 and on-premises endpoints. It also supports a static IP address or Elastic IP,
which meets the requirement for a fixed IP address needed by some users.

NLB offers high performance, low latency, and minimal operational overhead. Application
Load Balancer only supports instance or Lambda targets, not IP addresses outside the
VPC. Route 53 Resolver is for DNS, and API Gateway is for HTTP-based APIs, not web
applications.

Questions # 10:

A company wants to isolate its workloads by creating an AWS account for each workload. The
company needs a solution that centrally manages networking components for the workloads.
The solution also must create accounts with automatic security controls (guardrails).

Which solution will meet these requirements with the LEAST operational overhead?

Options:
O A.

Use AWS Control Tower to deploy accounts. Create a networking account that has a VPC with
private subnets and public subnets. Use AWS Resource Access Manager (AWS RAM) to share
the subnets with the workload accounts.

O B.

Use AWS Organizations to deploy accounts. Create a networking account that has a VPC with
private subnets and public subnets. Use AWS Resource Access Manager (AWS RAM) to share
the subnets with the workload accounts.

o C.

Use AWS Control Tower to deploy accounts. Deploy a VPC in each workload account. Configure
each VPC to route through an inspection VPC by using a transit gateway attachment.

O D.

Use AWS Organizations to deploy accounts. Deploy a VPC in each workload account. Configure
each VPC to route through an inspection VPC by using a transit gateway attachment.
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Answer

A
Explanation

AWS Control Tower: Provides a managed service to set up and govern a secure, multi-
account AWS environment based on AWS best practices. It automates the setup of AWS
Organizations and applies security controls (guardrails).

Networking Account:

Create a centralized networking account that includes a VPC with both private and public
subnets.

This centralized VPC will manage and control the networking resources.
AWS Resource Access Manager (AWS RAM):

Use AWS RAM to share the subnets from the networking account with the other workload
accounts.

This allows different workload accounts to utilize the shared networking resources without
the need to manage their own VPCs.

Operational Efficiency: Using AWS Control Tower simplifies the setup and governance of
multiple AWS accounts, while AWS RAM facilitates centralized management of networking
resources, reducing operational overhead and ensuring consistent security and

compliance.

[References:, AWS Control Tower, AWS Resource Access Manager, , , , , ]
Questions # 11:
Question:

A company uses AWS Organizations to manage multiple AWS accounts. Each department in
the company has its own AWS account. A security team needs to implement centralized
governance and control to enforce security best practices across all accounts. The team wants
to have control over which AWS services each account can use. The team needs to restrict
access to sensitive resources based on IP addresses or geographic regions. The root user must
be protected with multi-factor authentication (MFA) across all accounts.

Options:
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Options:
O A.

Use AWS Identity and Access Management (IAM) to manage IAM users and IAM roles in each
account. Implement MFA for the root user in each account. Enforce service restrictions by
using AWS managed prefix lists.

O B.

Use AWS Control Tower to establish a multi-account environment. Use service control policies
(SCPs) to enforce service restrictions in AWS Organizations. Configure MFA for the root user
across all accounts.

o C.

Use AWS Systems Manager to enforce service restrictions across multiple accounts. Use |IAM
policies to enforce MFA for the root user across all accounts.

O D.

Use AWS IAM Identity Center to manage user access and to enforce service restrictions by
using permissions boundaries in each account.

Answer

B
Explanation

Comprehensive and Detailed Explanation:

AWS Control Tower provides a straightforward way to set up and govern a secure, multi-
account AWS environment based on AWS best practices. It automates the setup of a
baseline environment, or landing zone, that includes:

Service Control Policies (SCPs): These are used to manage permissions across AWS
Organizations, allowing you to set permission guardrails. SCPs can restrict access to
specific AWS services and actions, helping enforce security best practices.

Multi-Factor Authentication (MFA): AWS Control Tower can enforce MFA for the root user
across all accounts, enhancing security.

Centralized Governance: It offers centralized logging and monitoring, making it easier to
manage and audit multiple AWS accounts.

[References:, AWS Control Tower User Guide, Service Control Policies, Root user best
practices for your AWS account, , ]
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Questions # 12:

A shipping company wants to run a Kubernetes container-based web application in
disconnected mode while the company's ships are in transit at sea. The application must
provide local users with high availability.

Options:

O A.

Use AWS Snowball Edge as the primary and secondary sites.

O B.

Use AWS Snowball Edge as the primary site, and use an AWS Local Zone as the secondary
site.

O C.

Use AWS Snowball Edge as the primary site, and use an AWS Outposts server as the
secondary site.

O D.

Use AWS Snowball Edge as the primary site, and use an AWS Wavelength Zone as the
secondary site.

Answer

A
Explanation

When operating in disconnected or limited-connectivity environments, such as ships at
sea, AWS recommends using AWS Snowball Edge devices to host local compute and
storage workloads. Snowball Edge supports Amazon EC2 instances and AWS loT
Greengrass, and can run Amazon EKS Anywhere for local Kubernetes cluster deployments.

From AWS Documentation:

“You can use AWS Snowball Edge devices to run compute-intensive applications in remote
or disconnected locations. Snowball Edge devices support running Amazon EC2 instances
and Amazon EKS Anywhere clusters.”

(Source: AWS Snow Family - Developer Guide)

Why A is correct:
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Snowball Edge provides local compute and storage even without internet connectivity.
Multiple Snowball Edge devices can be clustered together for high availability and failover.
Fully self-contained environment suitable for ships or field operations.

Why the others are incorrect:

B, C, D require network connectivity to AWS Regions or Zones (Local Zone, Outposts,
Wavelength), which is not available at sea. These options cannot operate fully
disconnected.

[References:, AWS Snow Family Developer Guide - “Running Compute Applications on
AWS Snowball Edge”, AWS Well-Architected Framework - Resilience Pillar, AWS
Architecture Blog - “Edge Computing with Snow Family”, , , ]
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