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Questions # 1:

A solutions architect creates an Auto Scaling group for a memory-intensive application. The
solutions architect wants to scale up and scale down based on memory usage. Which solution
will meet this requirement?

Options:

O A.

Install and configure the AWS Systems Manager Agent (SSM Agent). Create a step scaling
policy that has step adjustments based on the memory usage trend.

O B.

Install and configure the Amazon CloudWatch agent. Create a target tracking policy to scale
based on the mem_used _percent CloudWatch metric.

O C.

Install and configure the AWS Systems Manager Agent (SSM Agent). Create a target tracking
policy to scale based on the mem_used_percent Amazon CloudWatch metric.

O D.

Install and configure the Amazon CloudWatch agent. Create a scheduled scaling policy to scale
based on the memory usage trend.

Answer

B
Explanation

The Amazon CloudWatch agent is required to collect memory utilization metrics (as
memory metrics are not reported by default). A target tracking policy is the simplest and
most effective way to scale based on a custom metric such as mem_used_percent.

Reference Extract:

"Install the CloudWatch agent to collect memory metrics, and create a target tracking
scaling policy using these custom metrics."

Source: AWS Certified Solutions Architect - Official Study Guide, Monitoring and Scaling
section.
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Questions # 2:

A company is developing a new application that uses a relational database to store user data
and application configurations. The company expects the application to have steady user
growth. The company expects the database usage to be variable and read-heavy, with
occasional writes.

The company wants to cost-optimize the database solution. The company wants to use an
AWS managed database solution that will provide the necessary performance.

Which solution will meet these requirements MOST cost-effectively?

Options:
O A.

Deploy the database on Amazon RDS. Use Provisioned IOPS SSD storage to ensure consistent
performance for read and write operations.

O B.

Deploy the database on Amazon Aurora Serveriess to automatically scale the database
capacity based on actual usage to accommodate the workload.

o C.

Deploy the database on Amazon DynamoDB. Use on-demand capacity mode to automatically
scale throughput to accommodate the workload.

O D.

Deploy the database on Amazon RDS Use magnetic storage and use read replicas to
accommodate the workload

Answer

B
Explanation

Amazon Aurora Serverless is a cost-effective, on-demand, autoscaling configuration for
Amazon Aurora. It automatically adjusts the database's capacity based on the current
demand, which is ideal for workloads with variable and unpredictable usage patterns.
Since the application is expected to be read-heavy with occasional writes and steady
growth, Aurora Serverless can provide the necessary performance without requiring the
management of database instances.

Cost-Optimization: Aurora Serverless only charges for the database capacity you use,
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making it a more cost-effective solution compared to always running provisioned database
instances, especially for workloads with fluctuating demand.

Scalability: It automatically scales database capacity up or down based on actual usage,
ensuring that you always have the right amount of resources available.

Performance: Aurora Serverless is built on the same underlying storage as Amazon Aurora,
providing high performance and availability.

Why Not Other Options?:

Option A (RDS with Provisioned IOPS SSD): While Provisioned IOPS SSD ensures consistent
performance, it is generally more expensive and less flexible compared to the autoscaling
nature of Aurora Serverless.

Option C (DynamoDB with On-Demand Capacity): DynamoDB is a NoSQL database and
may not be the best fit for applications requiring relational database features.

Option D (RDS with Magnetic Storage and Read Replicas): Magnetic storage is outdated
and generally slower. While read replicas help with read-heavy workloads, the overall
performance might not be optimal, and magnetic storage doesn’t provide the necessary
performance.

AWS References:
Amazon Aurora Serverless- Information on how Aurora Serverless works and its use cases.

Amazon Aurora Pricing- Details on the cost-effectiveness of Aurora Serverless.

Questions # 3:

A company recently migrated its application to AWS. The application runs on Amazon EC2
Linux instances in an Auto Scaling group across multiple Availability Zones. The application
stores data in an Amazon Elastic File System (Amazon EFS) file system that uses EFS
Standard-Infrequent Access storage. The application indexes the company's files, and the
index is stored in an Amazon RDS database.

The company needs to optimize storage costs with some application and services changes.

Which solution will meet these requirements MOST cost-effectively?

Options:
O A.

Create an Amazon S3 bucket that uses an Intelligent-Tiering lifecycle policy. Copy all files to
the S3 bucket. Update the application to use Amazon S3 API to store and retrieve files.
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O B.

Deploy Amazon FSx for Windows File Server file shares. Update the application to use CIFS
protocol to store and retrieve files.

o C.

Deploy Amazon FSx for OpenZFS file system shares. Update the application to use the new
mount point to store and retrieve files.

O D.

Create an Amazon S3 bucket that uses S3 Glacier Flexible Retrieval. Copy all files to the S3
bucket. Update the application to use Amazon S3 API to store and retrieve files as standard
retrievals.

Answer

A
Explanation

Comprehensive and Detailed Explanation:

To optimize storage costs, migrating data from Amazon EFS to Amazon S3 with the
Intelligent-Tiering storage class is a cost-effective solution.

Amazon S3 Intelligent-Tiering: This storage class automatically moves data between
frequent, infrequent, and archive access tiers based on access patterns, reducing storage
costs without impacting performance.

Cost Savings: By leveraging Intelligent-Tiering, the company can achieve significant cost
savings, especially for data with unpredictable access patterns.

Application Update: The application must be updated to interact with Amazon S3 APIs for
storing and retrieving files, ensuring seamless integration with the new storage solution.

This approach provides a scalable, durable, and cost-effective storage solution, aligning
with the company's optimization goals.

[References:, Amazon S3 Intelligent-Tiering Storage Class, Managing storage costs with
Amazon S3 Intelligent-Tiering, ]

Questions # 4:

A finance company is migrating its trading platform to AWS. The trading platform processes a
high volume of market data and processes stock trades. The company needs to establish a
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consistent, low-latency network connection from its on-premises data center to AWS.
The company will host resources in a VPC. The solution must not use the public internet.

Which solution will meet these requirements?

Options:

O A.

Use AWS Client VPN to connect the on-premises data center to AWS.

O B.

Use AWS Direct Connect to set up a connection from the on-premises data center to AWS
O C.

Use AWS PrivateLink to set up a connection from the on-premises data center to AWS.

O D.

Use AWS Site-to-Site VPN to connect the on-premises data center to AWS.

Answer

B
Explanation

AWSDirect Connectis the best solution for establishing a consistent, low-latency
connection from an on-premises data center to AWS without using the public internet.
Direct Connect offers dedicated, high-throughput, and low-latency network connections,
which are ideal for performance-sensitive applications like a trading platform that
processes high volumes of market data and stock trades.

Direct Connect provides a private connection to your AWS VPC, ensuring that data doesn't
traverse the public internet, which enhances both security and performance consistency.

AWS References:

AWS Direct Connectprovides a dedicated network connection to AWS services with
consistent, low-latency performance.

Best Practices for High Performance on AWSfor performance-sensitive workloads like
trading platforms.

Why the other options are incorrect:

A. AWS Client VPN: While this offers secure connectivity, it's over the public internet and is
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not designed for the low-latency, high-performance needs of a trading platform.

C. AWS PrivateLink: PrivateLink is used for connecting VPCs and services within AWS, but
it is not designed for connecting on-premises data centers to AWS.

D. AWS Site-to-Site VPN: Although this provides secure connectivity, it uses the public
internet, which can introduce latency and doesn't meet the low-latency requirements of
the use case.

Questions # 5:

A company runs a multi-tier web application that hosts news content. The application runs on
Amazon EC2 instances behind an Application Load Balancer. The instances run in an EC2 Auto
Scaling group across multiple Availability Zones and use an Amazon Aurora database.

A solutions architect needs to make the application more resilient to periodic increases in
request rates.

Which architecture should the solutions architect implement? (Select TWO.)

Options:

O A.

Add AWS Shield

O B.

Add Aurora Replicas

O C.

Add AWS Direct Connect

O D.

Add AWS Global Accelerator
O E.

Add an Amazon CloudFront distribution in front of the Application Load Balancer

Answer

B, D
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Explanation

Aurora Replicas: Provide read scalability and high availability. They allow offloading
read traffic from the primary database instance.

AWS Global Accelerator: Provides improved availability and performance by
routing user requests to the optimal endpoint using AWS’s global network.

“Aurora Replicas can be used to increase read scalability and availability.”

— Aurora Replicas

“AWS Global Accelerator improves the availability and performance of your applications
with global users.”

— AWS Global Accelerator

Together, these enhance both the database and network layer resilience.

Questions # 6:

A company is using AWS DataSync to migrate millions of files from an on-premises system to
AWS. The files are 10 KB in size on average.

The company wants to use Amazon S3 for file storage. For the first year after the migration
the files will be accessed once or twice and must be immediately available. After 1 year the
files must be archived for at least 7 years.

Which solution will meet these requirements MOST cost-effectively?

Options:
O A.

Use an archive tool lo group the files into large objects. Use DataSync to migrate the objects.
Store the objects in S3 Glacier Instant Retrieval for the first year. Use a lifecycle configuration
to transition the files to S3 Glacier Deep Archive after 1 year with a retention period of 7 years.

O B.

Use an archive tool to group the files into large objects. Use DataSync to copy the objects to
S3 Standard-Infrequent Access (S3 Standard-IA). Use a lifecycle configuration to transition the
files to S3 Glacier Instant Retrieval after 1 year with a retention period of 7 years.

O C.
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Configure the destination storage class for the files as S3 Glacier Instant. Retrieval Use a
lifecycle policy to transition the files to S3 Glacier Flexible Retrieval after 1 year with a
retention period of 7 years.

O D.

Configure a DataSync task to transfer the files to S3 Standard-Infrequent Access (S3 Standard-
IA) Use a lifecycle configuration to transition the files to S3. Deep Archive after 1 year with a
retention period of 7 years.

Answer

A

Questions # 7:

A company wants to use an API to translate text from one language to another. The APl must
receive an HTTP header value and pass the value to an embedded library. The API translates
documents in 6 minutes. The API requires a custom authorization mechanism.

Options:
O A.

Configure an Amazon API Gateway REST API with AWS PROXY integration to synchronously
call an AWS Lambda function to perform translations.

O B.

Configure an AWS Lambda function with a Lambda function URL to synchronously call a
second function to perform translations.

o C.

Configure an Amazon APl Gateway REST APl with AWS_PROXY integration to asynchronously
call an AWS Lambda function to perform translations.

O D.

Configure an Amazon API Gateway REST API with HTTP PROXY integration to synchronously
call a web endpoint that is hosted on an EC2 instance.

Answer
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Explanation

TheAWS_PROXY integration with Amazon APl Gatewayallows the API to invoke a Lambda
function synchronously, making it a suitable solution for the custom authorization
mechanism and text translation use case.

Synchronous Invocation: The APl Gateway REST APl with AWS_PROXY integration enables
synchronous processing of HTTP requests and responses, which is required for document
translation.

Custom Authorization: APl Gateway supports custom authorizers for fine-grained access
control.

Lambda Function Execution: Although Lambda's execution time limit is 15 minutes, this is
sufficient for the 6-minute document translation requirement.

Why Other Options Are Not Ideal:
Option B:

Introducing a Lambda function URL to invoke another Lambda function unnecessarily
complicates the architecture.Not efficient.

Option C:

Asynchronous invocation cannot guarantee real-time response delivery for document
translation tasks.Not suitable.

Option D:

Hosting the API on an EC2 instance increases operational overhead. HTTP PROXY
integration does not add significant benefits here.Not cost-effective or efficient.

AWS References:

API Gateway Lambda Proxy Integration:AWS Documentation - Proxy Integration

Custom Authorization in APl Gateway:AWS Documentation - Custom Authorization

Questions # 8:

A company is setting up a development environment on AWS for a team of developers. The
team needs to access multiple Amazon S3 buckets to store project data. The team also needs
to use Amazon EC2 to run development instances.

The company needs to ensure that the developers have access only to specific Amazon S3
buckets and EC2 instances. Access permissions must be assigned according to each
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developer's role on the team. The company wants to minimize the use of permanent
credentials and to ensure access is securely managed according to the principle of least
privilege.

Which solution will meet these requirements?

Options:
O A.

Create IAM roles that have administrative-level permissions for Amazon S3 and Amazon EC2.
Require developers to sign in by using Amazon Cognito to access Amazon S3 and Amazon
EC2.

O B.

Create IAM roles that have fine-grained permissions for Amazon S3 and Amazon EC2.
Configure AWS IAM Identity Center to manage credentials for the developers.

O C.

Create IAM users that have programmatic access to Amazon S3 and Amazon EC2. Generate
individual access keys for each developer to access Amazon S3 and Amazon EC2.

O D.

Create a VPC endpoint for Amazon S3. Require developers to access Amazon EC2 instances
and Amazon S3 buckets through a bastion host.

Answer

B
Explanation

The most secure and manageable way to provide developers with temporary, least-
privilege access is by using AWS IAM Identity Center (formerly AWS SSO). IAM Identity
Center allows assigning IAM roles with scoped permissions based on the developer’s team
role. This ensures no permanent credentials are required and minimizes risk.

Option B enables role-based access with centralized identity and access management,
making it the most secure and scalable solution for managing developer permissions.

Questions # 9:

A company is migrating a daily Microsoft Windows batch job from the company's on-premises

Page 11 of 16



environment to AWS. The current batch job runs for up to 1 hour. The company wants to
modernize the batch job process for the cloud environment.

Which solution will meet these requirements with the LEAST operational overhead?

Options:
O A.

Create a fleet of Amazon EC2 instances in an Auto Scaling group to handle the Windows batch
job processing.

O B.

Implement an AWS Lambda function to process the Windows batch job. Use an Amazon
EventBridge rule to invoke the Lambda function.

O C.

Use AWS Fargate to deploy the Windows batch job as a container. Use AWS Batch to manage
the batch job processing.

O D.

Use Amazon Elastic Kubernetes Service (Amazon EKS) on Amazon EC2 instances to
orchestrate Windows containers for the batch job processing.

Answer

C
Explanation

AWS Batch supports Windows-based jobs and automates provisioning and scaling of
compute environments. Paired with AWS Fargate, it removes the need to manage
infrastructure. This solution requires the least operational overhead and is cloud-native,
providing flexibility and scalability.

[Reference: AWS Documentation - AWS Batch with Fargate for Windows Workloads,

Questions # 10:

A company needs to design a hybrid network architecture The company's workloads are
currently stored in the AWS Cloud and in on-premises data centers The workloads require
single-digit latencies to communicate The company uses an AWS Transit Gateway transit
gateway to connect multiple VPCs
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Which combination of steps will meet these requirements MOST cost-effectively? (Select
TWO.)

Options:

O A.

Establish an AWS Site-to-Site VPN connection to each VPC.

O B.

Associate an AWS Direct Connect gateway with the transit gateway that is attached to the
VPCs.

O C.
Establish an AWS Site-to-Site VPN connection to an AWS Direct Connect gateway.
O D.

Establish an AWS Direct Connect connection. Create a transit virtual interface (VIF) to a Direct
Connect gateway.

O E.

Associate AWS Site-to-Site VPN connections with the transit gateway that is attached to the
VPCs

Answer

B, D

Explanation

AWS Direct Connect: Provides a dedicated network connection from your on-premises data
center to AWS, ensuring low latency and consistent network performance.

Direct Connect Gateway Association:

Direct Connect Gateway: Acts as a global network transit hub to connect VPCs across
different AWS regions.

Association with Transit Gateway: Enables communication between on-premises data
centers and multiple VPCs connected to the transit gateway.

Transit Virtual Interface (VIF):
Create Transit VIF: To connect Direct Connect with a transit gateway.

Setup Steps:
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Establish a Direct Connect connection.
Create a transit VIF to the Direct Connect gateway.
Associate the Direct Connect gateway with the transit gateway attached to the VPCs.

Cost Efficiency: This combination avoids the recurring costs and potential performance
variability of VPN connections, providing a robust, low-latency hybrid network solution.

[References:, AWS Direct Connect, Transit Gateway and Direct Connect Gateway, , , ,, ]

Questions # 11:

A company wants to design a microservices architecture for an application. Each microservice
must perform operations that can be completed within 30 seconds.

The microservices need to expose RESTful APIs and must automatically scale in response to
varying loads. The APIs must also provide client access control and rate limiting to maintain
equitable usage and service availability.

Which solution will meet these requirements with the LEAST operational overhead?

Options:
O A.

Use Amazon Elastic Container Service (Amazon ECS) on Amazon EC2 to host each
microservice. Use Amazon APl Gateway to manage the RESTful API requests.

O B.

Deploy each microservice as a set of AWS Lambda functions. Use Amazon APl Gateway to
manage the RESTful API requests.

o C.

Host each microservice on Amazon EC2 instances in Auto Scaling groups behind an Elastic
Load Balancing (ELB) load balancer. Use the ELB to manage the RESTful API requests.

O D.

Deploy each microservice on Amazon Elastic Beanstalk. Use Amazon CloudFront to manage
the RESTful API requests.

Answer
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